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Abstract
This dissertation studies persistence diagrams and their usefulness in machine learning.
Persistence diagrams are summaries of underlying topological structure present within data.
These diagrams are especially applicable for analyzing data whose shape is a relevant
descriptor, as they provide unique information as sets instead of vectors. Although there
are methods for vectorizing persistence diagrams, we focus instead on statistical learning
schemes that use persistence diagrams directly.
In particular, the cardinality of the diagrams proves itself a useful indicator, although this
cardinality is variable at higher dimensions. To better understand and use the cardinality
of persistence diagrams, we prove that the cardinality is bounded using both statistics and
geometry. We also prove stability of a cardinality-based persistence diagram distance in a
continuous fashion. These results are then applied to analyze persistence diagrams generated
from structures of materials.
We also develop a Bayesian framework for modeling the cardinality and spatial
distributions of points within persistence diagrams using i.i.d. cluster point processes. From
Gaussian mixture and binomial priors, we derive equations for the posterior cardinality
and spatial distributions. We also introduce a distribution to account for noise typical of
persistence diagrams. This framework provides a means of classifying biochemical networks
present within cells using Bayes factors. We also provide a favorable comparison of the
Bayesian classification of networks with several other methods.
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Chapter 1
Introduction to Statistical Topological
Data Analysis
This dissertation studies the effect and usefulness of cardinality for persistence diagrams and
applications. Part of the field of applied topology, persistence diagrams are summaries of
the shape of data. The inherent shape properties of many datasets are key to the creation of
meaningful, accurate machine learning schemes. Integrating the shape of data into machine
learning has seen success through the ideas of manifold learning [68, 90, 58], density-based
clustering [51, 50, 24], and low-dimensional embeddings [102, 29, 6]. These methods capture
local geometry and other structural properties well but do not explicitly describe loops,
holes, and voids within the underlying data. Without the mathematical theory of homology,
which algebraically studies holes and connectedness, rich descriptors of these datasets remain
unrealized.
Considering point cloud data, that is, finite point sets in Rn , another problem arises:
the data is discrete, but we would like to infer information about shape and homology,
concepts difficult to extract from discrete structures. To address this question of homology
for discrete data, several early researchers in computational topology [36, 114, 16] developed
topological data analysis (TDA) to use the machinery of topology to describe data. These
studies went beyond earlier ideas [45, 94] to create summaries of the homology present in
data. They introduced the concept of persistent homology, which studies the evolution of
homological features in data as some threshold is varied. Persistent homology furnishes a
1

summary of the connectedness and holes (or empty space) of data, which indirectly gives
information about the shape of the data as well. This analysis quantifies the significance
of a homological feature and provides a tool to contend with noisy data. The persistence
diagram (introduced in [36]) provides a visualization of persistent homology and is created
from continuous structures built upon discrete data. The appearance and disappearance of
each homological feature as these structures evolve is calculated and recorded in a persistence
diagram. Practical algorithms for these computations have been developed [36] and improved
upon [80, 110, 62, 28, 81], so that libraries for computation in R, C, and Python are available
[73, 40, 5, 106, 2].
Successful applications of TDA have been recorded in a diverse body of fields. Researchers
[7] [17] have studied image analysis through the lens of persistent homology. Periodicity and
quasiperiodicity have been measured and quantified in video data [107]. Certain human
activities can also be classified using persistence diagrams [109]. TDA also provides a means
to study and describe signals [47, 71, 87, 49] and sensor networks [32].
There are several applications in chemistry and astronomy as well.

For example,

persistent homology can be used to identify astrophysical structures in the cosmic web
[98]. Persistent homology also clearly describes phase transitions [33]. TDA also gives a
way to measure similarity of pore geometries in nanoporous materials [67]. Several studies
[55] showed that the atomic structure of amorphous solids is elucidated through persistence
diagrams. Additionally, persistence diagrams are able to predict binding energies for a large
database of molecules [105].
There have also been many applications within biology.

Several studies have used

persistent homology to describe the structure and shape of the brain [8, 66, 30]. TDA has
also been successful in describing relevant changes in shape during the process of membrane
fusion [60]. Protein structure and folding is another application well-suited for persistent
homology [112, 15, 14]. Also, the tracking of subcellular particles and their trajectories can
be achieved through TDA [96].
In this work, we focus specifically on persistence diagrams and their applications to
materials science and biochemistry. Persistence diagrams are planar multisets instead of
vectors, since they have no fixed cardinality (size) or ordering.
2

For each homological

dimension, k = 0, 1, 2, . . ., a persistence diagram can be computed for a given point cloud.
In most applications, only the first few dimensions are necessary for obtaining features for
machine learning. Diagrams can be compared using several distances, such as the Hausdorff,
bottleneck, and Wasserstein distances; additionally, they are stable with respect to noise
[26, 21]. Their stability is a key factor in their success in applications with realistic data
involving noise.
Once persistence diagrams are computed, they can be used in machine learning schemes
in place of the original data used to create the diagrams. There are many different ways to
use the diagrams for regression, classification, or clustering. In one approach, persistence
diagrams are converted from multisets to vectors in Rn . This can be accomplished through
statistical summaries of features of the persistence diagram, such as the birth, death,
persistence, and cardinality [39, 88] or by the use of Gaussian kernels [63].

Another

persistence diagram representation using different kernels is given in [93]. Distance matrices
also provide a way to represent persistence diagrams [19]. Persistence landscapes transform
the diagrams into piecewise functions [12, 13], and persistence images transform a persistence
diagram to a planar image, which can then be converted to a vector [1].

Persistence

landscapes and persistence images have the advantage of functional representations in a
separable Banach space. Persistence landscapes do not have unique means but are invertible;
however, persistence images are more efficient to compute.
Statistics and probability can also be performed directly on the persistence diagrams. A
paradigm for considering probability measures for persistence diagrams has been introduced
in [78], which considers the data underlying the diagrams. Similarly, the persistent homology
of random fields can also be studied [3].

Another paper proves a strong law of large

numbers for persistence diagrams that are defined on stationary point processes [56]. Rates
of convergence for the expected bottleneck distance between persistence diagrams can be
calculated, as shown in [23]. Studies [108, 71] have provided ways to calculate Fréchet
means of persistence diagrams. Also, confidence sets can be defined for persistence diagrams
[41], as can kernel density estimators [75]. The persistent homology of data represented as
functions can also be estimated via kernels [9]. Summary statistics of persistence diagrams
including cardinality, birth, and death are used for parametric inference in [38]. Additionally,
3

hypothesis testing can be performed on persistence diagrams using permutation tests, as
shown in [95]. Distances on the space of persistence diagrams also enable distance-based
statistical learning frameworks such as clustering [72, 64]. A framework for neural networks
used directly on persistence diagrams has also been created [18].
This work considers two methods for machine learning for persistence diagrams. One
method uses a distance directly on persistence diagrams. The other builds a Bayesian
paradigm for the diagrams. This dissertation is organized into four chapters, which explain
these two approaches. This first chapter gives an overview of statistical topological data
analysis, its history, and the key themes that will appear in later chapters. Chapter 2 provides
the necessary theorems, definitions, and background information in persistent homology
necessary to understand the work presented in later chapters. Chapter 3 discusses the
dcp distance for persistence diagrams, which was introduced in [71]. This distance directly
incorporates the cardinality of the persistence diagrams to compare them. We prove a
stability theorem for persistence diagrams under this distance, as well as give probabilistic
bounds on fluctuations of the distance. Additionally, we provide bounds for the cardinality of
persistence diagrams. One proof uses weighted least squares to derive probabilistic bounds,
and the other considers geometric properties of the Vietoris-Rips complex to generate a
theoretical bound. Then we show an application of the distance to analyzing materials
science data.
In Chapter 4, we introduce a novel Bayesian paradigm for persistence diagrams modeled
as finite point processes.

This framework allows for the modeling of both the spatial

distribution of points in the diagram and the cardinality of the diagram simultaneously.
Previous studies [76] ignored the cardinality component by considering a Poisson point
process instead of the more general i.i.d cluster processes used herein. The Poisson framework
reduces the computational burden, but it approximates the cardinality distribution from the
spatial estimation. Instead, we focus on developing a Bayesian framework that is capable of
estimating the cardinality distribution without relying completely on the spatial distribution.
We use Gaussian mixtures as priors and derive the formulas for the posterior intensity
distribution. This posterior calculation includes terms to account for points that appear or
disappear due to noise. We also derive the posterior distribution of the number of points
4

from a binomial prior distribution. This is very critical as the importance of cardinality
in persistence diagrams has been underlined in problems related to statistics and machine
learning [41, 71, 74, 62]. This Bayesian paradigm then provides a classification method for
biochemical networks, which have never been successfully classified before. Using Bayes’
factors, we classify the networks at 90% accuracy and provide a comparison with other
topological and standard methods.
To summarize, there are five main contributions of this dissertation:
1. Proof of the stability of the dcp distance in a continuous fashion.
2. Theoretical and statistical bounds on the number of 1-dimensional features represented
in a persistence diagram based on the cardinality of the underlying point cloud.
3. A Bayesian framework that simultaneously estimates both the posterior spatial and
the posterior cardinality distribution of persistence diagrams, as well as accounts for
noise specific to persistence diagrams in a novel way.
4. A general closed form expression of both posterior distributions given certain prior
distributions.
5. A Bayesian classification algorithm for actin filament networks of plant cells that
directly incorporates the variations in topological structures of those networks such
as size and numbers of loops.

5

Chapter 2
Persistent Homology Background
In this chapter we introduce the background on persistent homology and persistence diagrams
necessary for the rest of the work. Persistent homology extracts shape information from data
that can be used in machine learning tasks. It is an especially helpful tool for analyzing point
cloud data in Rn . Since point cloud data consists only of discrete points, it has only trivial
topological features. However, inherent in many such datasets are nontrivial topological and
geometric features that are relevant descriptors. Below we explain the concepts of persistent
homology that identify these shape descriptors. We also formally introduce the persistence
diagram, a summary representation of the homology of a dataset. For further details on
persistent homology and computational topology, the reader is referred to [35, 46, 34, 111].

2.1

Basic Topological Notions

We begin with the necessary basic topological notions which may be found in [85]. First, we
define topology.
Definition 2.1. Let T be a set. A topology T on X is a collection of subsets of X such that
1. X and ∅ are in T
2. the union of sets from a subcollection in T is in T
3. the finite intersection of any sets from a subcollection T is also in T .
6

A topological space is a set along with a topology on the set. From this point forward,
any spaces mentioned will be topological spaces, typically Euclidean ones.

The next

two definitions provide a way to compare the topology of two spaces through continuous
functions.
Definition 2.2. Suppose that f and g are continuous functions from the X to Y . f and g are
homotopic if there exists a continuous function F : X × [0, 1] → Y such that F (x, 0) = f (x)
and F (x, 1) = g(x) for x ∈ X.
Definition 2.3. The spaces X and Y are homotopy equivalent if there exist functions f :
X → Y and g : Y → X such that f ◦ g is homotopic to the identity function 1X : X → X
given by 1X (x) = x, and likewise g ◦ f is homotopic to 1Y .
Now we consider X, a finite set of points in Rn under some metric, typically the Euclidean
metric. To extract topological and geometric information from this set of points a method
is needed. Specifically, we would like build an object with significant nontrivial topology out
of the point cloud. The simplicial complex provides such a link from the set of points to a
non-discrete object. The next two definitions are necessary for defining simplices, which are
the building blocks of the simplicial complex.
Definition 2.4. The convex hull of a finite set of points {xi }ni=1 is given by
P
αi ≥ 0 for all i and ni=1 αi = 1.

Pn

Definition 2.5. The set of points {xi }ni=1 is affinely independent if whenever
P
and ni=1 αi = 0, then αi = 0 for all i.

i=1

αi xi , where

Pn

i=1

α i xi = 0

With these two definitions in hand, we may now give the definition of simplex.
Definition 2.6. A k-simplex is the convex hull of an affinely independent point set of
cardinality k + 1.
For example, a 0-simplex is a point, a 1-simplex is a line-segment, a 2-simplex is a triangle,
and a 3-simplex is a tetrahedron.
Definition 2.7. The convex hull of a nonempty subset of the k points in an k + 1 simplex
is called a face of a simplex.
7

For example, a triangle (including the inside) has 3 1-faces (the edges) and 3 0-faces (the
vertices).
Definition 2.8. An abstract simplicial complex σ is a collection of simplices such that for
every set A in σ and every nonempty set B ⊂ A, we have that B is in σ.
An example of a simplicial complex with 4 0-simplices, 9 1-simplices, and 3 2-simplices
is shown in Figure 2.1 (a).

2.2

Simplicial Homology

We now give the necessary definitions for computing the homology of a simplicial complex.
The definitions and theorems given apply to abstract simplicial complexes in general,
although our primary interest will be in analyzing the homology of complexes built from
point cloud data.
Definition 2.9. Suppose that σ is a simplicial complex. For dimension k, a k-chain is
P
a formal sum
i ai σi of simplices, where the ai are coefficients modulo 2 and the σi are
k-simplices.
Here, a k-chain may be considered a set of k-simplices since we only allow coefficients
modulo 2.

See Figure 2.1 for an example.

Other coefficients could be used but are

unnecessary for the scope of this work. There is also an intuitive sense of a boundary
for a k-chain, given in the following definition.
Definition 2.10. For a k-simplex, the boundary operator ∂k returns the formal sum of its
(k − 1)-dimensional faces, called the boundary.
Definition 2.11. A k-boundary is a k-chain which is the boundary of a k + 1-chain.
We note that ∂k (σ) =

P

ai ∂k (σi ) and that ∂k is an additive map. Thus the k-boundaries

form a group Bk (X) under the component-wise addition operation on simplices.
Definition 2.12. A k-cycle is a k-chain c that has ∂(c) = 0.

8

(a) Simplicial complex

(b) 1-boundary of 2-chain

Figure 2.1: The yellow triangles in (a) make up a 2-chain with boundary given in (b).

An example of a 1-cycle is shown in Figure 2.2. These k-cycles form another group,
denoted Zk (X), and given explicitly by ker∂k since ∂k is a homomorphism. The next lemma
gives that Bk is a subgroup of Zk .
Lemma 2.13 ([35]). For a k-chain c, we have that ∂k−1 ∂k c = 0.
Now we finally define a homology group as the quotient group of the two groups defined
previously.
Definition 2.14. The k-dimensional homology group Hk (X) is given by the quotient group
Zk /Bk , and its rank is called the k-th Betti number, denoted βk (X).
A simplicial complex, along with a description of its simplicial homology is shown in
Figure 2.2.

2.3

Persistent Homology

The following two abstract simplicial complexes are key to persistent homology. They enable
the analysis of point cloud data through homology by creating a simplicial complex based
on the shape of the underlying data.
Definition 2.15. The Čech complex for threshold , denoted Čech(), is the collection of
simplices determined in the following way: a k-simplex with vertices determined by k + 1
9

Figure 2.2: This simplicial complex has β0 = 1 since it has one connected component. It
also has β1 = 1 since there is one loop.

points in X is included in Čech() whenever /2 balls placed at the points have a common
point of intersection.
Definition 2.16. The Vietoris-Rips complex for threshold  > 0, denoted VR(), is the
collection of simplices determined in the following way: a k-simplex with vertices determined
by k + 1 points in X is included in V R() whenever /2 balls placed at the points all have
pairwise intersections.
The Čech complex is a reasonable representation of the topology of the underlying point
set X, as shown in [52, 4, 35] via the Nerve Theorem.
Definition 2.17. Suppose that Y is a finite collection of convex sets in Euclidean space.
T
The nerve of Y is given by Nerve(Y ) = {y ⊆ Y | y 6= ∅}.
Theorem 2.18 (Nerve Theorem [52, 4, 35]). Suppose that Y is a finite collection of convex
sets in Euclidean space. Then Nerve(Y ) and the union of all sets in Y are homotopy
equivalent.
The Vietoris-Rips complex is more computationally tractable because instead of checking
for intersections, one need only check pairwise distances. The Vietoris-Rips complex contains
the Čech complex, and the following theorem gives a reverse inclusion:
10

√
Theorem 2.19 (Vietoris-Rips Lemma [35]). For  > 0 and X as above, VR() ⊆ Čech( 2).
Having formed a meaningful simplicial complex on the data points X, we may now begin
to form summaries of the homology suitable for machine learning. Consider a function f
from a simplicial complex σ to R. Assume that f is monotonic in the sense that if A, B ∈ σ
with A ⊆ B, then f (A) ≤ f (B). Thus f −1 (−∞, t], the sublevel sets of f , form an increasing
sequence of complexes as t increases. Corresponding to this evolution of simplicial complexes
is an evolution of their simplicial homology. This yields a sequence of homology groups
Hk (f −1 (−∞, t1 ]) ⊆ Hk (f −1 (−∞, t2 ]) ⊆ . . . ⊆ Hk (f −1 (−∞, ti ]), . . .. Thus homology classes
are created and destroyed as the complexes evolve.
Such shifts in homology classes can be tracked, summarized, and recorded in a persistence
diagram.

The persistence diagram displays the values of t at which the homology of

f −1 (−∞, t] changes. The value of t at which the homology class first appears is called
the birth. The value of t at which the homology class disappears is called the death. Thus
for each dimension k a persistence diagram is a multiset in R2 where the coordinates of each
element represent the birth and death of a k-dim homology class from an underlying set of
data points. It may happen that two or more homology classes merge into one class within
the same sublevel set. In such a case, one applies the Elder Rule, which states that the class
that was born first continues and the younger class dies.
Given a finite dataset in Rn , the function f can be chosen to act as an approximation
to the data. Typical functions chosen for this framework are kernel density estimators as
in [41] and the distance to measure function as in [22]. In the rest of this work, we use only
the Vietoris-Rips complexes for a given dataset to construct persistence diagrams. In this
case, the monotonic function is induced by the distance metric on the space. Note Figure
2.3 which shows the difference between the two ways of constructing persistence diagrams.
Note that by definition, birth ≤ death for each homological feature. Thus all points
in a persistence diagram are above the diagonal, as pictured in Figure 2.3. Also, since
the Vietoris-Rips complexes are created from pairwise distances, there is no change in the
homology of f −1 (−∞, t] for t ≤ 0, and all birth times in the persistence diagram are at least
0. Additionally, for dimension 0, the persistence diagram has the same size as the original
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(a)

(b)

(c)

(d)

(e)

(f )

Figure 2.3: (a) Functional approximation of the points in (c) using a kernel density
estimator. (b) Persistence diagram created using sublevel set persistence. (c) Point cloud.
(d) Vietoris-Rips complex (orange points and blue line segment) for the shown radius. (e)A
1-dimensional hole is formed in the Vietoris-Rips complex. (f) The persistence diagram
created from Vietoris-Rips complexes.
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(a)

(b)

Figure 2.4: (a) shows the persistence diagram from Figure 2.3 (f), and (b) shows the same
diagram transformed by (birth, death) 7→ (birth, persistence).

dataset, if it is finite. This is because each point is itself a connected component at birth
time 0. This also gives that the birth = 0 for all 0-dimensional points.
For some applications it is advantageous to convert the persistence diagram from
(birth, death) coordinates to (birth, persistence) coordinates, where persistence = death −
birth. This transformation is shown in Figure 2.4.
As mentioned in Chapter 1, there are several ways of converting a persistence diagram
to a vector.
Definition 2.20 ([12]). Given a persistence diagram D = {(bi , di )}, the corresponding
persistence landscape function λ : N × R → R is given by λ(k, t) = kmax{f(bi ,di ) (t)},
where f(bi ,di ) (t) = max{0, min(bi + t, di − t)}, kmax denotes the k-th largest element, and
i = 1, 2, . . . , n for n, the cardinality of D.
This gives a representation of the diagram in a Banach space. Sampling over a finite grid
creates a vector in Rn .
Definition 2.21 ([1]). Given a persistence diagram in (birth, persistence) coordinates, D =
{(bi , pi )}, the corresponding persistence surface ρD : R2 → R is given by
ρD (x, y) =

X
(bi ,pi )∈D

f (bi , pi )

1 −[(x−bi )2 +(y−pi )2 ]/2σ2
e
,
2πσ 2
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where f : R2 → [0, ∞) is a weighting function which is 0 along the x−axis, piecewise
differentiable, and continuous.
To create a vector, one can then integrate over each box (or pixel) within a grid in R2 .
This representation is called a persistence image.
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Chapter 3
A Stable Cardinality Distance for
Persistence Diagrams
Distances on the space of persistence diagrams yield a means of comparison between diagrams
and enable distance-based machine learning methods. These distances formalize the notion of
similarity between persistence diagrams. We begin by introducing two traditional distances
for persistence diagrams. The content of this chapter was included as part of [74].

3.1

Background

Definition 3.1. The bottleneck distance between two persistence diagrams X and Y is
given by W∞ (X, Y ) = (inf η:X→Y supx∈X kx − η(x)k∞ ), where the infimum is taken over
all bijections η, and the points of the diagonal are added with infinite multiplicity to each
diagram.
Definition 3.2. The p-Wasserstein distance between two persistence diagrams X and Y
1
P
is given by Wp (X, Y ) = inf η:X→Y x∈X kx − η(x)kp∞ p , where the infimum is taken over
all bijections η, and the points of the diagonal are added with infinite multiplicity to each
diagram.
We note that the bottleneck distance between diagrams X and Y is the Wasserstein
distance as p → ∞. The Wasserstein and bottleneck distances yield the penalty of matched
15

points under the optimal bijection. In the case of the bottleneck distance, this is calculated
by considering the largest matching between a point from X and a point from Y under the
best bijection. For the Wasserstein distance, this is calculated by taking a sum of all the
matchings raised to a power. An example of this calculation is shown in Figure 3.1.
Points can be matched to the diagonal of each persistence diagram, which is assumed to
have infinitely many points with infinite multiplicity; this confirms that a bijection between
X and Y actually exists, since X and Y may not have the same cardinality. In other words,
the Wasserstein distance gives no explicit penalty for differences in cardinality between two
diagrams. Instead, the Wasserstein distance penalizes unmatched points by using their
distance to the diagonal. However, cardinality differences may play a key role in machine
learning problems, and to that end, several authors [71] proposed the dcp distance given below.
Definition 3.3. Let X and Y be two persistence diagrams with cardinalities n and m
respectively such that n ≤ m. Let X = {x1 , . . . , xn }, Y = {y1 , . . . , ym }, and c > 0 and
1 ≤ p < ∞ be fixed parameters. The dcp distance between two persistence diagrams X and Y
is
dcp (X, Y ) =

1
m

min

π∈Πm

n
X

!! p1
min(c, kx` − yπ(`) k∞ )p + cp |m − n|

,

(3.1)

`=1

where Πm is the set of permutations of (1, . . . , m). If m < n, define dcp (X, Y ) := dcp (Y, X).
It has been shown [71] that the space of persistence diagrams is separable and complete
under this distance. Thus Fréchet means and variances may be defined using the dcp distance.
This distance has successfully classified persistence diagrams generated from different classes
of acoustic signals.
Remark 3.1.1. Note that this distance can be applied to arbitrary point clouds with
finite cardinality as well. As shown in [71], a smaller c in Equation (3.1) accounts for
local geometric differences, while a larger c focuses on global geometry. It is precisely by
considering differences in cardinality that the dcp distance can distinguish between features
of the point cloud that other distances may miss. Also in Equation (3.1), if X is fixed and
m → ∞, then dcp (X, Y ) → c.
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(a)

(b)

(c)

Figure 3.1: Consider two persistence diagrams, one given by the green squares and another
by the purple circles. (a) The bottleneck distance only considers the largest matching. (b)
The Wasserstein distance imposes a cost of 0.1 to the extra purple point (the `∞ distance to
the diagonal). (c) The dcp distance imposes a penalty c on the point instead.

3.2

Stability Properties of Persistence Diagram Distances

We now show the stability of the dcp distance. Stability of the distance under investigation
means that small perturbations in the underlying space result in small perturbations of the
generated persistence diagrams. Adopting the approach of estimating a point cloud via a
pertinent function, e.g. a kernel density estimator as in [41], persistence diagrams may be
constructed using sublevel sets as in Figure 2.3. Their differences can be computed using the
Wasserstein and bottleneck distances. Using this functional representation, stability of the
Wasserstein and bottleneck distances has been shown in [27] and [26] by verifying Lipschitz
(and respectively Hölder) continuity of the mapping from the underlying function of the data
to its persistence diagram in the bottleneck and Wasserstein distances.
Such stricter stability does not hold for the dcp distance. For functions over the reals, it can
be seen that small perturbations can be added to a function which create new homological
features over the sublevel sets but maintain the same L∞ distance between the functions.
These create arbitrary differences in cardinality of the persistence diagrams that prevent
the dcp distance from having the same Lipschitz property. Considering discrete point clouds
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whose distances shrink to zero, Theorem 3.4 shows that the distance between persistence
diagrams goes to zero as well.
Theorem 3.4 (Stability Theorem). Consider c > 0 and 1 ≤ p < ∞. Let A be a finite
nonempty point cloud in Rd . Suppose that {Ai }i∈N is a sequence of finite nonempty point
clouds such that dcp (A, Ai ) → 0 as i → ∞. Let X k and Xik be the k-dim persistence diagrams
created from the Vietoris-Rips complex for A and Ai respectively. Then dcp (X k , Xik ) → 0 as
i → ∞.
Note that Theorem 3.4 does not depend on a function created from the points such as
a kernel density estimator as in [41], but simply on the points themselves and the VietorisRips complex generated from these points. Another way of stating Theorem 3.4 is that
limi→∞ Ai = A in the space of point clouds under the dcp metric implies that limn→∞ Xiδ = X δ
in the space of persistence diagrams endowed with the dcp metric. In fact, Theorem 3.4 shows
that the mapping from a point cloud to the persistence diagram of its Vietoris-Rips complex
is continuous under the dcp distance. This continuous-type stability result is weaker than
Lipschitz stability. In order to prove Theorem 3.4, we first show that if the dcp distance
between the underlying point clouds goes to 0, then eventually the size of the point clouds
must be the same.
Lemma 3.5. Let A and Ai be as in Theorem 3.4 such that dcp (A, Ai ) → 0 as i → ∞. Then
Ai and A have the same number of points for i ≥ N0 for some N0 ∈ N.
Proof. Denote by |A| the number of points in the point cloud A. Suppose that |Ai | 6= |A|
infinitely often. Since dcp (A, Ai ) → 0, for every  > 0, there is an N ∈ N such that i ≥ N
implies that dcp (A, Ai ) < . Let  =

c
,
|A|+1

noting that |A| is fixed. By assumption |Ai | < |A|,

|Ai | > |A|, or both, infinitely often. If |A| < |Ai |, then by Def. 3.3
dcp (A, Ai )


≥

c

p |Ai |

− |A|
|Ai |

The function h : N → R given by h(z) =

z−|A|
z

 p1
≥c

|Ai | − |A|
.
|Ai |

(3.2)

is strictly increasing. Whenever |A| < |Ai |,

we have |Ai | ≥ |A| + 1. The restriction of h to {|A| + 1, |A| + 2, |A| + 3, . . .} achieves its
minimum at |A| + 1. This shows that the RHS of Equation (3.2) is greater than or equal to
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c
,
|A|+1

whenever |A| < |Ai |, which by assumption happens infinitely often. This contradicts

dcp (A, Ai ) <  for all i ≥ N . The case where |A| > |Ai | follows similarly.
Lemma 3.6. Let A and Ai be as in Theorem 3.4. Suppose the points of each point cloud
Ai are ordered so that Ai = {aπi (1) , aπi (2) , . . . , aπi (|A|) }, where πi is the permutation used
to calculate the dcp distance between Ai and A as in Equation (3.1). Let DA and DAi be
the distance matrices for the points of A and Ai respectively, i.e., the kl-th entry of DA is
kak − al kd . Then,
1. kDA − DAi k∞ → 0 as i → ∞, and
2. for some N1 ∈ N, the order of the entries of the upper triangular portion of DA and
DAi is the same for i ≥ N1 , up to permutation when either DA or DAi have duplicate
entries.
Proof. (i) Let A = {a1 , . . . ak }, Ai = {ai1 , . . . aik }, and λiα = kaα − aiπi (α) kd for the
permutation πi in the dcp distance between Ai and A.

Suppose that dcp (A, Ai ) → 0.

Note that since c is fixed, then by Lemma 3.5, there is some Nc such that eventually

 p1
P|A|
1
dcp (Ai , A) = |A|
minπi ∈Q|A| `=1 ka` − aπi (`) kpd
for i ≥ Nc . By assumption dcp (A, Ai ) → 0,
1

which shows that |A|− p kλkp → 0 as i → ∞. Thus kλi kp → 0 as i → ∞.
Now, let E = DA − DAi .
kEk∞ = max kak − al kd − kaik − ail kd
k,l

= max kak − al kd + kal − aik kd − kal − aik kd − kaik − ail kd
k,l

≤ kak − al kd − kal − aik kd + kaik − ail kd − kal − aik kd
≤ kak − aik kd + kal − ail kd
This last sum goes to 0 as i → ∞, proving (i).
(ii) Suppose that the m distinct upper triangular entries of DA are ordered from smallest
A
A
to largest, say dA
1 < d2 < · · · dm , where m ≤ |A|(|A| − 1)/2. For η ∈ {1, . . . , m + 1} let
A
A
hη ⊂ [0, ∞) be a sequence such that h1 < dA
1 < h2 < d2 < · · · < hm < dm < hm+1 . Let

kDA − DAi k∞ <

h
,
2

where h = minη1 ,η2 ∈{1,...,m+1} {|hη1 − hη2 |}. We show that there exists
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a sequence gη such that |hη − gη | < 2h for each η ∈ {1, . . . , m + 1} and hη < dA
j < hη+1
A
i
implies gη < dA
j ≤ gη+1 . Let hη < dj < hη+1 , and suppose that it is not the case that
Ai
Ai
h
i
hη < dA
j ≤ hη+1 . Since kDA − DAi k∞ < 2 , then either dj ∈ (hη−1 , hη ] or dj ∈ (hη+1 , hη+2 ].
h
h
A
If the first case is true, then take gη = dA
j − 2 . If the second, then take gη = dj + 2 . This

proves the existence of the sequence. Now proceeding by contradiction, if the lemma does
Ai
Ai
1 A
not hold for some entries dA
j ∈ DA and dj ∈ DAi , then take kDA − DAi k∞ < 2 |dj − dj |.

Proof of Theorem 3.4. By Lemma 3.5, take |Ai | = |A| without loss of generality. By Lemma
3.6 (i), kDA − DAi k∞ → 0 as i → ∞. If the Vietoris-Rips complex were computed at every
threshold value in [0, ∞), then the birth and death times of all features of all dimensions
would be distances between points in the underlying point cloud (including the birth time
of 0 in the 0-dim diagram). Since the order of the entries of DA and DAi may be taken to be
the same from Lemma 3.6 (ii), the same number of simplices are formed in the complexes
for A and Ai for each dimension of simplex. Also, the labels of the simplices according to
the points of A and Ai are given from the permutation πi in Lemma 3.6 (i).
Now, for 0-dim it is clear that for the cardinalities of the persistence diagrams, |X 0 | = |Xi0 |
since for the sizes of their associated point clouds, |Ai | = |A|. For a higher dimensional feature
(k ≥ 1) to appear in the complex, we must have that a certain number of the distances are
less than or equal to the threshold  and a certain number of the distances are greater than
. Lemma 3.6 (ii) shows that although the thresholds where the features are created may be
different, the same number of features are formed in the Vietoris-Rips complexes of A and
Ai , and these features are formed in the same order and with the points that correspond
under πi .
If X k = {x1 , x2 , . . . , x|X k | } and Xik = {x1 , x2 , . . . , x|Xik | }, then we have that |X k | = |Xik |
and that dcp (X k , Xik ) < 2h. Thus dcp (X k , Xik ) → 0 as i → ∞.
To provide a practical way to control c in computing the dcp distance of Equation (3.1)
and consequently compute the possible fluctuations of the dcp distance, a probabilistic upper
bound, which relies on least squares, is provided. Specifically, the following analysis gives
predictions on the number of 1-dim holes represented in the persistence diagram, which
we denote by b1 . The parameter b1 relies on the number of connected components (or
20

equivalently the number of points in the point cloud) represented in the persistence diagram,
denoted by b0 .
Definition 3.7 ([89]). The kissing number in Rd is the maximum number of nonoverlapping
unit spheres that can be arranged so that each touches another common central unit sphere.
Lemma 3.8 ([48]). For a finite point cloud with no more than ρ points in Rd under the
Euclidean distance, let Md (ρ) denote the maximum possible number of 1-dim holes in the
Vietoris-Rips complex for the point cloud for a given threshold. Then
Md (ρ) ≤ (Kd − 1)ρ.

(3.3)

Proposition 3.9. Consider a point cloud in Rd with ρ points and its associated persistence
diagram. Let B1 denote the possible range of the number of 1-dim holes b1 . Then B1 is such
that {0, 1, . . . , b ρ2 c − 1} ⊆ B1 ⊆ {0, 1, . . . , 21 (Kd − 1)ρ2 (ρ − 1)}, i.e. the possible range of b1 is
expanding as the number of points, b0 , in the point cloud increases.
Proof. We first show the inclusion {0, 1, . . . , b ρ2 c − 1} ⊆ B1 . To form a point cloud with
ρ points that has b1 = 0, simply take the ρ points and arrange them on a line. To form
a point cloud with ρ points that has b1 = b ρ2 c − 1, arrange the ρ points in two rows each
with b ρ2 c points. Set the spacing between adjacent points in each of the rows to be 1 and
then place the two rows directly beside each other so that for each point in the first row,
there is exactly one point in the second row at a distance of 1. Adding edges appropriately
creates b1 = b ρ2 c − 1 squares with side length 1. Thus, creating the Vietoris-Rips complex
and corresponding diagram gives b1 = b ρ2 c − 1. For an illustration of the arrangement, see
Figure 3.2a.
To form a point cloud with ρ points that has b1 ∈ {1, 2, . . . b ρ2 c − 2}, arrange 2(b1 + 1)
points in two rows as in Figure 3.2a. Arrange the other ρ − 2(b1 + 1) points in a line with
the minimum distance from any points in the line to points of the two rows such that it is
greater than or equal to 1. Then exactly b1 holes are formed from the two rows, with no
holes formed by the line. For an illustration, see Figure 3.2b.
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(a)

(b)

Figure 3.2: An example of 8-point arrangements to visualize the proof of Proposition 3.9.
(a) A 3- hole configuration vs. (b) a 2-hole configuration.

Next, we verify the inclusion B1 ⊆ {0, 1, . . . , 12 (Kd − 1)ρ2 (ρ − 1)}. By Lemma 3.8, the
number of 1-dim holes in the Vietoris-Rips complex for a fixed radius  for the point cloud is
bounded above by (Kd − 1)ρ. The homology of the Vietoris-Rips complex changes at most


ρ
times as the radius  increases due to the maximum of ρ2 distinct distances between
2
points in the point cloud. Therefore, there can be at most 21 (Kd − 1)ρ2 (ρ − 1) 1-dim holes
formed over the entire evolution of the Vietoris-Rips complex. This gives the desired bound
of b1 ≤ 21 (Kd − 1)ρ2 (ρ − 1).

Now, let N point clouds be generated from some process, and N corresponding persistence
diagrams be created. For each persistence diagram Xik , k ∈ {0, 1}, i = 1, . . . , N , record the
cardinality bi0 of the 0-dim diagram and the cardinality bi1 of the 1-dim diagram. Let b0 ∈
RN ×2 be the predictor matrix whose rows are [1 bi0 ] and b1 ∈ RN be the vector of responses
with entries bi1 . Proposition 3.9 gives that the possible range of b1 is increasing as b0 grows,
which yields that an increase in variance as b0 grows may be present, i.e., heteroscedasticity
exists. Thus the analysis of the change in number of 1-dim holes as the size of the point
cloud changes needs to account for heteroscedasticity in order to capture the non-constant
variance behavior.
Therefore to estimate the number of 1-dim holes, we use weighted least squares as in [37].
If W ∈ RN ×N is the weight matrix W = diag(a1 , . . . , aN ), then a weighted least-squares
regression can be found for b1 = b0 γ + , where i ∼ N (0, σi2 ). The approximation is then
given by b0 γ̂ = b1 , with γ̂ = (b0 T Wb0 )−1 b0 T Wb1 . In turn, Proposition 3.10 provides
bounds from prediction intervals using weighted least squares for the dcp distance. Note that
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the same analysis could be used for a transformation of the predictor b0 , as we see later in
Figure 3.5.
Proposition 3.10. Suppose N point clouds are generated from a process, and N corresponding persistence diagrams are created. For each persistence diagram Xik , k ∈ {0, 1}, record the
cardinality of the 0-dim diagram bi0 and of the 1-dim diagram bi1 . Let b0 ∈ RN ×2 be the
predictor matrix whose rows are [1 bi0 ] and b1 ∈ RN be the vector of responses of bi1 . Assume
the model b1 = b0 γ + , where i ∼ N (0, σi2 ) depends on the value of the input bi0 . Let
X 1 and Y 1 be persistence diagrams generated from the same process as b0 with |X 0 | = µ.
Considering the (1 − α) · 100%-level prediction interval for b1 , the distance dcp (X 1 , Y 1 ) is
bounded above by

min

π∈Πm

n
X

! p1
q
1
min(c, kx1` − yπ(`)
k∞ )p + cp 2t1−α,N −2 s [1 µ](b0 T Wb0 )−1 [1 µ]T + µ
.

`=1

Proof. Prediction intervals can be constructed for the cardinality of a 1-dim diagram
for an instance of point cloud size b0 ∗ using standard results on weighted least squares.
∗
Specifically, for level (1 − α) · 100% a prediction interval for the new response bb1 is

sought. To calculate this interval for a new response from the mean predicted response
∗
∗
b b0 ∗ , note that bb1 − b1 ∗ has the distribution
bb1 = γ

Var()[1 b0 ∗ ](b0 T Wb0 )−1 [1 b0 ∗ ]T +
Prediction intervals for b∗1 are thus
s2 =

bT Wb

,
N −2

∗
bb1 −b∗1
∗
Var(bb1 −b1 ∗ )

∗
∼ tN −2 . Also, Var(bb1 − b1 ∗ ) =

Var()
, where w∗ = b1∗ , the weight corresponding to b0 ∗ .
w∗
q 0
∗
b
b1 ± t1−α/2,N −2 s [1 b0 ∗ ](b0 T b0 )−1 [1 b0 ∗ ]T + b0 ∗ , where

the unbiased estimator for Var(), using the residuals b. Thus the cardinality

difference term in the calculation of the dcp distance as in Equation (3.1) is bounded above
by the length of the prediction interval with (1 − α) · 100%-level confidence. Substituting
this length into Equation (3.1) gives the result.
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(a) BCC cell

(b) FCC cell

Figure 3.3: Example of body-centered cubic, (BCC), (a) and face-centered cubic, (FCC),
(b) unit cells without additive noise or sparsity. Notice there is an essential topological
difference between the two structures: The body-centered cubic structure has one atom at
its center, whereas the face-centered cubic is hollow in its center, but has one atom in the
middle of each of its faces.

3.3

Distance-Based Machine Learning for Materials
Data

Here we describe an application of TDA and the dcp distance to classification of crystal
structures of high entropy alloys (HEAs) using atom probe tomography (APT) experiments.
For HEAs atom probe tomography (APT) gives a snapshot of the local atomic
environment.

APT has two main drawbacks: experimental noise and missing data.

Approximately 65% of the atoms in a sample are not registered in a typical experiment,
and those atoms that are captured have their spatial coordinates corrupted by experimental
noise. As noted by [61] and [79], APT has a spatial resolution of approximately the length of
the unit cell we consider, as seen in Figure 3.3. Hence the process is unable to see the finer
details of a material, making the determination of a lattice structure a challenging problem.
Existing algorithms for detecting the crystal structure ([25, 53, 57, 65, 83, 104]) are not able
to establish the crystal lattice of an APT dataset.
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(a)

(b)

Figure 3.4: Example of persistence diagrams generated by (a) a BCC lattice, and (b)
FCC lattice. The data has a noise standard deviation of τ = 0.75 and 67% of the atoms
are missing. Note that the BCC diagram has two prominent (far from the diagonal) points
representing 1-dim holes and fewer connected components and 1-dim holes than does the
FCC diagram.

We consider such materials that are either body-centered cubic (BCC) or face-centered
cubic (FCC), as these lattice structures are the essential building blocks of HEAs ([113]) and
have fundamental differences that set them apart in the case of noise-free, complete materials
data. The BCC structure has a single atom in the center of the cube, while the FCC has a
void in its center but has atoms on the center of the cubes’ faces, see Figure 3.3. These two
crystal structures are distinct when viewed through the lens of TDA. Differentiating between
the holes and connectedness of these two lattice structures allows us to create an accurate
classification rule. This fundamental distinction between BCC and FCC point clouds is
captured well by persistent homology.
However, topology alone is insufficient to distinguish between noisy and sparse BCC
and FCC lattice structures accurately. If we count the number of atoms in a unit cell (see
Figs. 3.3a, 3.3b) one may see that a BCC unit cell has two atoms, one at the center and
1/8th of an atom at the unit cell’s corners, as it shares part of these corner atoms with its
neighboring cells. Similarly, an FCC unit cell has four atoms; the same 1/8th of the corner
atoms plus one-half of each of the six atoms on the cell’s faces. In both cases, the atoms on
the faces and lattice points are shared with the cell’s neighbors and are only counted as a
proportion contributing to the unit cell.
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Another way to see this difference in cardinality is by plotting the number of connected
components against the number of holes for both BCC and FCC crystal structures. For these
comparisons we use 1000 atomic neighborhoods (500 FCC and 500 BCC) extracted from a
sample containing approximately 10,000 atoms with atoms removed to create sparsity and
Gaussian noise added to mirror the levels found in true APT experimental data. To create
these neighborhoods, we consider a fixed volume around each atom in the perturbed sample
and those atoms within the volume are recorded. Observe in Figure 3.4 that the number
of connected components and 1-dim holes are greater in the FCC diagrams than the BCC
diagrams. Also, Figs. 3.5c, 3.5d depict that FCC structures have larger point clouds, and
consequently, a greater number of connected components. Consequently, we must account
for more than just 1-dim homological differences when considering persistence diagrams
derived from these atomic neighborhoods. Variability in the size of the underlying point
clouds must be considered, as verified in Proposition 3.10. Given the salient topological
and cardinality differences between these two crystal structures, we seek to classify their
associated persistence diagrams via these essential differences. To that end, we consider the
dcp distance given in Equation (3.1).
As demonstrated in Proposition 3.10, there is a relationship between the number of
connected components, b0 , (number of atoms in this case) and the number of 1-dim
homological features, b1 , in the persistence diagrams. Figs. 3.5a, 3.5b demonstrate this
relationship, as well as the presence of heteroscedasticity between b0 and b1 , also verified by
the Breusch-Pagan test for heteroscedasticity ([11]) with a p−value of 9.3 × 10−54 for FCC
cells and a p−value of 2.01×10−47 for BCC cells. Figs. 3.5a, 3.5b also provide 95% prediction
intervals for b1 based on the weighted least squares regression analysis of Proposition 3.10.
To that end, this exact fine balance between the number of atoms in a neighborhood and
the associated topology created by the positions of these atoms in the cubic cell is captured
by the dcp distance.
As shown in [74], a classifier using the dcp distance outperformed the same classifier
using the Wasserstein distance on the classification of this synthetic dataset of 1000 atomic
neighborhoods. Details of the performance are shown in Figure 3.6.
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(a)

(b)

(c)

(d)

(e)

Figure 3.5: Top: Number of connected components (in this case atoms), b0 , against
the number of 1-dim homological features, b1 , of the persistence diagrams. One can see the
presence of heteroscedasticity since the variance of b1 increases as b0 increases. The diagrams
were generated from the crystal structures with N (0, 0.752 ) noise and 67% of atoms missing.
Bottom: Same as in top but using a quadratic transformation of the predictor variable, along
with the weighted least squares fit line and 95% prediction intervals provided by Proposition
3.10.
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Figure 3.6: Accuracy scores for dcp (red), Wasserstein (blue), and counting (green)
classifiers, plotted against different standard deviations, τ , of the normally distributed noise
of the atomic positions. In each instance, the sparsity has been fixed at 67% of the atoms
missing, as in a true APT experiment.
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3.4

Conclusion

This chapter has combined statistical learning and topology to analyze the crystal
structure of high entropy alloys using atom probe tomography (APT) experiments. These
APT experiments produce a noisy and sparse dataset, from which we extract atomic
neighborhoods, i.e., atoms within a fixed volume forming a point cloud, and apply the
machinery of TDA to these point clouds. Viewed through the lens of TDA, these point
clouds are a rich source of topological information. The analysis was based on features
derived from the new distance on persistence diagrams, denoted herein by dcp . This distance
is different from all other existing distances on persistence diagrams in that it explicitly
penalizes differences in cardinality between diagrams.
We have proved a stability result for the dcp distance, demonstrating that small
perturbations of the underlying point clouds resulted in small changes to the dcp distance.
We also provided guidance for the choice of the c parameter by looking at confidence bounds
using a function of the cardinalities of the persistence diagrams. The results presented herein
could aid materials science researchers by providing a previously unavailable representation
of the local atomic environment of high entropy alloys from APT data.
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Chapter 4
Cardinality-Driven Bayesian
Framework for Persistence Diagrams
This chapter focuses on a generalized Bayesian framework for persistence diagrams that
provides posterior spatial and cardinality distributions for the diagrams. We propose a
generalized Bayesian framework that adopts an independent and identically distributed
cluster point process characterization of persistence diagrams. This framework provides
the flexibility to estimate the posterior cardinality of points in a persistence diagram
and their posterior spatial distribution simultaneously. We present a closed form of the
posterior spatial and cardinality distributions under the assumption of a conjugate family of
Gaussian mixtures for the spatial distribution. Based on this form, we apply a Bayes factor
classification algorithm on filament network data of plant cells. The content of this chapter
is in preparation for publication [86].

4.1
4.1.1

Background
Problem Description

The actively functioning transportation of various particles though intracellular movements
is a vital process for the cells of living organism [92]. Such transportation must be intricately
organized due to the tightly packed nature of the inside of the cell at the molecular level
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[10]. The actin cytoskeleton, which consists of actin filaments cross-linked with myosin
motor proteins along with other pertinent binding proteins, is an important component
in plant cells that determines the structure of the cell and provides transport of cellular
components [42, 10]. Although researchers have investigated the molecular features of actin
cytoskeleta [99, 97, 42, 82], the underlying process that determines their structures and how
these structures are linked to intracellular transport remains undetermined [103, 69].
The inherent variation in the size, density, and positioning of actin filaments produces
local geometric signatures in the cytoskeleton’s network, e.g., a higher number of crosslinking proteins produces thicker actin cables [101]. In this article, we classify actin filament
networks to identify the effect of the number of cross-linking proteins on the network. For
example Fig. 4.1 (a) presents an electron micrograph of actin filaments and highlights several
sections of the filament network to show the variation in number of cross-liking proteins. The
green section shows brighter regions than the rest, as this includes thicker actin cables. Due
to the challenges in investigating actin filaments in vivo, simulations of actin cytoskeleton
networks provide useful tools for studying such structures [91]. We focus on classifying
simulated networks with varying numbers of cross-linking proteins (see Fig. 4.1 (b-d)).
These classes have fundamental topological differences, e.g., loops in the networks in
Fig. 4.1 (c) and (d) are more prominent than those in Fig. 4.1 (b). This difference in
classes reflects the role of binding proteins in linking actin filaments together into bundles
and networks. With more cross-linking proteins available, the cell has networks with many
binding locations, which create thicker cables and larger loops within the whole structure
of the actin cytoskeleton. When viewed through the lens of TDA, which has already been
established as an efficient technique for studying cells [96], these networks are distinct due to
the presence and size of loops. Differentiating between the empty space and connectedness of
these networks allows us to differentiate them using topological methods. When combined
with Bayesian inference, a tool successfully used for studying structures within cells [77],
TDA gives an accurate classifier.
In this chapter, we quantify the variability of persistence diagrams through a novel
Bayesian framework by considering persistence diagrams as a collection of points distributed
on a pertinent domain space, where the distribution of the number of points is also an
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(a)

(b)

(c)

(d)

Figure 4.1: (a) is an electron micrograph of an actin filament. (b), (c) and (d) are samples
from three classes with number of cross-linking proteins N = 825, 1650, and 3300 respectively.
Notice there is an essential topological difference between the networks in (b), (c) and (d):
the loops in the networks in (c) and (d) are more prominent than those in (b).

important feature. This setting leads us to view a persistence diagram through the lens
of an independent and identically distributed (i.i.d.) cluster point process [31]. An i.i.d.
cluster point process consists of points that are i.i.d. according to a probability density
but have an arbitrary cardinality distribution. For example, an i.i.d. cluster point process
is reduced to the classical Poisson point process if the points in a persistence diagram are
spatially distributed according to a Poisson distribution. Furthermore, the cardinality of the
points is implicitly given by integrating the intensity of the Poisson point process. This also
yields that the variance will be equal to the mean in the Poisson setting, and leads to an
estimation of cardinality with high variance whenever the number of points in a persistence
diagram is high. Modeling persistence diagrams as i.i.d. cluster point processes allows us to
estimate the spatial and the cardinality components of the distribution simultaneously. This
is very critical as the importance of cardinality in persistence diagrams has been underlined
in problems related to statistics and machine learning [41, 71, 74, 62].
Our Bayesian framework, relying on the theory of marked point processes, yields
a posterior distribution of persistence diagrams.

In particular, we quantify the prior

uncertainty given spatial and cardinality distributions of an i.i.d. cluster point process.
In applications, one may select an informative prior based on expert opinion or alternatively
choose an uninformative prior with little information.

The likelihood in our Bayesian

model represents the level of belief that observed diagrams are representative of the entire
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population and is defined through marked point processes. This framework estimates the
posterior cardinality and spatial distributions simultaneously, which provides a complete
knowledge of the posterior distribution. However, from a computational perspective, the
estimation of both of these components is complex due to fewer assumptions about the
probability distribution of the number of points in a persistence diagram. For example, the
authors of [76] ignored the cardinality component by considering a Poisson point process
instead of an i.i.d. cluster point process. This framework can reduce the computational
burden, but it approximates the cardinality distribution from the intensity estimation.
Herein, we focus on developing a Bayesian framework that is capable of estimating the
cardinality distribution without relying on the intensity.
Another key contribution of this chapter is the derivation of a closed form of the
posterior spatial distribution, which relies on a conjugate family of Gaussian mixture priors,
and a closed form for the posterior cardinality, which uses binomial distributions. The
direct benefits of this closed form solution of the posterior distribution are two-fold: (i)
it demonstrates the computational tractability of the proposed Bayesian model and (ii) it
provides a means to develop a robust classification scheme through Bayes factors, which
provides a measure of confidence in a particular classification outcome. To showcase the
applicability of our Bayesian paradigm for persistence diagrams, we explore the classification
problem for filament networks in plant cells.

4.1.2

I.I.D Cluster Point Processes

This section contains basic definitions and fundamental theorems related to i.i.d. cluster
point processes. Detailed treatments of i.i.d. cluster point processes can be found in [31]
and references therein. Throughout this section, we let X be a Polish space and X be its
Borel σ−algebra.
Definition 4.1. A finite point process ({pn }, {Pn (•)}) consists of a cardinality distribution
P
n
0
pn with ∞
n=0 pn = 1 and a symmetric probability measure Pn on X , where X is the trivial
σ-algebra.

33

To sample from a point process, first one draws an integer n from the cardinality
distribution pn . Then the n points (x1 , . . . , xn ) are spatially distributed according to a draw
from Pn . Since point processes model unordered collections of points, we need to ensure that
Pn assigns equal weights to all n ! permutations of (x1 , . . . , xn ). The requirement in Def.
4.1 that Pn be symmetric ensures this. A natural way to work with a random collection
of points is the Janossy measure, which combines the cardinality and spatial distributions,
while disregarding the order of the points.
Definition 4.2. For disjoint rectangles A1 , . . . , An , the Janossy measure for a finite point
process is given by Jn (A1 × · · · × An ) = n!pn Pn (A1 × · · · × An ).
Next we define the i.i.d. cluster point process that is considered in this article to model
the uncertainty of persistence diagrams.
Definition 4.3. An i.i.d. cluster point process Ψ is a finite point process which has points
P
that: (i) are located in X = Rd , (ii) have a cardinality distribution pn with ∞
n=0 pn = 1, and
(iii) are distributed according to some common probability measure F (·) on the Borel set X .
We consider Janossy measures JΦ
n for the point process Φ that admit densities jn with
respect to a reference measure on X due to their intuitive interpretation. In particular,
R
for an i.i.d. cluster point process Ψ if F (A) = A f (x)dx for any A ∈ X n , then
jn (x1 , . . . , xn ) = pn n!f (x1 ) · · · f (xn ) determines the probability density of finding the n points
at their respective locations according to F . The n! term gives the number of ways the points
could be at these positions. For a finite measure Λ on X that admits the density λ, we also
have f (x) =

λ(x)
.
Λ(X)

The intensity is the point process analog of the first order moment of a

random variable. In particular, the intensity density λ is the density of the expected number
of points per unit volume. Hereafter, we sufficiently characterize our i.i.d. cluster point
processes with intensity and cardinality measures.
Next, we define the marked point process, which provides a formulation for the likelihood
model used in our Bayesian setting. Let M be a Polish space that represents the mark space,
and let its Borel σ− algebra be M.
Definition 4.4. A marked i.i.d. cluster point process ΨM is a finite point process on X × M
such that: (i) Ψ = ({pn } , {Pn (•)}) is an i.i.d. cluster point process on X, and (ii) for a
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realization (x, m) ∈ X × M, the marks mi of each xi ∈ x are drawn independently from a
given stochastic kernel `(•|xi ).
Remark 4.1.1. A marked point process ΨM is a bivariate point process where one point
process is parameterized by the other. Therefore, if the cardinalities of x and m are equal,
Q
P
then the conditional density for m is `(m|x) = n!1 π∈Sn ni=1 `(mi |xπ(i) ). Otherwise, the
density can be taken as 0.
To calculate the posterior distributions for the Bayesian analysis, the probability
generating functional (PGFL) is used.

The PGFL is a point process analogue of the

probability generating function (PGF) of random variables. Intuitively, the point process
can be characterized by the functional derivatives of the PGFL [84].
Definition 4.5. Let Ψ be a finite point process on X and H be the Banach space of all
bounded measurable complex valued functions ζ on X. For a symmetric function, i.e. a
function in which the order of the arguments is irrelevant, ζ(x) = ζ(x1 ) · · · ζ(xn ) and x ∈ X,
the probability generating functional (PGFL) of Ψ is given by
Z
∞
X
1
G[ζ] =
n! Xn
n=0

n
Y

!
ζ(xj ) Jn (dx1 . . . dxn ),

(4.1)

j=1

For a marked point process (Ψ, ΨM ) on (X, M) the PGFL is given by
1
G(ΨM ,Ψ) [η, ζ] =
k!n!
n,k≥0
X

Z

Z

Xn

Mk

k
Y

!
η(mi )

i=1

n
Y

!
(ΨM |Ψ)

ζ(xj ) Jk

(dm)JΨ
n (dx),

(4.2)

j=1

where η is a symmetric measurable complex valued function on M. For ease of notations we
write dm = dm1 . . . dmk and dx = dx1 . . . dxn . For an i.i.d. cluster process the PGFL has
the form:
G[ζ] = gN

Z


ζ(x)f (x)dx ,

(4.3)

X

where gN is the PGF of N and ζ has the same form as in Def. 4.5.
The final set of tools we need includes the definition and pertinent properties of functional
derivatives that allow us to recover intensity and cardinality of the posterior i.i.d. cluster
point process.
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Definition 4.6. For a probability generating functional G as in Eq. 4.3, the gradient
derivative of G in the direction of η evaluated at ζ is given by δG[ζ; γ] = lim→0

G[ζ+γ]−G[ζ]
.


For γ = δx , the Dirac delta function centered at x, the gradient derivative is called the
functional derivative in the direction of x, denoted δG[ζ; x].
Remark 4.1.2. The functional derivative satisfies the familiar product and chain rules [70].
e of X the product rule for functional derivatives has
For X = {x1 , · · · xm } and a subset X
the following form
δG1 .G2 [ζ; X] =

X

e
e
δG1 [ζ; X \ X].δG
2 [ζ; X].

(4.4)

e
X

Also, for a linear functional f [ζ] =

R
X

ζ(x)f (x)dx, the functional derivative in the direction

of z is given by δf [ζ; z] = f (z). Using the chain rule, the functional derivative of the PGFL
of an i.i.d. cluster point process is given by
(m)

δ (m) G[ζ; X] = gN (f [ζ])f (x1 ) · · · f (xm ).

(4.5)

The following theorem gives the form of the PGFL for a conditional point process and
thus for a marked point process. The proof can be found in [100].
Theorem 4.7. Consider the PGFL for a marked process G(X,Y ) [η, ζ] in Eqn. (4.2) and a
finite point process Y = {y1 , · · · , ym } ∈ M. Then the PGFL of the conditional point process
(X|Y ) is given by
(X,Y )

G

δ (m,0) G(X,Y ) [0; y1 · · · ym , ζ; ∅]
[ζ] = (m,0) (X,Y )
,
δ
G
[0; y1 · · · ym , 1; ∅]

(4.6)

where δ (m,0) G(X,Y ) represents the functional derivative of G with respect to the first argument
η in m directions {y1 , · · · , ym } and no derivative with respect to the second argument ζ.
The following definition will be needed for the characterization of the posterior.
Definition 4.8. The elementary symmetric function eK,k is given by eK,k (ν1 , · · · , νK ) =
P
0≤i1 <···<ik ≤K νi1 · · · νik with e0,k = 1 by convention.
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4.2

Bayesian Inference

In this section, we present the Bayesian framework for persistence diagrams modeled as i.i.d.
cluster point processes. The goal is to provide formulas for the estimation of the posterior
intensity and cardinality using this framework. Necessary modeling assumptions are given
in Subsection 4.2.1, followed by the characterization of the posterior in Subsection 4.2.2.

4.2.1

Model Characterization

An effective characterization of posterior point process modeling of persistence diagrams
must account for the distribution of the points on the domain space, as well as the probability
distribution of the number of points. This is achieved through the i.i.d. cluster point process
model as it provides a comprehensive representation of the posterior (spatial and cardinality
distributions). According to Bayes’ theorem, the posterior density is proportional to the
product of a likelihood function and a prior.
Prior: We consider the prior uncertainty of a persistence diagram DX as generated by
an i.i.d. cluster point process DX with intensity λDX and cardinality pDX . However, a point
x ∈ DX may not be observed in an actual persistence diagram due to the presence of noise,
sparsity, or other unexpected scenarios. We address this instance by defining a probability
function α(x). In particular, (1 − α(x)) describes the probability of not observing x, and
similarly α(x) is the probability of x being observed.
Data/Likelihood Model: The theory of marked point processes provides a likelihood
function for Bayesian inference. For a marked point process, the joint intensity probability
density is computed using a stochastic kernel. More specifically, (x, m) ∈ X×XM implies that
the points m(xi ) ∈ m are marks of xi ∈ x that are drawn independently from a stochastic
kernel ` : X × XM → R+ ∪ {0}. This kernel, in turn, provides the conditional density `(m|x),
which is nonzero only if the cardinalities of x and y are equal as discussed in Remark 4.1.1.
In order to describe the structure of persistence diagrams fully, we must define one last point
process that models the topological noise in the observed data. Intuitively, this point process
consists of the points in the observed diagram that fail to associate with the prior. We define
this as an i.i.d. cluster point process DYU with intensity λDYU and cardinality pDYU .
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(a)

(b)

(d)

(c)

(e)

Figure 4.2: (a) A sample DX (triangles) from the prior point process DX and an observed
persistence diagram DY (dots) generated from DY . (b-c) Color-coded representations of
possible configurations for the observed and vanished features in the prior, along with the
marked point process (DXO , DYO ) and the unexpected features of the data DYU . (d-e) show
the effect of DXO and DYU on the cardinality distribution of the observation DY .
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In Figure 4.2 we give a visual representation to illustrate the contribution of the prior and
of the observations for the Bayesian framework. For this, we superimpose two persistence
diagrams: one is a sample from the prior and another is an observed persistence diagram
(Figure 4.2). Figure 4.2 (b) and (c) show different possible scenarios for the relationship of
the prior to the data likelihood. As in the prior point process, any point x in the persistence
diagram is equipped with a probability of being observed and not being observed. We present
these two cases as triangles inside of blue and brown boxes respectively in Figure 4.2 (b) and
(c), and denote them as DXO (observed) and DXV (vanished), respectively.
DY , consisting of solid dots, instantiates the actual data for the model. Presumably, any
point x ∈ DXO has an association with one feature y in the observed persistence diagram
DY , and consequently, all of these associations together constitute the marked point process
which admits a stochastic kernel `(y|x). This indicates that the point x may have any
point y ∈ DY as its mark, but intuitively some marks should be more likely than others.
In Figure 4.2 (b) and (c) we give examples of these associations, which are indicated by
pairs inside of the blue box. We denote the marked point process consisting of such pairs
by (DXO , DYO ). However, some of the blue boxes include pairs with y closer to x (Figure
4.2 (b)) and some with y farther from x (Figure 4.2 (c)). Definitely, the marks of the
former cases are more likely, and this is captured by the stochastic kernel `. The remaining
features in the observed persistence diagram DY represent unexpected features generated
from noise or unanticipated geometry in the prior DX . This is instantiated in Figure 4.2
(b) and (c) by DYU , which is represented as dots inside of red boxes. Framing the model in
this aforementioned way allows for the quantification of multiple levels of uncertainty and
generates a more accurate representation of the nature of persistence diagrams. It should
be noted that persistence diagrams generated for different homological dimensions from the
same source are considered pairwise independent of each other.

4.2.2

Posterior Estimation

Using the previous model characterization, we can now derive the posterior expressions which
explicitly give the Bayesian update of the intensity and the cardinality.
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Theorem 4.9. Denote the prior intensity and cardinality by λDX and pDX , respectively. If
α(x) is the probability of observing a prior feature and `(y|x) is the stochastic kernel that links
DYO with DXO and DYU , as discussed in Section 4.2.1, then for a set of independent samples
DY1:m = {DY1 , · · · , DYm } from DY with cardinalities K1 , · · · , Km , we have the following
posterior intensity and cardinality:

"
#
m
X α(x)`(y|x)λD (x)
1 X
X
(1 − α(x))λDX (x)G(∅) +
G(y)
λDX |DY1:m (x) =
m i=1
λ
DYU (y)
y∈D

(4.7)

Yi

0,0
m
1 X pDX (n)ΓDYi (n)
pDX |DY1:m (n) =
,
0,0
m i=1 hpDX , ΓD
i
Y

(4.8)

i

where
min{Ki −a,τ }

Γa,b
DY (τ )=
i

!
X
τ
(Ki − k − a)! Pk+b
pDYU (Ki − k − a)(λDX [1 − α])τ −k−b eKi −a,k (DYi ) ,
k=0

G(∅) =

R

f [ζ] =

X

hpDX , Γ0,1
DY i
i

hpDX , Γ0,0
DYi i

, G(y) =

1,1
hpDX , ΓD
Y

\y i
,
0,0
i
hpDX , ΓD
Yi

eKi ,k (DYi ) =

i

X

Y

SYi ⊆DYi ,|SYi |=k y∈SYi

λDX [α`(y|x)]
,
λDYU (y)

ζ(x)f (x)dx is a linear functional, Pin is the permutation coefficient, and the sum

in Γ0,0
DY (ji ) of Equation (4.8) goes from 0 to Ki .
i

Proof [86]. The theorem states that the persistence diagrams DY1:m = DY1 , · · · , DYm are
independent samples from the point process DY with cardinality K1 , · · · , Km respectively.
i
Now for independent and identical copies DX
of the i.i.d. cluster point process DX , we have

intensity λDX =

1
λ
m DX i

and cardinality pDX =
m

λDX |DY 1:m

1
p .
m DX i

Hence without loss of generality,
m

1 X
1 X
=
λDX i |DY i and pDX |DY 1:m =
pD |D .
m i=1
m i=1 X i Y i
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(4.9)

So it is sufficient to compute λDX i |DY i and pDX i |DY i for fixed i. From Eqn. (4.2) we have,
G(DX i ,DYi )

! n
!
Z Z
Ki
Y
Y
1
D
|D
X
η(yl )
=
ζ(xj ) JKYi 1:m X (dy)JD
n (dx)
K
i !n! Xn MKi
j=1
Ki ,n≥0
l=1
!
Z
n
Y
X 1
DX
e
ζ(xj ) G[η|D
(4.10)
=
X ]Jn (dx).
n!
n
X
j=1
n≥0
X

The second expression is achieved by writing
Ki
Y

X 1 Z
e
G[η|DX ] =
Ki ! MKi
K ≥0
DY |DX

DYi |DX

η(yl ) JK

(dy),

l=1

i

which is the PGFL with respect to JKi i

!

. Now, to understand the conditional point

process DYi |DX we need to consider the augmented space W 0 = W ∪ {∆} where ∆ is a
dummy set that will be used for labeling points in DYU [76]. Therefore the random set
H = {(x, y) ∈ (DXO , DYO )} ∪ {(∆, y) | y ∈ DYU } is a marked i.i.d. cluster point process on
e
W 0 × W. The independence condition in Def. 4.4 for marks in W thus leads to G[η|D
X] =
e
e
e
G[η|x
1 ] · · · G[η|xn ]G[η|∆]. As DYU is an i.i.d. cluster point process and has no association
e
with DX , from Eqn. 4.3 we get G[η|∆]
= S(fDYU [η]), where S is the PGF of the cardinality
distribution of DYU . To be consistent with the probability α(x) defined earlier, our Bayesian
model deals with two scenarios: either a feature x will not appear in DYi with probability
(1 − α(x)) or each DYi contains draws from `(y|x) associated to a single sample x of DX
with probability α(x). Also, by using the fact that Janossy densities have j1 (x) = `(x|yi )
e
and jn = 0 for n 6= 1 and using the linearity of the integral, we get G[η|x
j ] = 1 − α(xj ) +
R
α(xj ) M η(y)`(y|xj )dy. Hence Eqn. (4.10) leads to
G[η, ζ] = S(fDYU [η])L(λDX [ζ(1 − α + α`g )]).
Here, we denote `g (xj ) =

R
M

η(y)`(y|xj )dy and λDX [ζ] =

R
X

(4.11)

ζ(x)λDX (x)dx for simplicity of

notation. Also, L is the PGF associated to the PGFL G[ζ(1 − α + α`g )]. Notice that we
have the PGFL G as a product of two PGFs. This format helps us to find the functional
derivatives in an efficient way so that we obtain the PGFL of the conditional point process
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DX |DYi as in Eqn. (4.6). Hence, by using linearity of integral and chain rule of functional
derivatives (Eqn. (4.4)), we obtain
PKi
G(DX |DYi ) [ζ] =

(Ki −k)
(0).L(k) (λDX [ζ(1 − α)]).eKi ,k
k=0 S
PKi (K −k)
i
(0).L(k) (λDX [1 − α]).eKi ,k
k=0 S

λDX [ζα`(y1 |x)]
λDY (y1 )

···

U

λDX [α`(y1 |x)]
λDY (y1 )

···

U

For simplifying notation we denote by EKi ,k (DYi ) = eKi ,k

λDX [ζα`(yKi |x)] 
λDY (yKi )
U

λDX [α`(yKi |x)] 
λDY (yKi )

.

U

(4.12)
λ
[α`(y |x)] 
λDX [α`(y1 |x)]
· · · DλXD (yKKi )
the
λD (y1 )
YU

YU

i

elementary symmetric function. If ζ ≡ z is a constant function, then we obtain the PGF of
the posterior cardinality distribution as
(DX |DYi )

G

PKi
(z) =

k (Ki −k)
(0).L(k) (zλDX [1 − α]).EKi ,k (DYi )
k=0 z S
.
PKi (K −k)
(k) (λ
i
)
S
(0).L
[1
−
α]).E
(D
D
K
,k
Y
i
i
X
k=0

(4.13)

We derive the cardinality expression first by utilizing the well-known property of the PGF
that the probability distribution can be recovered by means of derivatives and by applying
the product rule in (4.4) for acquiring the n-th derivative as
PKi
pDX i |DY i (n) =

k=0

1
S (Ki −k) (0). (n−k)!
L(k)(n−k) (0).(λDX [1 − α])n−k EKi ,k (DYi )
.
PKi (K −k)
(k) (λ
i
S
(0).L
[1
−
α]).E
(D
)
D
K
,k
Y
i
i
X
k=0

(4.14)

As S and L are the PGFs of the number of points in DYU and DX respectively, by utilizing
well-known properties of the PGF we can write
(i)

(i)

S (0) = i!pDYU (i) and L (x) =

∞
X

Pik pDX (i).xk−i ,

(4.15)

k=i

where P is the permutation coefficient. Elementary computation thus leads Eqn. (4.14) to
the desired form of posterior cardinality as in Eqn. (4.8).
As is proved in [84], the intensity measure Λ of a point process can be obtained by
differentiating the corresponding probability generating functional G, i.e., Λ(A) = G0 (1; 1A ),
where 1A is the indicator function for any A ∈ X . Generally speaking, one obtains the
intensity measure for a general point process through Λ(A) = limh→1 G0 (h; 1A ), but the
preceding identity suffices for our purposes since we only consider point processes for which
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Eqn. (4.12) is defined for all bounded h. Hence, we find the required derivative of Eqn.
(4.12) as

δG

(DX |DY1:m )

"P
m
Ki
X
S (Ki −k) (0).L(k+1) (λDX [1 − α]).EKi ,k (DYi )
[1; x] =
(1 − α(x))λDX (x)
Pk=0
K
(Ki −k) (0).L(k) (λ
DX [1 − α]).EKi ,k (DYi )
k=0 S
i=1

Xα(x)`(y|x)λD (x)
X
+
λ
(y)
DYU
y∈D
Yi

PKi −1
k=0

S (Ki −k−1) (0).L(k+1) (λDX [1 − α]).EKi −1,k DYi

PKi

k=1

#

S (Ki −k) (0).L(k) (λDX [1 − α]).EKi ,k (DYi )

Similarly, using Eqn. 4.15 gives the format of the posterior intensity λDX |DY1:m and this
completes the proof.
In the posterior intensity expression, the two terms reflect the decomposition of the prior
intensity. The first term is for the vanished features DXV , where the intensity is weighted
by (1 − α(x)). The second term corresponds to the observed part DXO , which is similarly
weighted by α(x). Due to the arbitrary cardinality distribution assumption for i.i.d. cluster
point processes, the first and the second terms are also weighted by two factors G(∅) and
G(y) respectively. The term G(∅) is encountered due to the fact that there is no y ∈ DYi to
represent the vanished features DXV . On the other hand, G(y) depends on specific y ∈ DYi
to account for the associations between the features in DXO with those in DYi . In particular,
if x ∈ DX is observed, it can be associated with any of the y ∈ DYi and the rest DYi \ y
are considered to either be observed from the rest of the features in DX or originated as an
unexpected feature from DYU . The posterior cardinality, given in Equation (4.8), takes the
form of a Bayesian update, specifically, a product of prior intensity and likelihood is divided
by a normalizing constant.

4.2.3

Conjugate Family of Priors

In this section, we present an analytical implementation of the posterior intensity and
cardinality equation of Section 4.2.2 using a conjugate family of priors. A conjugate family
of priors are chosen for the intensity so that the prior-to-posterior updates yield posterior
distributions of the same family. We use Gaussian mixture densities for modeling the prior
intensity. Likewise, we adopt a binomial distribution for the cardinality, which is often used
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for modeling the probability mass function (pmf) of the number of points that fall in a given
region.
The prior is considered as a random persistence diagram DX , and the observations of
diagrams DY1 , . . . , DYm are considered as independent samples of the point process DY . Below
we specify the necessary components of Thm. 4.9 so that we can derive the posterior intensity
and cardinality using the conjugate family of priors.
(M1) The expressions for the prior intensity λDX and cardinality pDX are:

λDX (x) =

N
X

DX
DX
∗
X
cD
l N (x; µl , σl I)

l=1

where

N0
n



 
N0 n
and pDX (n) =
px (1 − px )No −n ,
n

(4.16)

is the binomial coefficient, N is the number of components, µDX is the

mean, and σ DX I is the covariance matrix of the Gaussian mixture. Since persistence
diagrams are modeled as point processes on the space W not on R2 , the Gaussian
densities are restricted to W as N ∗ (z; υ, σI) := N (z; υ, σI)1W (z), with mean v and
covariance matrix σI, and 1W is the indicator function of W. N0 ∈ N is the maximum
number of points in the prior point process and px ∈ [0, 1] is the probability of one
point to fall in the wedge W. We note that other distributions could also be used for
the prior cardinality, as will be demonstrated in Section 4.3.1.
(M2) The likelihood function `(y|x), which is the stochastic kernel of the marked i.i.d. cluster
point process (DXO , DYO ) as discussed in Section 4.2.1, takes the form

`(y|x) = N ∗ (y; x, σ DYO I),
where σ DYO is the covariance coefficient.

(4.17)

This parameter quantifies the level of

confidence in the observations.
(M3) The i.i.d. cluster point process DYU consisting of the unexpected features in the
observation has the intensity λDYU and cardinality pDYU . To define the intensity λDYU
we use an exponential distribution as
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λDYU (ybirth , ypers ) = µ2DY e

−(µDY ybirth +µDY ypers )
U

U

U

,

(4.18)

where µDYU controls the rate of decay as p → ∞. This distribution for λDYU considers
points closer to the origin to be more likely to be unexpected features. Points close to
the origin in these 1-dimensional persistence diagrams are often created from spacing
between the point clouds due to sampling. Points with higher persistence or higher
birth represent significant 1-dimensional homological features, so these are counted as
less likely to be noise. The cardinality distribution is

pDYU (n) =


M0 n
py (1 − py )M0 −n ,
n

(4.19)

where M0 ∈ N is the maximum number of points in the point process DYU and py ∈ [0, 1]
is the probability of one point to fall in the wedge W. We present examples of this
model in Section 4.3. Note that Equation (4.18) simplifies the definition of DYU by
relying only on one parameter, µDYU .
Proposition 4.2.1. Suppose that λDX , pDX , `(y|x), λDYU , and pDYU take the forms of
assumptions (M1)–(M2), and α is fixed. Then the posterior intensity and cardinality of
Thm. 4.9 are given by:
"
#
m
N
X
X
X
1
x|y
x|y
x|y
λDX |DY1:m (x) =
(1 − α)λDX (x)G(∅) +
hi N ∗ (x; µl , σl I)
m i=1
y∈D l=1

(4.20)

0,0
m
1 X pDX (n)ΦDYi (n)
pDX |DY1:m (n) =
,
0,0
m i=1 hpDX , ΦD
i
Y

(4.21)

Yi

i

where
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min{Ki −b,τ }
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(Ki − k − a)! Pk+b
pDYU (Ki − k − a)(γDX )τ −k−b eKi −a,k (DYi ) ;
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X
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αhcDX , q(y)i
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X
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l
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(4.22)

N
X
l=1

; and

x|y
σl

Z

X
cD
l

W

DX
X
N (x; µD
l , σl I)dx;

σ DYO σlDX
= DX
.
σl + σ DYO

The sum in Φ0,0
DY (ji ) of Equation (4.21) goes from 0 to Ki .
i

The proof of Proposition 4.2.1 follows from Thm. 4.9 and standard results for multivariate
Gaussian mixture densities.
Lemma 4.10. For H, R, P are p × p matrices, m and d are p × 1 vector, and given that R
R
and P are positive definite, N (y; Hx + d, R) N (x; m, P )dx = N (y; Hm + d, R + HP H T ).
Lemma 4.11. Let H, R, P be p × p matrices, m be a p × 1 vector, and suppose that
R and P are positive definite, N (y; Hx, R) N (x; m, P ) = q(y) N (x; m̂, P̂ ), where q(y) =
N (y; Hm, R + HP H T ), m̂ = m + K(y − Hm), P̂ = (I − KH)P and K = P H T (HP H T +
R)−1 .
Proof of Proposition 4.2.1. To obtain the intensity and cardinality formulas in the proposition, we apply Theorem 4.9 using the model given in Section 4.2.1. We start with the
R
estimation of λDX [α`(yi |x)] = α W λDX (x)`(yi |x)dx using Lemma 4.10. Observing that,
DX
X
H = I, R = σ DYO I, m = µD
l , and P = σl I, we write

Z
α

λDX (x)`(yi |x)dx = α
W

N
X

DX
DYO
X
cD
+ σlDX )) = αhcDX , q(yi )i
l N (y; µl , (σ

l=1

The only portion of the formula that is not immediate is the form of `(y|x)λDX . Using
DX
X
Lemma 4.11 with H = I, R = σ DYO I, m = µD
l , and P = σl I, we have that `(y|x)λDX =
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x|y
x|y
DX
∗
l=1 cl ql (y)N (x; µl , σl I),

PN

x|y

with µl
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x|y

D
D
y+σ YO µl X
DY
DX
σl +σ O

DX

σl

;

x|y

and σl

=

DY
D
O σ X
l
DY
DX
σl +σ O

σ

as

required for Cl .
One can see that the intensity estimation in Equation (4.20) is in the form of a Gaussian
mixture. A detailed example of this estimation is provided in Section 4.3. The cardinality
distribution in Equation (4.21) is computed for infinitely many values of n, which is
unattainable. Hence, for the practical application, we must truncate n at some Nmax such
that Nmax is sufficiently larger than the number of points in the prior point process. Without
loss of generality, we can choose Nmax = N0 .

4.3

Sensitivity Analysis

To illustrate the estimation of the posterior using Equations (4.20) and (4.21), as well as
the effect of the choice of parameters on the posterior distributions, we give the following
numerical example. Example 1 discusses the effect of the parameters on the posterior
intensity and cardinality.

4.3.1

Example 1

This example exhibits the ability of our method to predict the posterior intensity and
cardinality distributions via the Bayesian framework by examining several parameters. To
reproduce these results, the interested reader may download our R-package BayesTDA.
We commence by defining an i.i.d cluster point process with prior intensity modeled by a
Gaussian mixture as discussed in Section 4.2.3 (for example see Table 4.3). We consider point
clouds generated from two circles joined at a point and focus on 1-dimensional features from
their persistence diagrams as they are the prominent homological features of these shapes.
This viewpoint is utilized to determine the informative prior. This gives two prominent
1-dimensional features with higher persistence. We present the list of parameters used to
define the prior point process in Tables 4.1 and 4.2. The prior intensity and cardinality for
both types are shown in Table 4.3.
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Table 4.1: List of parameters for (M1) used in Example 1. For Cases I and II, we take into
account two types of prior intensities: (i) informative and (ii) unimodal uninformative.
Parameters for M1
Prior
Informative
Unimodal Uninformative

X
µD
i
(1, 0.8)
(1.6, 1.9)

σiDX

X
cD
i

N0

0.01
0.01

1
1

7

(1.5, 2)

1.5

1

7

Table 4.2: List of parameters for (M2) and (M3) used in Example 1. For Case-I, we consider
the 1-dimensional persistence features obtained from the point clouds with Gaussian noise
having variance 0.01I2 (see Table 4.3) and for Case-II those obtained from point clouds with
noise variance 0.1I2 (see Table 4.4). To perform a sensitivity analysis, we implement different
parameters for (M2) and (M3), which are listed here.
Parameters for M2

Parameters for M3

Case

σ DYO

µDYU

M0

py

α

Case-I

0.05

4

3

0.95

Case-II

0.5

2

3

1
3
2
3
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0.95

The observed persistence diagrams are generated from point clouds sampled uniformly
from the two circles with varying levels of Gaussian noise with variances 0.01I2 and 0.1I2
as illustrated in the top left of Tables 4.3 and 4.3 respectively. These diagrams exhibit
distinctive characteristics such as two prominent features with high persistence and very
few spurious features (Table 4.3), and two prominent features with medium persistence and
several spurious features (Table 4.4).
Case-I: We consider informative and unimodal uninformative priors for the intensity and
informative and uniform priors for the cardinality as presented in Table 4.3 row 1 and column
1. The observed persistence diagram considered here is shown in Table 4.3. The parameters
for defining the prior densities and associated to the observed persistence diagram are listed
in Tables 4.1 and 4.2. The obtained posteriors are presented in Table 4.3. For each observed
persistence diagram, persistence features are presented as triangles on their corresponding
posterior intensity plots. Since the observed persistence diagrams consist of less spurious
features and the variability of the observed persistence diagram is chosen to be low, all of
the priors are able to estimate the prominent holes correctly, while ignoring the point that
appeared due to noise.
Case-II: We consider both priors and the observed persistence diagram as in Case-I. Here
we investigate the effect of the observed data by increasing σDYO . With this change, we
consider greater variability in the observed data. We observe that the posterior intensities
still estimate correctly the 1-dim features corresponding to the holes and the cardinality
estimates this probability accurately; see Table 4.4. Additionally, when given an informative
cardinality (second row of Table 4.4), the model finds the correct cardinality as well.

4.4
4.4.1

Classification of Actin Filament Networks
Data

To demonstrate the effectiveness of our Bayesian method we classify actin filament networks
in plant cells. Such filaments are key in the study of intracellular transportation in plant
cells, as these bundles and networks make up the actin cytoskeleton, which determines the
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Table 4.3: Posterior intensities and cardinalities for Example 1 Case I obtained by
using Proposition 4.2.1. We consider informative and unimodal uninformative priors for
the intensity in columns 2 and 3 respectively and informative and uniform priors for the
cardinality in rows 2 and 3 respectively. The list of associated parameters is described in
Example 1. Posteriors computed from all of these priors can estimate the 1−dimensional
holes accurately for a list of varying parameters.

50

Table 4.4: Posterior intensities and cardinalities for Example 1 Case II obtained by
using Proposition 4.2.1. We consider informative and unimodal uninformative priors for
the intensity in columns 2 and 3 respectively and informative and uniform priors for the
cardinality in rows 2 and 3 respectively. The list of associated parameters is described in
Example 1.
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structure of the cell and enables cellular motion. We examine the classification scheme using
three classes of filament networks designated by their respective number of crosslinking
proteins. Higher numbers of cross-linking proteins produce thicker actin cables [101], and in
turn, indicate local geometric signatures. However, the differences are not always notable
due to the presence of noise and sparsity in the data. To bypass this, we explore these
networks by means of their respective persistence diagrams as they distill salient information
about the network patterns with respect to connectedness and empty space (holes), i.e. we
can differentiate between filament networks by examining their homological features. In
particular, we focus on classifying simulated networks with number of cross-linked proteins
N = 825, 1650, and 3300, which are denoted as C1 , C2 , and C3 respectively. The networks were
created using the AFINES stochastic simulation framework introduced in [43, 42], which
models the assembly of the actin cytoskeleton. From the viewpoint of topology, class C2
and class C3 contain more prominent holes than class C1 . Also, their respective persistence
diagrams have different cardinalities. Hence, this topological aspect yields an important
contrast between these three classes. To capture these differences we employ the following
Bayes factor classification approach by relying on the closed form estimation of posterior
distributions discussed in Section 4.2.3.

4.4.2

Bayesian Classification Method

A PD, D, that needs to be classified is a sample from an i.i.d. cluster point process D
with intensity λD and cardinality pD , and its probability density has the form pD (D) =
Q
pD (|D|) d∈D λD (d). For a training set QY k := DY1:n
for k = 1, · · · , K from K classes of
k
random diagrams DY k , we obtain the posterior intensities from the Bayesian framework
outlined in Section 4.2. The posterior probability density of D given the training set QY k is
given by
pD|DY k (D|QY k ) = pD (|D|)

Y

λD|QY k (d),

(4.23)

d∈D

and consequently, the Bayes factor is obtained by the ratio, BF ij (QY i , QY j ) =

pD|D
pD|D

Yi

Y

(D|QY i )

(D|QY j )
j

for a class i, j = 1, · · · , K such that i 6= j. For every pair of (i, j), if BF ij (QY i , QY j ) > c, we
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(a)

(b)

(c)

Figure 4.3: (a), (b), and (c) give an example of a persistence diagram generated from
networks in classes 1, 2, and 3 respectively.

assign one vote to class QY i , or otherwise for BF ij (QY i , QY j ) < c. The final assignment of
the class of D to a class is obtained by a majority voting scheme.

4.4.3

Methods for Comparison

We compare this Bayesian method of classification with several other methods, which are
detailed here. For all methods we use 10−fold cross validation to obtain accuracy scores.
This means that the data is partitioned into 10 sets, and each of the 10 sets is used as the
test set while the other 9 serve as training. Then each of the 10 partitions serves as the
test set exactly once. This provides a way to estimate the accuracy of the model and avoid
overfitting.
We compare with two other persistent homology methods, namely, persistence images [1]
and persistence landscapes [12], which are explained in Chapter 2. We use a 50 × 50 grid
and σ 2 = 0.1 as in [1], resulting in vectors of length 2500. For calculating the landscapes,
we used 2500 values and a degree of 3. Additionally, we compare our method with one
that does not use any TDA, raster images. For this comparison, we convert each filament
network into a raster image with 2500 pixels. Raster images, commonly used in geographic
information data [20], represent data by using a grid with a value assigned for each pixel.
For this application, we use the R package ’raster’ [54] and a function counts the number of
actin points that appear within each pixel. The number of points determines the value at
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that pixel. An example of a raster image generated from one of the filament networks in the
dataset is shown in Figure 4.4. The vectors created from these three processes are input into
three different classification algorithms: a random forest with 500 trees, a support vector
machine with radial basis function, and a 2-layer neural network. We explain these three
methods below, and refer the reader to [44] for further details.
Tree classifiers work by partitioning the predictor space into different boxes; Each box
receives one value from the regression, typically the mean of the predictors in that region.
Random forests consist of bagged trees, i.e. trees obtained from repeated uniform sampling
with replacement, but instead of considering all possible splits when creating a partition, a
√
random sample of p predictors is used, where p is the total number of predictors.
Support vector machines (SVMs) use hyperplanes, typically in a higher dimensional space
than the predictor space, to separate different classes of data. These classifiers use a soft
margin, allowing some of the observations to be on the incorrect side of the hyperplane. To
determine the classifier, inner products between observations must be calculated. To do this
efficiently, a kernel is used, in this case a radial kernel, K(x, y) = e−γ

Pp

2
i=1 (xi −yi )

.

Neural networks derive features for classification using the sigmoid function
of a linear combination of predictors.

1
1+e−x

These features are again put through a linear

transformation, and the output of this is used as input either to a function for the final
class prediction (for a 1-layer neural network) or to another sequence of transformations (for
a neural network with more than 1 layer). Consequently, neural networks give a very flexible,
nonlinear method of classification.

4.4.4

Result

Bayes factor classification was applied to a dataset of 150 synthetic filament networks that
consist of the coordinates for the actin filaments.

From these coordinates, persistence

diagrams with 1-dimensional features (see Figure 4.3 for an example of each class) were
created from Vietoris-Rips complexes, which were then used as input for the Bayes factor
classification scheme of 4.4.2. The corresponding persistence diagrams of these networks
show few consistent patterns, and consequently, we embraced a data-driven scheme for
classification by means of an uninformative flat prior with intensity having the Gaussian
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(a)

(b)

Figure 4.4: (a) An example filament network from class 1. (b) The network in (a) converted
to a raster image.

mixture form N ((1, 2), 62 ) and cardinality having a binomial form with parameters N0 = 25
and pDX = 1. The persistence diagrams of these network filaments produced a very bulky
dataset that is computationally prohibitive. To alleviate this issue, we subsample the data.
For all cases, we set σ DYO = 0.01, µDYU (y) = 1, and pDYU =

2
.
25

The posterior is calculated

using the training set for each fold and for each class. Then for each instance, we assign the
class by using the majority voting scheme.
We compare our method with persistence landscapes, persistence images, and raster
images, as input for several machine learning methods. The results are listed in Table 4.5.

4.5

Conclusion

This chapter has proposed a Bayesian framework for persistence diagrams that incorporates
prior beliefs about the data for the computation of posterior distributions for persistence
diagrams. Our method perceives persistence diagrams as point processes and provides a
powerful probabilistic descriptor of the diagrams by simultaneously packaging the cardinality
and spatial distributions.

As required for a Bayesian paradigm, we incorporate prior

uncertainty by viewing persistence diagrams as i.i.d cluster point processes and persistence
diagrams of noisy observations as marked point processes to model the level of confidence
that observations are representative of the underlying topological state. This framework can
be thought of as a complement to the Bayesian framework in [76] and completes the full
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Table 4.5: Comparison of accuracy results for the actin network classification.
Method

Accuracy

Bayesian Framework

90 %

Random Forest PI

80%

SVM PI

75 %

Neural Net PI

72%

Random Forest PL

68%

SVM PL

55%

Neural Net PL

63%

Random Forest Raster

55 %

SVM Raster

65 %

Neural Net Raster

43 %
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Bayesian framework for persistent homology in the literature by estimating the cardinality
of the diagrams as well.
I.i.d cluster point processes are a generalization of Poisson point processes and offer
more flexibility in estimating the cardinality distribution, which when combined with
the corresponding intensity distribution, provides complete knowledge of the posterior
distribution. Hence, a prior point process with predefined intensity and cardinality, along
with a pertinent likelihood function, supply a posterior point process with updated intensity
and cardinality by means of the developed Bayesian framework. It is noteworthy that our
Bayesian model directly employs persistence diagrams, which are topological summaries of
data, for defining a substitution likelihood rather than using the entire point cloud. This
deviates from a strict Bayesian model, as we consider the statistics of persistence diagrams
rather than the underlying datasets used to create them; however, our paradigm incorporates
prior knowledge and observed data summaries to create posterior probabilities, analogous to
the notion of substitution likelihood detailed in [59]. Indeed, the idea of utilizing topological
summaries of point clouds in place of the actual point clouds proves to be a powerful tool with
applications in wide-ranging fields. This process incorporates topological descriptors of point
clouds, which simultaneously decipher essential shape peculiarities and avoid unnecessarily
complex geometric features.
We derive a closed form of the posterior for realistic implementation, using Gaussian
mixtures for the prior intensity and binomials for the prior cardinality. Several detailed
examples showcase the posterior intensities and cardinalities for various interesting instances
created by varying parameters within the model. These examples exhibit our method’s
ability to recover the underlying persistence diagram, analogously to the standard Bayesian
paradigm for random sets. Thus, the Bayesian inference developed here opens up new
avenues for machine learning algorithms and data analysis techniques to be applied directly
on the space of persistence diagrams. Indeed, we derive a classification algorithm and
successfully apply it to filament network data, reinforcing the capability of our Bayesian
framework. Enlightening scientists on the biophysical mechanisms that cause transpiration
in plant cells, this classification of cytoskeletal filament networks substantially bolsters the
efficacy of our method.
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