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ABSTRACT 

Youth Sojourn models are sensor-based physical activity (PA) assessment methods that are 

used to predict sedentary behavior (SB), light PA (LPA), and moderate-to-vigorous PA (MVPA). 

The existing models are accelerometer-based and rely on non-statistical segmentation. 

Improvements may be possible through the incorporation of gyroscope data and statistical 

change point detection. PURPOSE: To calibrate and validate new youth Sojourn models (i.e., 

Sojrecall and Sojprecision) that incorporate gyroscope data and change point detection. METHODS: 

Subsets of two data sets were used, one from a study conducted in a semi-structured laboratory 

setting (n = 86), and the other from a study conducted in free-living environments with an 

independent sample (n = 31). Throughout both studies, participants wore ActiGraph GT9X 

devices (each containing an accelerometer and gyroscope) on the hip and both wrists. Energy 

expenditure was also assessed (via indirect calorimetry), and direct observation was performed to 

document activity and postural transitions. The latter data streams were used to obtain criterion 

values for the timing of activity transitions, as well as intensity (SB, LPA, and MVPA). 

Predictions from Sojrecall and Sojprecision and the original accelerometer-based youth Sojourn 

models (Sojoriginal) were then compared to the criterion values, in terms of segmentation and 

intensity classification. RESULTS: When replicating the original youth Sojourn calibration with 

gyroscope data instead of accelerometer data, all gyroscope-based components outperformed 

their accelerometer-based counterparts. For segmentation of laboratory data, Sojrecall, Sojprecision, 

and Sojoriginal all had peak mean aggregated performance of 56.8%-64.2% (across all models and 

attachment sites). However, for the free-living data the values were lower for Sojrecall and 

Sojprecision (34.5%-46.3%) than Sojoriginal (53.2%-53.6 %). For intensity classification across all 

attachment sites, Sojrecall and Sojprecision had mean percent correct classification of 71.2%-77.6% 
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(laboratory data) and 57.5%-71.3% (free-living data), whereas Sojoriginal had mean percent correct 

classification of 56.9%-69.5% (laboratory data) and 28.4%-52.7% (free-living data). 

CONCLUSION: Change point detection was not effective for segmentation, but gyroscope data 

led to improved intensity classification. Future work should emphasize development of models 

that capitalize on the unique strengths of accelerometer and gyroscope data.  



 

- vi - 

TABLE OF CONTENTS 

Chapter I: Introduction ................................................................................................................ 1 

Statement of the Problem .......................................................................................................... 4 

Statement of the Purpose .......................................................................................................... 5 

Research Questions and Hypotheses ........................................................................................ 5 

Overview and Significance of the Dissertation ........................................................................ 6 

Chapter II: Review of Literature ................................................................................................ 7 

Background ............................................................................................................................... 8 

Scope and Terminology ...................................................................................................... 8 

Theoretical Basis for Sensor-Based PA Assessment .......................................................... 8 

History of Sensors in PA Assessment ................................................................................. 9 

Summary and Transition ................................................................................................... 12 

Procedural Factors in Sensor-Based PA Assessment ............................................................. 12 

Sensor Placement .............................................................................................................. 12 

Data Format ...................................................................................................................... 14 

Monitor Brand ................................................................................................................... 15 

Sensor Fusion .................................................................................................................... 16 

Summary and Transition ................................................................................................... 35 

Computational Factors in Sensor-Based PA Assessment ....................................................... 36 

Segmentation..................................................................................................................... 36 

Feature Generation ............................................................................................................ 42 

Model Application ............................................................................................................ 44 

Novel Methods .................................................................................................................. 50 

Summary and Transition ................................................................................................... 60 

Recap and Synthesis: Gaps with Respect to Segmentation and Sensor Fusion ...................... 61 

Chapter III: Description of Laboratory Data Set .................................................................... 62 

Participants .............................................................................................................................. 63 

Protocol ................................................................................................................................... 63 

Equipment ............................................................................................................................... 65 

ActiGraph GT9X .............................................................................................................. 65 

Noldus Pocket Observer ................................................................................................... 66 



 

- vii - 

Cosmed K4b2 .................................................................................................................... 68 

Initial Data Processing ............................................................................................................ 69 

ActiGraph GT9X .............................................................................................................. 69 

Noldus Pocket Observer ................................................................................................... 69 

Cosmed K4b2 .................................................................................................................... 70 

Preview of Further Processing .......................................................................................... 70 

Further Processing: Resting Metabolic Rate Data .................................................................. 71 

Further Processing: Steady State Data .................................................................................... 71 

Processing Criterion Data ................................................................................................. 71 

Processing Sensor Data ..................................................................................................... 72 

Assembling the Final Data Set .......................................................................................... 72 

Further Processing: Continuous Time Course Data ................................................................ 74 

Data Loss ................................................................................................................................ 74 

Summary of Final Data Set ..................................................................................................... 78 

Chapter IV: Research Question 1: Methods and Results ....................................................... 81 

Overview ................................................................................................................................. 82 

Scope ....................................................................................................................................... 82 

Methods................................................................................................................................... 84 

Bout Detection Algorithm................................................................................................. 85 

Neural Network ................................................................................................................. 90 

Decision Tree .................................................................................................................... 93 

Results ..................................................................................................................................... 97 

Bout Detection Algorithm................................................................................................. 97 

Neural Network ................................................................................................................. 99 

Decision Tree .................................................................................................................. 100 

Summary and Transition ....................................................................................................... 100 

Chapter V: Research Question 2: Methods and Results ....................................................... 102 

Overview ............................................................................................................................... 103 

Methods................................................................................................................................. 104 

Change Point Detection Method ..................................................................................... 104 

Sojrecall Algorithm ............................................................................................................ 105 

Sojprecision Algorithm ........................................................................................................ 105 



 

- viii - 

Analysis........................................................................................................................... 109 

Results ................................................................................................................................... 113 

Analysis of Segmentation ............................................................................................... 113 

Analysis of Activity Intensity Classification .................................................................. 115 

Summary and Transition ....................................................................................................... 119 

Chapter VI: Description of Free-Living Data Set .................................................................. 120 

Participants ............................................................................................................................ 121 

Protocol ................................................................................................................................. 122 

Equipment ............................................................................................................................. 122 

ActiGraph GT9X ............................................................................................................ 122 

Noldus Observer XT ....................................................................................................... 123 

Cosmed K4b2 and K5...................................................................................................... 127 

Initial Data Processing .......................................................................................................... 128 

ActiGraph GT9X ............................................................................................................ 128 

Noldus Observer XT ....................................................................................................... 128 

Cosmed K4b2 and K5...................................................................................................... 129 

Assembling the Final Data Set .............................................................................................. 130 

Data Loss .............................................................................................................................. 131 

Summary of Final Data Set ................................................................................................... 134 

Chapter VII: Research Question 3: Methods and Results .................................................... 136 

Overview ............................................................................................................................... 137 

Methods................................................................................................................................. 137 

Analysis of Model Runtime ............................................................................................ 137 

Analysis of Segmentation ............................................................................................... 138 

Analysis of Activity Intensity Classification .................................................................. 139 

Analysis of Activity Time ............................................................................................... 140 

Results ................................................................................................................................... 140 

Analysis of Model Runtime ............................................................................................ 140 

Analysis of Segmentation ............................................................................................... 141 

Analysis of Activity Intensity Classification .................................................................. 145 

Analysis of Activity Time ............................................................................................... 150 

Summary and Transition ....................................................................................................... 153 



 

- ix - 

Chapter VIII: Discussion and Conclusion .............................................................................. 154 

Summary of Findings ............................................................................................................ 155 

Implications of Model Design .............................................................................................. 156 

Implications of Study Design................................................................................................ 159 

Core Implications .................................................................................................................. 161 

Sensor Fusion .................................................................................................................. 162 

Change Point Detection .................................................................................................. 166 

Combining Sensor Fusion and Change Point Detection ................................................. 170 

Model Generalizability ................................................................................................... 171 

Technical and Practical Implications .................................................................................... 172 

Strengths & Limitations ........................................................................................................ 174 

Conclusion ............................................................................................................................ 175 

References .................................................................................................................................. 177 

Appendices ................................................................................................................................. 210 

Appendix A: Recruitment and Enrollment Materials for the Laboratory Study .................. 211 

Recruitment Flyer ........................................................................................................... 211 

Health History Questionnaire ......................................................................................... 212 

Parent Informed Consent Form ....................................................................................... 214 

Youth Assent Form ......................................................................................................... 216 

Appendix B: Recruitment and Enrollment Materials for the Free-Living Study ................. 219 

Recruitment Flyer ........................................................................................................... 219 

Parent Informed Consent Form ....................................................................................... 220 

Youth Assent Form ......................................................................................................... 223 

Vita ............................................................................................................................................. 225 

 

  



 

- x - 

LIST OF TABLES 

Table 1. Summary of sensor fusion studies described in the literature review ............................. 17 

Table 2. Activities performed by participants in the laboratory study ......................................... 64 

Table 3. Layout of the steady state data ........................................................................................ 73 

Table 4. Layout of the continuous time course data ..................................................................... 75 

Table 5. Summary of activity level data loss for steady state activities ....................................... 77 

Table 6. Participant characteristics for the laboratory study ......................................................... 79 

Table 7. Summary of development and cross-validation for gyroscope-based youth Sojourn bout 

detection algorithms ................................................................................................................ 86 

Table 8. Distribution of key participant characteristics within the subsamples used for 

development and cross-validation of gyroscope-based bout detection algorithms ................ 87 

Table 9. Summary of development and cross-validation for gyroscope-based youth Sojourn 

neural networks ....................................................................................................................... 91 

Table 10. Distribution of key participant characteristics within the subsamples used for training, 

validation, and cross-validation of gyroscope-based neural networks ................................... 92 

Table 11. Summary of development and cross-validation for gyroscope-based youth Sojourn 

decision trees ........................................................................................................................... 95 

Table 12. Cross-validation results for each of the accelerometer-based and gyroscope-based 

youth Sojourn model components .......................................................................................... 98 

Table 13. Distribution of key participant characteristics within the subsamples used for 

developing and testing the segmentation components in Sojrecall and Sojprecision................... 110 

Table 14. Activity selections in the coding scheme for video direct observation ...................... 124 

Table 15. Layout of the free-living data ..................................................................................... 132 

Table 16. Participant demographics for the free-living study ..................................................... 135 

Table 17. Summary of data loss (participant level) for each analysis of segmentation using the 

free-living data set................................................................................................................. 142 

Table 18. Summary of data loss (participant level) for each analysis of classification agreement 

using the free-living data set ................................................................................................. 146 

  



 

- xi - 

LIST OF FIGURES 

Figure 1. Noldus Pocket Observer mobile interface for performing real-time direct observation 67 

Figure 2. Summary of participant level data loss and retention for the laboratory data set ......... 76 

Figure 3. Depiction of the process by which the original youth Sojourn models classify second-

by-second data ........................................................................................................................ 83 

Figure 4. Visual depiction of the Sojrecall algorithm .................................................................... 106 

Figure 5. Visual depiction of the Sojprecision algorithm ................................................................ 108 

Figure 6. Performance of segmentation algorithms when applied to the testing subset ............. 114 

Figure 7. Classification agreement of the original youth Sojourn models and the newly 

developed, gyroscope inclusive Sojrecall and Sojprecision models when applied to the laboratory 

data set .................................................................................................................................. 117 

Figure 8. Summary of participant level data loss and retention for the free-living data set ....... 133 

Figure 9. Performance of segmentation algorithms when applied to the free-living data set .... 144 

Figure 10. Classification agreement of the original youth Sojourn models and the newly 

developed, gyroscope inclusive Sojrecall and Sojprecision models when applied to the free-living 

data set .................................................................................................................................. 148 

Figure 11. Measured and predicted percent of free-living time spent in sedentary behavior (SB), 

light physical activity (LPA), and moderate-to-vigorous physical activity (MVPA) ........... 151 



 

- 1 - 

CHAPTER I 

INTRODUCTION



 

- 2 - 

Physical activity (PA) is an essential part of a healthy lifestyle (1). The general benefits of 

PA have been known since ancient times (2), but modern empirical research has provided more 

and more detail about the health benefits and benefit-producing mechanisms of PA (3). One of 

the first modern empirical discoveries was the connection between physical inactivity and 

coronary heart disease, as reported by Morris et al. in 1953 (4). The insight was obtained by 

comparing rates of coronary heart disease among those with inactive occupations (i.e., double-

decker bus drivers and postal office workers) and those with active occupations in the same 

industries (i.e., double-decker bus conductors and postal deliverers). 

Since the study by Morris et al. (4), PA has been linked to many aspects of health and 

wellbeing (3, 5). To establish such links, it has often been necessary to assess PA in ways that 

provide more detail than the occupation-focused method of Morris et al. That is, information has 

often been needed about specific aspects of PA (6, 7), such as frequency, intensity, type, and 

duration, as well as accumulation of PA in various domains (e.g. occupational versus leisure 

time). That level of complexity has led to the development of many PA assessment methods (7–

9), including a wide range of sensor-based methods, i.e., methods involving wearable devices 

that contain one or more sensors, particularly accelerometers (10). 

Sensor-based methods have gained widespread use largely because they are not limited by 

recall bias and related factors that affect self-report methods, e.g. questionnaires and diaries (10, 

11). Furthermore, most wearable devices are reusable, fairly inexpensive, and able to collect 

movement data continuously. Thus, in addition to their objectivity, they are also scalable for 

large studies, and able to provide a movement profile with unprecedented detail (12). However, 

despite the favorable qualities of wearable devices, there are also limitations that have prompted 

continual innovation on both the devices and the ways they are used (13, 14). 
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Early innovations were geared toward reducing the physical size of wearable devices, while 

also increasing their onboard memory. Such changes enabled the collection and storage of more 

data (e.g. dozens of triaxial samples per second, instead of one uniaxial sample per minute) over 

periods longer than one week (10). As the technology improved, there were also rapid 

developments in the area of computation, wherein the focus shifted away from simple 

regression-based modeling (e.g. for predicting energy expenditure (EE) or activity intensity) and 

onto more sophisticated approaches, many of which involved machine learning models (15–18). 

Recently, several unique avenues have been explored for continuing to improve sensor-based 

PA assessment. One such avenue is sensor fusion, which is the combined usage of data from 

multiple types of concurrently-worn sensors, such as accelerometers and gyroscopes (19). Sensor 

fusion allows models to draw on multiple types of information (e.g. both linear and angular 

aspects of movement), which creates unique potential compared to the status quo of using only 

linear acceleration data (20). But despite the novelty of sensor fusion, it is understudied because 

it has only recently become technologically feasible on a large scale. That is, miniaturization has 

only recently reached a point where different types of sensors can be housed in a single 

unobtrusive and inexpensive unit (21). Early work involving sensor fusion has shown that it can 

be used effectively for predicting EE and activity type (22–24). However, there is room for 

continued innovation, with one clear gap being the lack of methods that exist for commercially 

available devices that are also scalable for health research (25, 26). 

Another recent focus has been segmentation, which is a pre-processing step in which sensor 

data are grouped into subunits for further analysis (27). Historically, the convention has been to 

separate data into epochs of equal duration (27, 28), allowing predictions to be made at regular 

intervals, e.g. once per minute. While the epoch method is both intuitive in terms of analysis and 
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expedient in terms of data storage (29, 30), it is also subject to limitations. Previous work has 

noted that multiple activities can be performed in a given epoch if the intervals are too long, 

making it difficult to represent activity for the whole epoch using a single prediction (31–34). 

Alternatively, a short epoch may not have enough data to fully characterize a motion, leading to 

compromised predictions (35). Therefore, some have attempted to improve sensor-based PA 

estimates by analyzing the data one activity at a time, where a specialized segmentation 

algorithm is used to automatically identify the start and stop times for each activity (36–38). The 

latter approach has been applied most notably in several iterations of the Sojourn accelerometer 

method (32–34), wherein segmentation is generally designed to capture transitions into and out 

of stationary behavior. More recently, some work has begun to explore change point detection as 

a way of performing automated segmentation (39, 40). Change point detection algorithms search 

for transitions into and out of distinct data distributions, thereby taking a statistical approach to 

segmentation, rather than a theory-driven approach like Sojourn. 

Statement of the Problem 

Sensor fusion and segmentation are both fairly new areas of investigation, and the available 

evidence suggests that both are promising. In particular, several studies have demonstrated the 

value of using both accelerometer and gyroscope data (24, 25, 41), and others have demonstrated 

the utility of change point detection for improved segmentation of sensor data (42–44). Despite 

the promising findings, nearly all studies have used data from small samples of adult 

participants. Thus, there is scant evidence to suggest whether accelerometer data, gyroscope data, 

and change point detection can complement one another when applied to data from youth and 

larger samples. 
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Statement of the Purpose 

The purpose of this dissertation is to calibrate and validate youth Sojourn models (34) that 

use novel approaches for segmentation (via sensor fusion and change point detection) and 

activity intensity classification (via gyroscope-based neural networks). The youth Sojourn 

framework is a logical starting point for this investigation, because of both its existing emphasis 

on innovative segmentation techniques, and its ability to be iteratively refined over time. Three 

research questions will be addressed to accomplish the purpose of this dissertation. 

Research Questions and Hypotheses 

1.   Question: In a laboratory setting, do gyroscope-based youth Sojourn model components 

(bout detection algorithm, neural network, and decision tree) perform better than the 

existing accelerometer-based components? 

  Hypothesis: Gyroscope-based youth Sojourn model components will achieve better 

performance than the existing accelerometer-based components when applied to a 

laboratory data set. 

2.  Question: In a laboratory setting, does the performance of youth Sojourn models 

improve when using sensor fusion and change point detection for segmentation, and 

gyroscope-based neural networks for intensity classification? 

  Hypothesis: When applied to laboratory data, youth Sojourn models that use sensor 

fusion and change point detection for segmentation, and gyroscope-based neural 

networks for intensity classification will have improved performance, compared to 

existing youth Sojourn models. 
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3.   Question: In free-living settings, does the performance of youth Sojourn models improve 

when using sensor fusion and change point detection for segmentation, and gyroscope-

based neural networks for intensity classification? 

  Hypothesis: When applied to free-living data, youth Sojourn models that use sensor 

fusion and change point detection for segmentation, and gyroscope-based neural 

networks for intensity classification will have improved performance, compared to 

existing youth Sojourn models. 

Overview and Significance of the Dissertation 

In this dissertation, the research questions are addressed using methods that overlap in some 

places, while remaining crucially distinct in others. To prevent the distinctions from becoming 

muddled by the similarities, the document has been strategically arranged, and thus an overview 

is warranted. In Chapter 2, relevant literature is reviewed. In Chapter 3, a laboratory data set is 

described, which is then used in Chapter 4 and Chapter 5 to address the first and second research 

questions, respectively. In Chapter 6, a free-living data set is described, which is then used in 

Chapter 7 to address the third research question. Finally, an integrated discussion and conclusion 

is given in Chapter 8. 

This dissertation makes an important contribution to PA assessment by providing youth-

specific insights into the importance of sensor fusion and change point detection for 

segmentation, as well as the importance of gyroscope data for intensity classification. This 

dissertation is also one of the first works (in youth or adults) to show how sensor fusion and 

segmentation can interact and contribute to the performance of intensity classification models in 

a large sample. Ultimately, this dissertation benefits sensor-based PA assessment by providing 

new and improved models that can be deployed in future research involving youth participants.
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CHAPTER II 

REVIEW OF LITERATURE
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Background 

Scope and Terminology 

Diverse methods are available for assessing physical activity (PA), but each method has 

limitations (9). Sensor-based PA assessments have become prominent (10), and there is currently 

a heavy emphasis on refining sensor technology and usage to mitigate their limitations. This 

review will discuss current issues in sensor-based PA assessment, with a specific focus on 

methods that use inertial sensors, e.g. accelerometers and gyroscopes (45, 46). Methods that are 

not sensor-based – such as self-report methods and doubly labeled water (11, 47) – will not be 

addressed. Unless otherwise noted, the term “sensor” will refer hereafter to an inertial sensor, 

which excludes physiological and contextual sensors (48). In this review, sensor-based PA 

assessment will be examined from numerous perspectives including theoretical, historical, 

technological, procedural, and computational perspectives. 

Theoretical Basis for Sensor-Based PA Assessment 

PA is fundamentally characterized by bodily movement and the corresponding physiological 

processes (1, 6, 49, 50). Thus, PA is closely related to the inertia of the body (21), which can be 

monitored using inertial sensors (48). Such sensors provide a movement profile that can be used 

to predict several PA variables (45). But even though the sensors exist and there is a clear basis 

for using them to assess PA, numerous difficulties make such assessments imperfect in practice 

(51). Some of the difficulties reflect inherent limitations of sensor-based PA assessment, 

examples of which include the following: 

•  susceptibility to non-PA-related movements, e.g. from riding in a vehicle (52, 53) 

•  limited usefulness for activities like resistance training, in which the inertia of the body is 

altered by design (11) 
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•  differences between localized movement (i.e., sensor data gathered from a single body 

segment) and the overall movement of the whole body (11, 21, 54, 55). 

Other difficulties do not reflect inherent limitations of sensor-based PA assessment, and the latter 

difficulties have been mitigable (to varying degrees) through continual innovations in both the 

technology and usage of sensors. 

Before exploring current directions in sensor-based PA assessment, it is helpful to survey 

how the state of the art has developed over time. Thus, the following section will briefly address 

the history of sensor-based PA assessment, as a primer for the more detailed discussion to follow 

concerning contemporary issues. 

History of Sensors in PA Assessment 

SENSOR TECHNOLOGY. In 1961, Cavagna et al. (56) became the first to use an inertial sensor 

(i.e., a triaxial strain gauge accelerometer) to track human movement. However, it was not until 

the 1980s that sensor-based PA assessment began to gain momentum (13), with Wong et al. (57) 

and Montoye et al. (58) presenting the seminal works. They used piezoelectric accelerometers, 

which measure acceleration via components that deform (i.e., bend or compress) when 

accelerated. The deformation is transduced into a voltage signal that changes in proportion to the 

acceleration, and the voltage can then be digitized and converted to units of acceleration (13, 21, 

48). Piezoelectric accelerometers are better suited to measuring dynamic accelerations than static 

accelerations (21), whereas piezoresistive and variable capacitance accelerometers can measure 

both by transducing deformation into changes in resistance and capacitance, respectively (13, 

45). Thus, the latter technologies eventually came to be used more widely than piezoelectrical 

technologies. 
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Early devices had to be assembled by hand (48), and were somewhat cumbersome to wear. 

Advances in miniaturization – especially those achieved through microelecrical mechanical 

systems (MEMS) technology – caused a dramatic shift in sensor-based PA assessment by 

enabling devices to become simultaneously cheaper, easier to manufacture, and less obtrusive to 

wear (45, 48). The origins of MEMS technology are complex, with the earliest developments 

occurring as early as the 1950s, while major developments began to emerge in the 1970s (59). 

By 1979, the first MEMS accelerometers had been developed (59–61), but they did not enter 

mainstream use for PA assessment until after the turn of the century (48). It is important to note 

that MEMS technology is not exclusive to accelerometers, and the broader applications include 

some sensors (notably gyroscopes) that are relatively uncommon in PA assessments despite their 

potential usefulness, which will be discussed later in this review. 

As sensing components were simultaneously shrinking and improving, so were other device 

components, e.g. onboard memory (10). Thus, as monitors were decreasing in size and cost, they 

were also developing higher capacities for collecting and storing data (10, 48). It even became 

possible to remove certain components (e.g. analog signal filters) by digitizing their functions 

and applying them through onboard software known as firmware (13). Altogether, the rapid 

technological improvements made sensor-based PA assessments increasingly feasible, while also 

contributing to the evolution of sensor usage. 

SENSOR USAGE. Accelerometers have been used more widely in PA assessments than any 

other sensor (48, 62), and their use has increased steadily in recent years (10, 12, 63). The 

earliest accelerometers were usually worn on the waist or low back (64–66), which were 

placements intended to be as close to the center of body mass as possible (67, 68). Data were 

stored in integrative summaries known as “activity counts” or simply “counts”, which reflected 
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cumulative movement within regularly-spaced intervals called epochs (52, 58, 68). Memory 

limitations prevented early devices from storing large amounts of raw data (i.e., acceleration 

samples collected several times each second), so the epoch length was selected during monitor 

initialization, and raw data were reduced to count values in real time during data collection, 

thereby preserving memory (29, 69). Additional memory preservation was achieved by using 

long epochs, often 60 s (28, 30). 

Once a device stopped recording, the count values were extracted and typically converted to 

either categorical estimates of activity intensity – e.g. sedentary behavior (SB), light PA, or 

moderate-to-vigorous PA (MVPA) – or continuous estimates of energy expenditure (EE) (70). In 

most cases, the two were closely related. Specifically, regression equations were developed to 

predict EE in metabolic equivalents (METs) (70–72), and the predictions could optionally be 

encoded to intensity using established cutoffs, namely ≤ 1.5 METs for SB, 1.51-2.99 METs for 

light PA, and ≥ 3.0 METs for MVPA (73, 74). By rearranging the regression equations and 

solving for fixed MET values, it was possible to define count ranges (i.e., cut-points) that 

corresponded to each intensity level. Over time, receiver operating characteristic analysis 

emerged as another popular way to develop cut-points, which did not require the intermediate 

prediction of EE via regression (75–78).  

Virtually every aspect of sensor usage has changed since commercially-available 

accelerometers were first validated in the 1990s (29, 79). Monitors are now commonly worn on 

the wrist (10, 67, 68), and analyses increasingly rely on raw acceleration values rather than 

activity counts (62, 80–82); most analyses use epoch lengths much shorter than 60 s (83), and 

some analyses are performed on an event-by-event basis, rather than an epoch-by-epoch basis 

(27, 84); regression and receiver operating characteristic analyses have been downplayed in 
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favor of complex machine learning models (10, 14, 15, 85, 86), and sensors are now used 

increasingly to predict diverse outcomes beyond intensity and EE (62, 87–89); sensor fusion – 

e.g. combining data from accelerometers and gyroscopes – has also emerged as an increasingly 

viable path to making better predictions (90, 91). 

Summary and Transition 

In this section, theoretical, historical, and technological perspectives have been used to 

introduce fundamental concepts in sensor-based PA assessment. In the remainder of this review, 

those concepts are expanded upon by examining recent developments from procedural and 

computational perspectives. Afterwards, a synthesis is provided, wherein the evidence is 

recapitulated to highlight the rationale for this dissertation. 

Procedural Factors in Sensor-Based PA Assessment 

Sensor Placement 

Although sensors have traditionally been placed near the center of mass, alternative 

placements have been discussed and explored for some time (68, 92–94). As noted previously, 

wrist-worn monitors are becoming increasingly common. The latter shift will be the primary 

focus of this section. However, it is important to note that other placement sites (including the 

thigh and ankle) are sometimes used, instead of the more common hip and wrist placements (95–

100).  

In the past, there was a twofold critique of wrist-worn monitors. First, it was noted that 

handedness and small wrist movements (e.g. from gesturing and eating) could complicate the 

interpretation of wrist-based data (55, 76, 81). Second, in lab-based studies there was typically 

worse performance for wrist-worn monitors than for hip-worn monitors (92, 101). More recent 

evidence has shown that wrist-worn monitors can achieve similar performance as hip-worn 
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monitors, particularly if innovative modeling approaches are used (25, 67, 76, 82, 102). The 

latter findings have helped to diminish the concerns about wrist-worn monitors, thereby 

contributing to their increased use. At the same time, precedent has been set for wrist-worn 

monitor usage, through its adoption in population-level surveillance studies, particularly the 

United Kingdom Biobank (103) and the National Health and Nutrition Examination Survey 

(NHANES) (10). 

In the case of the NHANES, the decision to use wrist-worn monitors in the cycles from 

2011-2014 contrasted with previous use of hip-worn monitors in the cycles from 2003-2006 (10). 

The switch was made for several reasons, including the ability to assess sleep via wrist 

actigraphy (104, 105) and the potential for increased participant compliance when asked to wear 

wrist-worn versus hip-worn monitors (10, 106). It is reasonable to suggest that the increased use 

of wrist-worn monitors in general practice has been driven by the NHANES precedent, since 

NHANES accelerometer protocols are often used as a reference for field studies. For example, 

non-wear screening methods derived from NHANES procedures (107, 108) have gained 

widespread use, including applications to data from wrist-worn monitors despite being originally 

developed for data from the hip (109). 

Overall, the drawbacks of wrist-worn monitors have been reduced enough to warrant 

increased use, especially considering the potential for concurrent sleep assessment and better 

compliance. The next section will discuss similar developments in the area of data format, 

wherein the drawbacks of raw acceleration data have been reduced enough to warrant increased 

use compared to activity counts. 
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Data Format 

As discussed previously, activity counts were historically used with long epoch lengths, as a 

way of conserving device memory (28–30, 69). Today, increased onboard memory allows most 

sensor-based monitors to store raw acceleration data at high resolution (e.g. 30 Hz) for extended 

periods (e.g. a week or more) on a single device and battery charge (110, 111). Thus, it is 

feasible to use raw acceleration data in place of activity counts, which offers two main benefits: 

First, the raw data stream is potentially richer than the reduced activity counts data stream (69, 

112); and second, raw data increases the comparability of output across different device brands 

(113, 114). 

Given the potential benefits of raw acceleration, it was explicitly recommended in 2012 that 

sensor-based PA assessments move away from using proprietary activity counts (85). At that 

time, some work had already demonstrated the potential merits of raw acceleration data in 

activity classification (115) and EE prediction (116). Since then, there has been a gradual 

transition toward widespread use of raw acceleration data, wherein Hildebrand et al. (117) 

presented a seminal work in youth and adults wearing multiple accelerometers on the hip and 

wrist. Numerous processing metrics have been explored for raw acceleration models, and several 

open-source software tools (most notably the R package GGIR) have been developed to promote 

field-wide engagement with raw acceleration data processing (118–122). 

Although raw acceleration data have made important contributions to sensor-based PA 

assessments, the science is still nascent, and several challenges have emerged (51, 123). Thus, 

further investigation is warranted. In the next section, the discussion is focused on a particularly 

important aspect of raw acceleration data, i.e., the potential for increasing the comparability of 

values from different monitor brands. 
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Monitor Brand 

There has been a proliferation of commercially-available devices for assessing PA (124, 

125), which are generally marketed separately to researchers (29, 81, 93, 103, 126–128) and 

consumers (129, 130). With so many options, it is difficult to make comprehensive comparisons 

between different monitors, outside of general usage information, which has been given (for 

research monitors) by Wijndaele et al. (131). Furthermore, new generations of existing monitors 

are frequently released in both the research and consumer markets, making comparisons even 

more difficult (132–135). A full treatment of between-brand differences (especially for consumer 

monitors) is outside the scope of this review, but there are two notable points to raise. 

First, there are always questions about the comparability of sensor outputs from different 

monitor brands (124). It has long been known that activity count values differ between monitor 

brands (65, 136), which was largely attributable to differences in how acceleration data were pre-

processed before integration (21, 137). As noted previously, raw acceleration data may promote 

greater comparability of outputs from different monitor brands, which could have several 

benefits (47, 113, 114, 117, 123). However, some work has shown that even raw acceleration 

values from different devices may not be interchangeable (138–140). 

Second, the issue of device brand (and generation) sometimes intersects with the concept of 

sensor fusion (91). More than ever, it is now possible for one small device to house multiple 

sensors (137), which can potentially play a role in setting monitor brands apart from one another 

(125). For researchers, the best-known example of a multi-sensor monitor may be the SenseWear 

Armband (no longer sold), which is a device that contains an array of inertial and physiological 

sensors to measure acceleration, galvanic skin response, heat flux, skin temperature, and near-

body temperature (141, 142). For consumers, monitors like the Fitbit and Apple Watch 
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commonly combine accelerometers with heart rate sensing (via photoplethysmography), and in 

some cases other sensors such as altimeters (129, 143). Recently, several studies have been 

published using the ActiGraph GT9X (25, 26, 144–146), which is a research monitor that 

includes a backward-compatible triaxial accelerometer, as well as an inertial measurement unit 

(IMU) that houses a secondary triaxial accelerometer, a triaxial gyroscope, a triaxial 

magnetometer, and a sensor thermometer (25, 26). It was previously noted that sensor fusion is 

becoming an increasingly important tool for improving sensor-based PA assessments. Thus, the 

following section will explore previous applications of sensor fusion. 

Sensor Fusion 

Table 1 presents a summary of key studies involving sensor fusion. For the purpose of this 

review, the term sensor fusion will refer to any usage of different types of sensors, with no 

distinction between sensor integration and sensor fusion (19). Furthermore, there will not be an 

emphasis on distinguishing between competitive, complementary, and cooperative sensor fusion 

(91, 147). The primary focus in this section is on fusion of different types of inertial sensors, 

meaning multi-accelerometer approaches (i.e., involving multiple accelerometers worn on 

different limbs) will not be discussed, with a key example being the Intelligent Device for 

Energy Expenditure and Activity (IDEEA) (126, 148) Additionally, methods will not be 

discussed that revolve primarily around fusion of inertial and physiological data (149–151). In 

this section, another focus is on transparent use of sensor fusion, meaning studies have been 

excluded if they relied on the “black box” implementations of some devices, notably the 

SenseWear Armband (152, 153), most consumer monitors (130, 154), and the Xsens Link 

system (155). In spite of the restrictions that have just been described, some exceptions have 

been made for especially noteworthy studies.
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Table 1. Summary of sensor fusion studies described in the literature review. 

   Sensors Used  

 Sample Model(s) Accel. Gyro. Other Key Findings 

Activity Recognition Studies 
     

    Pärkkä et al., 

      2006 (22) 

16 adults DTr (hand built) 

DTr (standard) 

ANN 

X 

 

X Overall classification accuracy 

was between 82% and 86%, 

depending on classifier. 

    Ermes et al., 

      2008 (23) 

12 adults DTr (hand built) 

DTr (standard) 

ANN 

EM 

X 

 

X EM had better classification 

accuracy (89%) when 

calibrating with both 

laboratory and free-living data, 

than when using only 

laboratory data (72%). 

    Lau et al., 

      2008 (156) 

3 adults SVM 

ANN 

RBFN 

BBN 

X X 

 

SVM had 100% classification 

accuracy for distinguishing 

walking up stairs, walking 

down stairs, and other kinds of 

walking; other models had 

lower accuracy, but still > 

90%. 

    Boughorbel et al., 

      2010 (157) 

1 child QDA X X X Mean ± SD classification 

accuracy was lower when 

using only accel. data (79.9% 

± 1.5%) than when using all 

sensors (97.8% ± 0.2%). 

    Zhang et al., 

      2011 (20) 

10 adults DTr X X 

 

DTr had sensitivities ≥ 96% 

for all postures and activities. 
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Table 1 (Continued)       

   Sensors Used  

 Sample Model(s) Accel. Gyro. Other Key Findings 

    Reiss and Stricker, 

      2012 (158) 

9 adults DTr 

DTr (bagged) 

DTr (boosted) 

NB 

KNN 

X X X Provided a benchmark data set; 

KNN had highest activity 

recognition accuracy (89.3%). 

    Baños et al., 

      2012 (159) 

17 unknown NCC 

KNN 

DTr 

X X X Provided a benchmark data set; 

KNN had highest classification 

accuracy (> 90%) 

    Nam and Park, 

      2013 (147) 

10 children NB 

BN 

SVM 

KNN 

DTa 

DTr 

MP 

LR 

X  X When using only accel. data, 

classification accuracy was 

lower for SVM (86.2%) and 

DTr (88.3%) than when using 

accel. and barometer data 

(98.4% for SVM and 96.3% 

for decision tree). 

    Liu et al., 

      2013 (160) 

30 adults SVM 

KNN 

X 

 

X Mean ± SD classification 

accuracy was lower when 

using only accel. data (73.9% 

± 14.0% for SVM; 68.7% ± 

13.1% for KNN) than when 

using data from all sensors 

(85.1% ± 6.8% for SVM and 

81.4% ± 9.6% for KNN). 
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Table 1 (Continued)       

   Sensors Used  

 Sample Model(s) Accel. Gyro. Other Key Findings 

    Moncada-Torres et al., 

      2014 (161) 

6 adults KNN X X X Mean classification accuracy 

was higher when using wrist 

data (96.1%) than other data 

(85.7%-89.1%). Gyro. features 

were algorithmically excluded 

from all wrist models, 

suggesting gyro. may have 

limited value for activity 

recognition. 

    Shoaib et al., 

      2013 (41) 

4 adults NB 

SVM 

ANN 

LR 

KNN 

DTa 

DTr 

X X X Gyro. and accel. each had 

classification accuracy 

between 73% and 99% when 

used individually, whereas 

combining them led to 

classification accuracy 

between 87% and 99%. 

Magnetometer data did not 

meaningfully contribute. 

    Shoaib et al., 

      2014 (162) 

10 adults BN 

NB 

SVM 

LR 

KNN 

RBC (version one) 

RBC (version two) 

DTr 

RF 

X X X Time and frequency domain 

features drove detection of 

stair ascent and descent 

recognition for both accel. and 

gyro.; magnetometer data may 

be useful if a direction-

independent feature set is 

selected. 
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Table 1 (Continued)       

   Sensors Used  

 Sample Model(s) Accel. Gyro. Other Key Findings 

    Reyes-Ortiz et al., 

      2016 (163) 

3 data sets 

(9-30 

adults) 

PSVM X X X TAHAR was most effective 

when including transitional 

data in the training process; 

TAHAR outperformed 

reference methods across data 

sets. 

    Zebin et al., 

      2016 (164) 

12 adults SVM 

CNN 

X X 

 

CNN was more 

computationally efficient than 

SVM with no loss in 

classification accuracy. 

    Zebin et al., 

      2017 (165) 

5 adults ANN 

SVM 

KNN 

X X  Provided evidence that accel. 

has greater value in 

classification than gyro.; 

prompted additional research 

regarding combination of the 

two. 

    Zebin et al., 

      2017 (166) 

20 adults DTr (complex) 

DTr (medium) 

LDA 

QDA 

SVM 

KNN 

EM 

X X 

 

Gyro. data contributed less 

meaningful information than 

accel., but was still useful in 

certain scenarios. 

    Zebin et al., 

      2018 (167) 

20 adults LSTM ANN 

SVM 

Deep ANN 

X X 

 

LSTM ANN achieved similar 

classification accuracy to 

SVM, despite using less 

training data. 
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Table 1 (Continued)       

   Sensors Used  

 Sample Model(s) Accel. Gyro. Other Key Findings 

    D’souza and R, 

      2017 (168) 

10 unknown KNN 

NB 

SVM 

CIT 

DTr 

RF 

X X  Combining accelerometer and 

gyroscope data showed 

promise for achieving higher 

classification agreement than 

either can achieve alone. 

Other Studies 
      

    Najafi et al., 

      2003 (169) 

44 adults Custom X X 

 

Classifier recognized various 

types of postural transitions 

with > 90% sensitivity across 

laboratory, clinical, and free-

living settings 

    Pärkkä et al., 

      2007 (170) 

11 adults OLSR X X  Within attachment sites (hip, 

wrist, ankle), accel. models 

had lower root mean squared 

error than gyro. models. The 

effectiveness of accel. versus 

gyro. data was dependent on 

the specific activity in 

question. 

    Vathsangam et al., 

      2010 (24) 

8 adults BLR X X  Combining accel. and gyro. 

data led to error reductions up 

to 58.8% for predictions of 

oxygen consumption. 
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Table 1 (Continued)       

   Sensors Used  

 Sample Model(s) Accel. Gyro. Other Key Findings 

    John et al., 

      2011 (171)  

    + Liu et al., 

      2012 (172) 

50 adults SVM (Gaussian) 

SVM (linear) 

KNN 

LDA 

NB 

SVR 

X  X Combining accel. and 

respiration data led to correct 

intensity classification of 

73.7% ± 13.5 and root mean 

squared error of 0.4 METs for 

EE assessment 

    Reiss and Stricker, 

      2012 (158) 

9 adults DTr 

DTr (bagged) 

DTr (boosted) 

NB 

KNN 

X X X Provided a benchmark dataset; 

KNN had highest intensity 

classification accuracy 

(96.7%). 

    Hibbing et al., 

      2018 (25) 

30 adults 2RM X X X Gyro. effectively distinguished 

between sedentary behavior 

and locomotor versus 

intermittent activities. Across 

attachment sites (hip, wrists, 

and ankles), root mean squared 

error was reduced by up to 

14.4% when combining accel. 

and gyro. data. Magnetometer 

data did not meaningfully 

contribute to any models. 

Accel.- accelerometer; gyro.- gyroscope; DTr- decision tree; ANN- artificial neural network; EM- ensemble method; SVM- support 

vector machine; RBFN- radial basis function network; BBN- Bayesian belief network; QDA- quadratic discriminant analysis; SD- 

standard deviation; NB- Naïve Bayes classifier; KNN- k nearest neighbors; NCC- nearest class center; BN- Bayes net; DTa- decision 

table; MP- multilayer perceptron; LR- logistic regression; RBC- rule-based classifier; RF- random forest; PSVM- probabilistic support 

vector machine; TAHAR- transition aware human activity recognition; CNN- convolutional neural network; LDA- linear discriminant 
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analysis; LSTM- long-short term memory; CIT- conditional interference tree; OLSR- ordinary least squares regression; BLR- 

Bayesian linear regression; SVR- support vector regression; METs- metabolic equivalents; EE- energy expenditure; 2RM- two-

regression model. 
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Below, studies are presented in two subsections, according to whether the focus was on 

activity type classification (which was true in most cases) or a different outcome such as EE 

(which was true in only a few cases). Within each subsection, studies are presented 

chronologically, with exceptions made in cases where methodological links between studies 

warrant non-chronological sequence. Before proceeding, it is important to note that the vast 

majority of evidence has originated from adult participants. The lack of youth-specific evidence 

will be addressed in the synthesis at the end of this review. 

STUDIES ON ACTIVITY TYPE CLASSIFICATION. Pärkkä et al. (22) were among the first to 

explore sensor fusion. They recruited 16 adult volunteers (three females) to performed a 2-h, 

semi-structured routine involving tasks in various contexts (e.g. home, transportation, public 

spaces). Throughout the protocol, participants wore an extensive system that provided 35 data 

streams from sensors worn on the wrist, chest, finger, forehead, shoulder, and upper back. The 

sensors ranged from wrist- and chest-worn accelerometers to a microphone (for recording 

ambient noise) and global positioning system (GPS; for tracking location). Features were 

calculated in the time and frequency domains, and visually compared to determine which were 

most effective for distinguishing between lying down, sitting or standing, walking, running, 

Nordic walking, cycling, and rowing. Three classification models were developed, namely a 

hand-built decision tree, standard decision tree, and artificial neural network (ANN). Model 

performance (i.e., classification accuracy) was compared using leave-one-subject-out cross-

validation. For individual activities, classification accuracy varied widely, from 22% (ANN, 

running) to 97% (both decision trees, running). For all activities combined, classification 

accuracy was highest (86%) using the standard decision tree, whereas the hand-built decision 

tree and ANN (both 82%) were slightly lower. 
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In a follow-up to the study by Pärkkä et al. (22), Ermes et al. (23) presented a fusion-based 

(accelerometer and GPS) classifier that was developed from data collected on 12 adults who 

were each observed for 6 h. Accelerometers were placed on the hip and wrist, and the GPS was 

worn in a rucksack. The observation protocol included structured and unstructured activities, and 

a focus of the study was on changes in classification accuracy when training and cross-validating 

the models using different subsets of the data. The classification categories were the same as in 

the study by Pärkkä et al. (22), with the addition of overground cycling and football. 

Furthermore, the classifiers themselves were the same (hand-built decision tree, standard 

decision tree, and ANN), with the addition of a hybrid model combining the hand-built decision 

tree and the ANN. When structured and unstructured activity were included in both the training 

and cross-validation phases, percent correct classification for the hybrid model was 89%, 

whereas it dropped to 72% when using the structured data for training and the unstructured data 

for cross-validation. Thus, the findings underscored the importance of free-living data during 

model development. 

Lau et al. (156) developed a support vector machine (SVM) to predict walking activities 

using data from shank- and foot-worn devices that each contained an accelerometer and 

gyroscope. Participants (N = 3) wore the devices while performing five walking activities, and 

the SVM was able to achieve 100% classification accuracy when distinguishing between stair 

ascent, stair descent, and other forms of walking. The authors also examined other classification 

models (ANN, radial basis function network, Bayesian belief network) that all had lower 

classification accuracy than the SVM, yet still > 90%. In some of those cases, modest gains were 

attained by combining data from the shank and foot. 
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Boughorbel et al. (157) observed a two-year-old child during indoor activities while wearing 

a multi-sensor unit (triaxial accelerometer, barometer, and triaxial gyroscope) in the back pocket. 

They developed a quadratic discriminant analysis (QDA) model to predict seven activities, using 

video direct observation as a criterion measure. When using only accelerometer data, mean 

classification accuracy was 79.9% (SD: 1.5%), whereas it increased to 97.8% (SD: 0.2%) when 

using all sensors. 

Zhang et al. (20) developed a decision tree to classify postures, locomotor activities, and 

transitional activities from tilt angles that were obtained from a combination of accelerometer 

and gyroscope data. The algorithm was developed using mechanical data (e.g. obtained from an 

oscillator), after which it was tested on ten adult participants (five females) who wore three 

multi-sensor units on the chest and both thighs. Each unit contained a triaxial accelerometer and 

triaxial gyroscope. The participants performed short activity scripts involving postural transitions 

(e.g. sit-to-stand) and interchanges between standing and walking at different speeds. 

Specifically, the participants executed 10 sit-to-stand transitions, 10 stand-to-sit transitions, a 

sequence of stand-to-sit-to-lie-to-sit-to-stand transitions, and sequences of stand-to-walk-to-stand 

transitions (five repetitions each at preferred, slow, and fast walking speeds). The algorithm had 

100% sensitivity for locomotor activities and transitional activities, whereas for individual 

postures (i.e., sitting, standing, or lying) it had sensitivity of 96%-100%. 

Reiss and Stricker (158) and Baños et al. (159) presented benchmark data sets to enable 

ongoing research involving sensor fusion. Both data sets included primarily data from IMUs 

(each containing an accelerometer, gyroscope, and magnetometer) worn at various body 

locations. For the data set of Reiss and Stricker (158), nine adults (one female) wore three IMUs 

(chest, dominant wrist, and ankle on the same side as the wrist) and a heart rate strap while 
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performing up to 18 activities. Five modeling approaches were examined to provide benchmark 

performance metrics, with k nearest neighbors (KNN) achieving the highest overall classification 

accuracy (89.3%). For the data set of Baños et al. (159), 17 participants (no descriptions given) 

wore IMUs (nine total) on the back, arms, and legs. The participants performed 33 activities 

while wearing the sensors in three different ways (potentially differing in both exact placement 

and orientation) to examine the effect of incorrect sensor placement. Three models were 

examined to provide benchmark performance metrics, with KNN achieving the highest 

classification accuracy (> 90%; reported visually only). 

Nam and Park (147) studied ten children (16-29 months old; five females) who wore a waist-

mounted device containing a triaxial accelerometer, barometer, thermometer, and radio 

frequency identification chip. Direct observation was used as a criterion measure to code 

engagement in 11 behaviors (e.g. crawling, rolling), and models were trained to predict activity 

using eight approaches (e.g. naïve Bayes classifier and KNN). Sensitivity was assessed for 

individual activities, and averaged across activities as a measure of overall performance. When 

using only accelerometer data, the best-performing models were SVM, logistic regression, and 

decision tree (overall sensitivities of 86.2%, 86.9%, and 88.3%, respectively). When adding 

barometer data, overall sensitivity increased to 98.4% (SVM) and 96.3% (decision tree), with no 

data reported for logistic regression. 

Liu et al. (160) presented a primarily classification-focused application of the “integrated PA 

measurement system” (IMS) (171, 172), which was an array that included accelerometers (worn 

on the hip and wrist), respiration sensors (worn on the chest and abdomen), and an ultraviolet 

radiation sensor housed in the wrist accelerometer enclosure. While wearing the IMS, 

participants (N = 30, 14 males) performed a treadmill test and one of two activity routines 
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comprising a variety of intensities from SB to MVPA. Activity classification models were 

developed using SVM and KNN, and classification accuracy for both models was higher when 

using data from all sensors (85.1% ± 6.8% for SVM and 81.4% ± 9.6% for KNN), compared to 

accelerometers only (73.9% ± 14.0% and 68.7% ± 13.1%, respectively). 

Moncada-Torres et al. (161) developed models for classifying activities of daily living using 

data from ReSense devices (173) worn on the chest, both wrists, and both ankles. Each ReSense 

device contained an IMU (containing a triaxial accelerometer and triaxial gyroscope) and a 

barometric pressure sensor. Six adults wore the monitors while performing 16 activities ranging 

from SB to MVPA, and including upper limb-dominant activities such as food preparation and 

teeth brushing. Time and frequency domain features were calculated, and a specialized feature 

selection algorithm was used to determine which features should be retained in various KNN 

models. Classification accuracy was higher for the wrist-worn sensor models (96.2% ± 2.3%) 

than the all other models (mean classification accuracies of 85.7%-89.1%), which included a 

model that used data from all sensors. Thus, further investigations were focused only on the 

wrist, wherein a notable finding was that the feature selection algorithm removed all gyroscope 

features regardless of whether barometer data were included in the model or not. The authors 

concluded that the gyroscope may lack value for activity recognition, particularly in light of its 

disproportionate battery consumption compared to other sensors. 

Numerous studies have attempted to perform activity recognition using data from 

smartphone sensors, namely accelerometers, gyroscopes, and magnetometers (174–177). For the 

present work, smartphone applications have limited relevance, since there are fundamental 

differences between wearable devices (which are meant to be worn in a fixed location) and 

smartphones (which are meant to be transferred between various locations, particularly hands, 
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pockets, and holsters). However, there have been relevant insights in some cases, particularly 

from the studies by Shoaib et al. (41, 162). In one of their studies (41), participants (N = 4, all 

males) performed six activities while wearing smartphones on the right arm, right wrist, belt, and 

right jeans pocket. Seven classification models (e.g. SVM and ANN) were tested using features 

from individual sensors, as well as combinations. The main finding was that, for all attachment 

sites and models (except decision trees at the wrist and belt locations), classification accuracy 

was higher when combining accelerometer and gyroscope data (true positive rates of 87%-99%) 

than when using either alone (true positive rates of 73%-99%). Models using only gyroscope 

data tended to have worse performance than those using only accelerometer data, but for certain 

specific activities (i.e., walking up stairs and down stairs) the gyroscope models performed much 

better than the accelerometer models. Magnetometer models had the worst performance of all 

(e.g. true positive rate < 50% for naïve Bayes classifier on the belt), suggesting magnetometers 

have limited use for activity recognition. 

The second study by Shoaib et al. (162) addressed the individual contributions available from 

each sensor, including which features provided the greatest contribution to the observed 

performance. Ten participants (all males) wore five smartphones (both jeans pockets, plus right 

upper arm, right wrist, and belt) while performing the same tasks from the previous study (41), 

plus cycling. The analysis was robust, involving five attachment sites, nine classification models, 

three feature sets, three evaluation scenarios, and implementations for both individual and 

combined sensor use. The findings expanded on what was previously shown (41) by 

demonstrating that walking detection was primarily driven by time domain features (for 

accelerometer) and frequency domain features (for gyroscope), whereas for stair ascent and 

descent, both feature domains were important for both sensors. A notable finding was that it was 
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particularly useful to combine accelerometer and gyroscope data in situations where 

classification accuracy was low for each of them individually, and some evidence was provided 

that magnetometer data can be useful if a direction-independent feature set is used. 

Reyes-Ortiz et al. (163) used accelerometer and gyroscope data to perform activity 

recognition within a novel SVM-based framework called Transition-Aware Human Activity 

Recognition (TAHAR). Instead of using standard SVM models to predict activity type directly, 

TAHAR relied on probabilistic SVM models that generated probability estimates. That is, for 

each data window the models assigned a probability value to each of the possible activities. The 

final activity predictions were then made based on temporal analysis of probability trends, 

wherein unique emphasis was given to the recognition of transitional activities. The authors 

presented two approaches to classifying transitional activities, depending on whether transitional 

data were excluded during training or not. When excluding transitional data, TAHAR would 

infer transitional activities based on periods when the probabilistic SVM output gave low 

probabilities for all activities. When including transitional data, TAHAR could infer transitional 

activities from affirmative probability evidence. TAHAR was intended for use with 

accelerometer and gyroscope data from smartphones. However, the authors noted that additional 

sensors could be readily added, and demonstrations were also given using non-smartphone data. 

Three data sets were used to evaluate TAHAR using leave-one-participant-out cross-validation, 

meaning TAHAR was re-trained several times for each data set. For the first data set (178), the 

key finding was that TAHAR was much less effective at identifying transitional activities when 

excluding versus including transitional data in model training (classification errors of 7.8% ± 

8.6% and 0.2% ± 0.7%, respectively), whereas overall classification error was similar for both 

approaches (3.6% ± 4.4% and 3.2% ± 4.3%, respectively). The second data set (158) did not 
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include transitional data, but the key finding was that classification error was reduced by nearly 

half when using TAHAR (mean of 5.7%) versus a reference KNN model (10.8%). The third data 

set (159) also had no transitional data, but classification error was again much lower using 

TAHAR (mean of 0.5%) than a reference KNN model (4.0%). 

In a series of studies, Zebin et al. (164–167) examined activity recognition accuracy using 

multi-sensor units (each having a triaxial accelerometer and triaxial gyroscope) worn on the 

waist, both thighs, and both shanks. In one study (164), classification accuracy was compared 

between a SVM and a convolutional neural network. Data were obtained from 12 adult 

participants who performed six activities. The main finding was that the convolutional neural 

network was able to achieve slightly better classification accuracy than the SVM (97.0% versus 

96.4%) with a dramatically reduced computational cost (3.5 ms versus 10.6 ms). Another study 

(165) showed performance of the accelerometer and gyroscope separately. Five volunteers 

performed six ambulatory activities 10 times each. Several accelerometer-only models (ANN 

and SVM) were developed to establish proof-of-concept for feature extraction methods, and 

KNN models were set up to compare the effectiveness of accelerometer versus gyroscope data. 

Across all attachment sites (individually and combined), findings showed stronger classification 

accuracy for accelerometer data (83.1%-91.3% precision; 51.3%-62.4% recall) than gyroscope 

data (52.0%-85.2% precision; 19.4%-46.4% recall). In the next study by Zebin et al. (166), the 

focus was on combining accelerometer and gyroscope data and comparing classification 

accuracy across numerous modeling structures (e.g. SVM with quadratic kernel, versus ensemble 

classifier with bagging and boosting applied). Although results were not presented comparing 

accelerometer and gyroscope data, the authors noted that gyroscope data tended to contribute 

fewer meaningful features than accelerometer data. However, they also noted that gyroscope 
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features were able to improve classification accuracy for activities that involve substantial 

rotation. In their final study (167), hip-worn data from 20 participants were used to fit a long-

short term memory deep recurrent neural network, which was compared to other reference 

modeling approaches (e.g. SVM). The former model was able to obtain similar classification 

accuracy to the reference methods, while requiring substantially less training data to do so. 

Altogether, the studies of Zebin et al. (164–167) provided strong evidence that there is value in 

using both accelerometer and gyroscope data, even if the applications are more specialized for 

gyroscopes than accelerometers. 

D'souza and R (168) used a publicly-available data set (179) to examine activity recognition. 

Ten participants (characteristics unspecified) performed 12 activities (ranging from SB to 

MVPA) while wearing electrocardiography sensors along with accelerometers, gyroscopes, and 

magnetometers (all triaxial) in various locations. The authors used only accelerometer and 

gyroscope data from the right wrist and left ankle, with both sensors being worn at both 

attachment sites. Time domain features were extracted, and activity recognition was performed 

using various modeling structures (e.g. KNN, SVM). The focus was on comparing classification 

agreement when using data from single sensors, versus data from sensors grouped by attachment 

site (i.e., accelerometer and gyroscope combined, separately for the wrist and ankle), and versus 

data from sensors grouped by type (i.e., wrist and ankle combined, separately for the 

accelerometer and gyroscope). When using a portion of data from each participant for both 

training and testing, individual sensors. achieved correct classification of 81.0%-98.6% (wrist) 

and 75.8%-93.4% (ankle). The gyroscope tended to outperform the accelerometer on the wrist 

(depending on the modeling structure), while the sensors performed similarly to one another on 

the ankle. When combining accelerometer and gyroscope data, correct classification increased to 
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84.4%-100.0% (wrist) and 87.7%-94.3% (ankle). When using accelerometer data alone (wrist 

and ankle combined), correct classification was 91.9%-98.6%, whereas it was 85.3%-98.1% 

when using gyroscope data alone. The study provided evidence that gyroscope data can 

complement accelerometer data, and that combining the two can potentially lead to improved 

classification compared to using either of them alone. 

STUDIES ON OTHER OUTCOMES. Occasionally, sensor fusion studies have focused on 

outcomes other than activity type classification. For example, Najafi et al. (169) presented a 

system for detecting postural transitions in elderly participants. The device was a chest-mounted 

kinematic unit containing two accelerometers and a gyroscope, and assessments were made in 

three contexts, i.e., a laboratory setting (n = 11 older adults), a clinical setting (n = 24 older 

adults), and a free-living setting (n = 9 older adults). In each setting, the classifier had sensitivity 

> 90% for various types of transitions, e.g. sit-to-stand or stand-to-sit. 

Pärkkä et al. (170) examined how accelerometer and gyroscope data from the hip, non-

dominant wrist, and ankle (same side as wrist) related with EE during common everyday tasks. 

Specifically, 11 adults (six males) performed activities ranging from light PA (e.g. folding 

laundry) to vigorous PA (e.g. treadmill running at 85% maximal effort). The analysis was 

focused on assessing the strength of linear relationships between signal and EE, where indirect 

calorimetry was used as a criterion measure. Thus, simple linear regression models were fitted, 

which showed lower root mean squared error for ankle-worn data (1.2 METs for the 

accelerometer model and 1.3 METs for the gyroscope model) than for hip- and wrist-worn data 

(1.4 METs for the accelerometer models and 1.7-2.1 METs for the gyroscope models). 

Generally, accelerometer models performed better than gyroscope models, but there were certain 

activities (notably stair walking for all three attachment sites) for which the reverse was true. 
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Vathsangam et al. (24) combined accelerometer and gyroscope data to predict oxygen 

consumption (VO2) during walking. Adult participants (N = 8, four females) performed treadmill 

walking at five speeds between 2.5 and 3.5 miles per hour. Throughout the trials, participants 

wore an IMU (containing an accelerometer and gyroscope) on the hip, as well as a facemask for 

criterion measurement of VO2 via a metabolic cart. Data were isolated from steady state periods, 

and Bayesian linear regression was used to form different predictive models based on different 

combinations of sensor data. The main finding was that prediction error was lower by up to 

58.8% when combining accelerometer and gyroscope data than when using accelerometer or 

gyroscope data alone. 

John et al. (171) and Liu et al. (172) used the IMS to predict a variety of outcomes (i.e., 

minute ventilation, breathing rate, activity intensity, and EE) beyond activity classification. For 

the calibration procedures, participants (N = 50) performed one of two indoor activity routines 

involving activities that ranged from SB to MVPA. A rich modeling approach was taken in both 

studies, whereby different sensor combinations were explored, along with different modeling 

approaches including SVM, k-nearest neighbors, naïve Bayes, linear discriminant analysis, and 

support vector regression. The IMS showed promise for predicting activity intensity, with correct 

classification reaching 73.7% (SD: 13.5%) for the SVM when combining accelerometer and 

respiration data. Similarly for EE, the best performance (root mean squared error 0.4 METs; 

mean bias -0.0 METs; mean absolute percent error 6.3%) occurred when using combined data 

from the accelerometers and the abdominal respiration sensor. 

In the previously described benchmark data set of Reiss and Stricker (158), activity intensity 

(light, moderate, or vigorous) was also examined. The compendium of physical activities (180) 

was used to assign an EE value for each activity, which was then encoded to intensity. Five 
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models were examined to obtain benchmark values for correct classification of activity intensity, 

with KNN achieving the highest value (96.7%). 

Hibbing et al. (25) presented two-regression algorithms for GT9X devices worn on the hip, 

both wrists, and both ankles. In their study, adult participants (N = 30, 10 females) performed 10 

activities for seven minutes each while wearing the GT9X devices and a portable indirect 

calorimeter (for criterion measurement of EE). Three algorithms were developed for each 

attachment site, the first including only accelerometer data, the second including accelerometer 

and gyroscope data, and the third including accelerometer, gyroscope, and magnetometer data. 

During the initial classification stages of the two-regression algorithms (i.e., detection of SB and 

locomotion), gyroscope data produced better discrimination than accelerometer data, including 

100% sensitivity and specificity for SB classification at all attachment sites and ≥ 93.1% 

sensitivity and specificity for locomotion at all attachment sites. For the hip and ankles, 

combining gyroscope and accelerometer data led to improvements in root mean squared error 

(reductions of 0.1-0.2 METs, or 12.3%-14.4%) and mean absolute percent error (reductions of 

2.6%-6.0%), whereas improvements were smaller for the wrists. Adding magnetometer data did 

not meaningfully affect any of the algorithms, as reflected in mean absolute percent error 

increases of 0.2% (all sites). 

Summary and Transition 

Over time, sensor usage has changed dramatically in PA assessments. So far, this review has 

emphasized changes related to data acquisition (i.e., procedural factors), with a particular focus 

on sensor fusion. The next section will cover changes related to the way data are handled 

following data acquisition. 
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Computational Factors in Sensor-Based PA Assessment 

To obtain estimates (e.g. EE) from sensor data, three steps are necessary, namely 

segmentation, feature generation, and model application (15, 27, 181). Each step is reviewed 

below, along with relevant innovations that have been presented in previous work. Afterwards, 

methods are discussed that have involved innovations for multiple steps. 

Segmentation 

Segmentation refers to the way sensor data are partitioned into analytical subunits. The 

default approach has long been the epoch method, in which partitioning occurs at fixed time 

intervals, e.g. every second or every minute. The epoch method is a special instance of sliding 

window segmentation (27) in which the windows do not overlap. However, there are alternative 

segmentation approaches others have sometimes taken. Apart from overlapping-window 

approaches, Preece et al. (27) described event-based and activity-defined segmentation as the key 

alternatives. Event-based segmentation is an approach designed to create segments based on 

event sequences (e.g. heel strike and toe off), whereas activity-defined segmentation is an 

approach designed to create a new segment each time a new activity occurs. Both approaches 

rely on segmentation algorithms to detect when specific events occur or when transitions 

between activities occur. The difference is that event-based segmentation may be discontinuous 

and sequence-based (e.g. retaining data only between heel strike and toe off, while discarding 

data between toe off and heel strike), while activity-defined segmentation is continuous. Event-

based segmentation is more common in biomechanical applications, and thus is not highly 

relevant to sensor-based PA assessments. However, activity-defined segmentation is becoming 

increasingly important, and warrants discussion. Below, activity-defined segmentation 

techniques are presented in two broad categories, i.e., dynamic segmentation and change point 
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detection. A subsection is devoted to each category, with studies being presented chronologically 

within each subsection except for cases where methodological links between studies warrant 

non-chronological sequence. Notably, gait-focused studies will not be discussed (182–184). 

DYNAMIC SEGMENTATION. It is easiest to think of dynamic segmentation as an extension of 

the epoch method, wherein extra processing steps are added that allow each epoch to expand or 

contract until its start and end correspond to the onset and offset of a single activity. There have 

been a variety of implementations, often with an emphasis on smart home applications (185–

191). For this review, smart homes are not highly relevant, and thus the examples given below 

are from studies focused on wearable sensors. 

Kozina et al. (36) presented one of the first dynamic segmentation algorithms for sensor-

based PA data, drawing on work that originated in other areas (192, 193). Their algorithm 

identified runs of decelerating data points, where the overall deceleration exceeded a 

dynamically computed threshold. For all such runs, the ending points were used to define breaks 

between consecutive windows, thereby allowing the windows to have different (and dynamically 

determined) sizes. In an experimental evaluation, 11 participants performed six types of activity 

(e.g. lying or sitting) and four types of transitions (e.g. sit-to-stand) while wearing 

accelerometers on the chest and left thigh. Across all activities and transitions, dynamic 

segmentation led to the higher classification accuracy (92.9%) than sliding window approaches 

(89.0% and 89.6% for non-overlapping and overlapping windows, respectively). 

Noor et al. (37) took a similar approach to Kozina et al. (36), noting that such approaches 

have been common across a variety of applications. Their algorithm included three decision 

trees: one for detecting transitional activities, another for classifying the latter activities (e.g. as 

sit-to-stand or stand-to-sit), and another for classifying the remaining non-transitional activities 
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(e.g. as walking or sitting). Whenever a transitional activity was identified, the window 

expansion routine was initiated, wherein successive expansions were performed and compared in 

terms of probability fit within a multivariate Gaussian distribution. The finalized window size 

was selected based on the highest probability. Their models were developed using laboratory 

data from hip-worn accelerometers worn by six participants (five adults and one child) in a 

controlled setting. Two public data sets were used for independent validation, wherein their new 

algorithm was compared to a baseline algorithm based on a sliding window approach. In both 

cases, the new algorithm had overall recall > 95%, and outperformed the baseline method by 

5.5%-5.6%. 

Gharghabi et al. (38) presented a multipurpose segmentation algorithm applicable to sensor-

based PA assessment. Their algorithm took a geometric approach, wherein transition points were 

identified when the shape of the time series changed. The changing shapes were identified based 

on arc curves, which were values that changed in relation to the probability of a transition 

occurring. Based on changes in the arc curves, their algorithm was able to identify transition 

points. To demonstrate the multipurpose effectiveness of their algorithm, performance was 

assessed on a variety of data sets, including a physical activity data set. In the latter case, 

accelerometer and gyroscope data were used to perform the segmentation. A formal analysis was 

not presented, but visual examples were given showing excellent alignment between the 

predicted transitions and the labeled sensor data. 

CHANGE POINT DETECTION. In contrast to the theory-driven approach of dynamic 

segmentation, change point detection entails a statistical approach. Specifically, change point 

detection algorithms search for changes in the statistical properties of time series data. Many 

algorithms have been developed, for many types of outcomes, as summarized by 
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Aminikhanghahi and Cook (39). Fundamentally, the algorithms work by labeling each data point 

with a change score, where higher scores reflect greater likelihood that a transition has occurred. 

The change scores are determined by comparing the distribution of data on either side of the data 

point in question, where greater dissimilarity is reflected in a higher change score. Thresholds 

can then be determined (e.g. using receiver operating characteristic analysis) such that transitions 

are predicted whenever the change score exceeds a certain amount. A full treatment of change 

point detection is outside the scope of this review, but several studies are notable either for their 

inclusion of PA data, or for their implications in sensor-based PA assessments. 

Kawahara and Sugiyama (194) presented a novel approach to change point detection, 

whereby change scores could be obtained without estimating the probability distributions on 

either side of each data point. Instead, the ratio of the distributions could be directly estimated, 

which dramatically simplified the algorithm. Liu et al. (195) extended the density estimation 

approach by presenting the relative unconstrained least squares importance fitting (RuLSIF) 

method, which has been shown to be one of the most effective change point detection methods 

across a range of applications (39). For physical activity specifically, Feuz et al. (42) used 

RuLSIF to identify activity transitions using smart home data from both structured (N = 15 

adults, nine females) and unstructured (N = 8 older adults, six females) activity protocols. For 

both data sets, RuLSIF had true positive rate > 80% and false positive rate < 15%, both of which 

were better than baseline methods. 

Killick et al. (196) presented the pruned exact linear time (PELT) algorithm. Although it has 

not been applied to PA data, it bears mentioning from the perspective of computational cost. 

Runtime is an important consideration for change point detection algorithms, and PELT is one of 

the fastest (196). It is built on a dynamic programming foundation with machine learning 
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characteristics. Specifically, the algorithm iteratively adjusts to the data in such a way that a cost 

function is minimized. Killick et al. (196) demonstrated PELT on a variety of data sets (both 

simulated and real, none involving PA data), showing a much stronger balance of performance 

and runtime compared to other methods. 

Sprint et al. (43) presented a method called physical activity change detection (PACD), 

which provided a framework for evaluating the significance of change scores. Thus, transitions 

could be predicted whenever the change score exceeded a significance threshold, rather than 

based on receiver operating characteristic curves or similar methods. The PACD method was 

unsupervised, meaning it provided information about data structure (e.g. in terms of participant 

habits related to bout length) rather than information about deviation from a criterion measure of 

activity transitions. To demonstrate PACD, the authors combined it with numerous change point 

detection methods, and used two data sets (one using simulated data based on a Fitbit Charge HR 

(143), and the other using data from Fitbit Flex monitors (197) worn by 11 older adults) to 

compare data structure discoveries from each method. The main finding was that PACD was 

able to detect changes when paired with any of the change point detection algorithms.  

Ni et al. (44) used the multivariate online change detection algorithm (198, 199) in a 

laboratory-based activity recognition framework. Participants (N = 10) wore an accelerometer on 

the wrist while performing 12 activities, including three stationary activities (e.g. sitting), three 

dynamic activities (e.g. walking), and six transitional activities (e.g. sit-to-stand). After applying 

the segmentation algorithm, various classification models were applied, of which random forest 

performed the best (95.5% correct classification). Agreement decreased when using standard 

segmentation methods, namely sliding windows with 50% overlap (94.7% correct classification) 

and no overlap (93.6% correct classification). For recognition of specific activities, the results 
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generally followed similar trends (especially for transitional activities), with the segmentation 

algorithm achieving the highest sensitivity, followed by sliding windows with 50% overlap and 

no overlap. Of studies focused on physical activity data, the study by Ni et al. (44) provided 

some of the strongest evidence in favor of change point detection. 

Recently, Twaites et al. (40) presented an adaptation of a method known as online Bayesian 

change point detection (OBCPD)(200), which runs quickly and allows multivariate data. Data 

were obtained in a laboratory setting, as well as in free-living environments. In the laboratory 

study, 16 participants (characteristics unspecified) wore a GENEActiv accelerometer on the right 

wrist while performing repeated transitions (sit-to-stand, stand-to-sit, sit-to-walk, walk-to-sit) at 

specific intervals. Direct observation was the criterion measure of when the transitions occurred. 

In the free-living study, 47 participants (characteristics unspecified) wore a GENEActiv 

accelerometer on the right wrist and an activPAL device on the thigh (side unspecified) for one 

week. The activPAL data were used to identify postural transitions, which were then used as a 

criterion measure. In both studies, performance comparisons were made between OBCPD and 

existing dynamic segmentation methods (32, 36, 37). For the laboratory data, all methods were 

tested using different combinations of accelerometer axes, as well as with and without a 

refractory period, if applicable. OBCPD had Matthews correlation coefficients (201) of 0.38-

0.76 (versus 0.18-0.58 for the existing methods) and root mean squared errors of 3.17-7.99 s 

(versus 4.42-7.43 s for the existing methods). For the free-living data, methods were tested with 

and without a refractory period, and only two comparison methods were tested (32, 36). The 

analytical emphasis was placed on sensitivity and mean minimum distance as performance 

metrics, as well as ratios of those metrics to the values obtained when predicting the same 

number of transitions at equally spaced intervals. OBCD had sensitivity of 80.2%-83.1% 
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(compared to 63.2%-87.2% for the existing methods) and mean minimum distance of 3.54-3.67 

(compared to 5.16-8.73 for the existing methods). OBCD had ratio metric values from 2.40-3.21 

(compared to 1.74-3.02 for the existing methods). The study presented one of the first potentially 

usable change point detection methods for sensor-based PA assessment. 

Feature Generation 

Feature generation refers to segment-level data aggregation that prepares the data for input 

into the actual predictive model (15, 27, 202). An intuitive example is the computation of activity 

counts, wherein raw data are first gathered within each segment (i.e., each epoch), then filtered, 

rectified, and summed for each segment (21). The latter process is often treated as a 

downsampling step that occurs prior to feature generation, but it is actually per se a simple 

example of feature generation. 

In machine learning settings, a wide range of features are used, some of which require much 

more complicated computations than activity counts. Generally, features are classified as 

heuristic, time domain, frequency domain, or time-frequency domain (27, 203). Apart from the 

features themselves, there are methods that can guide the decision of which features to use. Such 

feature selection methods are categorized as filter methods, wrapper methods, and embedded 

methods (204, 205). An exhaustive treatment of feature generation is outside the scope of this 

review, and many of the important feature-related trends in sensor-based PA assessment will 

come up in the following section on model application. Nevertheless, several studies have made 

feature-specific contributions that warrant mention here. 

Preece et al. (206) compared classification accuracy for a KNN model when using 14 

different feature sets, seven using time-frequency domain (i.e., wavelet) features, and seven 

using other features from the time and frequency domains. Data were obtained from 20 adult 
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participants (10 males) who wore accelerometers on the hip, thigh, and ankle while performing 

eight activities that ranged from walking to running and jumping. Video direct observation was 

used as a criterion measure of behavior timing, and participants were given a high level of 

autonomy to determine the pace of each activity and the timing of transitions. When using hip, 

thigh, and ankle data in the KNN model, classification accuracy was 87.3% ± 12.1% for the time 

and frequency domain feature sets, compared to 77.4% ± 13.6% for the wavelet feature sets. 

Thus, the study provided evidence that wavelet features may have limited utility for recognizing 

MVPA. 

Kate et al. (207) compared feature sets and classifiers using hip-worn accelerometer data 

collected from 146 adults (67 males). Participants completed six treadmill walking tasks (speed 

from 1.5 to 4.0 miles per hour) and five activities of daily living (e.g. computer work, moving 

boxes) while wearing the accelerometer and a portable indirect calorimeter for criterion EE 

assessment. Nine predictive models (e.g. SVM, random forest, and linear regression) were fitted 

to predict activity type or EE. Many features were calculated and compared, being broadly 

categorized as basic statistical features (e.g. percentiles and lag-1 autocorrelation), all statistical 

features (e.g. coefficient of variation, skewness, and zero crossings), distance based features (e.g. 

dynamic time warping), and ngram features (which involve specific techniques from document 

analysis). Classification accuracy was highest when using the SVM, so it was used as the basis 

for feature comparisons, which showed that it was more effective to combine several categories 

of features, rather than using any category alone. Specifically, the highest classification accuracy 

(86.7%) was obtained when using all statistical features and derivative dynamic time warping, 

whereas classification accuracy for individual feature categories ranged from 65.8% (derivative 

dynamic time warping) to 81.8% (ngram features). For EE estimates, there was limited 
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distinction between models and feature sets, which prompted the authors to advocate for 

predictive frameworks that first classify activities, then use specialized models to predict EE 

based on the activity classification. 

Kheirkhahan et al. (208) compared features using hip-worn accelerometer data collected 

from 1135 older adults (778 females) in free living environments. The study objective was to 

identify the feature (or features) that most effectively enabled objective detection of mobility 

impairment, using clinical assessments as a criterion measure. Features were calculated based on 

individual axes, vector magnitude, and steps. The initial total was 67 features, of which 37 were 

removed due to multicollinearity. Based on five feature selection approaches, models were able 

to correctly classify 76.7%-79.3% of participants, with a variety of features (e.g. magnitude-

based, variability-based, timing-based, and step-based) contributing to the performance. Thus, 

the study provided evidence that several features are necessary to identify mobility impairment. 

Apart from studies that have directly examined specific features, some studies have adopted 

feature selection methods that allow a model to self-identify useful features. Although feature 

selection methods are not the primary focus in this section, notable applications have been slow 

feature learning as presented by Koch et al. (209), and various methods (both supervised and 

unsupervised) presented by Kheirkhahan et al. (210). Such methods have not been widely 

adopted in general practice for sensor-based PA assessment, but they may become increasingly 

important as sensor-based PA assessment continues to evolve. 

Model Application 

Once features have been calculated for each segment, the features can be fed into a model 

that predicts a specific outcome variable, e.g. EE. In the preceding sections, there have been 

references to many different modeling structures, along with several different outcome variables. 
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In this section, the objective is not to provide an exhaustive overview of different models and 

how they work, but rather to highlight key studies that have pioneered the use of complex 

models (especially those involving machine learning) in sensor-based PA assessment. 

Linear regression and receiver operating characteristic cut-points have already been 

discussed as the traditional approaches to producing estimates from sensor data. Pober et al. (18) 

were among the first to demonstrate alternative approaches, namely QDA and hidden Markov 

model (HMM), both of which they used to classify various activities from simple features (mean 

and standard deviation). Six adults (four males) performed four activities while wearing a hip-

worn uniaxial accelerometer. On average, QDA correctly recognized activities for 70.9% of time 

points, whereas HMM correctly recognized 80.8%. The study provided a strong proof of concept 

for the use of machine learning in sensor-based PA assessment. 

Rothney et al. (116) were among the first to take a machine learning approach for EE 

prediction. Furthermore, they were among the first to create a model using raw acceleration data. 

Data were collected from 102 adults (46 males) who were assessed in a room calorimeter for 

approximately 24 hours, while wearing a hip-worn ActiGraph accelerometer and a modified 

IDEEA array. During the protocol, participants performed two scripted activity routines that 

elicited a range of intensities from SB to MVPA. For the hip-worn accelerometer, an ANN was 

developed to predict EE from five minute-by-minute features (peak value, interquartile interval, 

minimum 10-s coefficient of variation, sum of signal power < 0.7 Hz, and sum of signal power > 

0.7 Hz), plus several demographic features (sex, age, height, body mass, and ethnic background). 

The model performance was then compared against the criterion measure (i.e., room calorimeter) 

as well as the proprietary IDEEA algorithm and an existing ActiGraph regression-based model. 

Mean absolute error was lower for the ANN (0.3 ± 0.1 kcal·day-1) than the IDEEA (0.4 ± 0.1 
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kcal·day-1) or regression-based model (0.5 ± 0.1 kcal·day-1), which showed that sophisticated 

modeling could improve EE prediction without the limitations of obtrusive arrays like the 

IDEEA. 

Two more ANN models were presented by Staudenmayer et al. (211), one for predicting EE 

and another for predicting activity type. Data were obtained from 48 adults (24 females) who 

wore a hip-mounted accelerometer and portable indirect calorimeter while performing 6-18 

activities that ranged from SB to MVPA. The features for both models were five percentiles 

(10th, 25th, 50th, 75th, and 90th) and the lag-1 autocorrelation. The EE ANN was compared against 

three existing methods, and shown to have a lower root mean squared error (1.2 METs) than the 

other methods (1.6-2.1 METs). The activity type ANN correctly classified activities into one of 

four groups 88.8% of the time. The study had notable impacts on future research, including a 

replication study (with a larger training sample of 277 adults, plus an independent validation 

sample of 65 adults) by Freedson et al. (212). In that study, root mean squared error was 1.9 

METs, whereas two reference measures had root mean squared error of 2.0 METs and 2.1 

METs. For activity type classification, the ANN gave a correct prediction 80.9% of the time. 

Both the original study (211) and the replication study (212) were instrumental in the 

development of Sojourn accelerometer models (32–34), which will be a key focus in the 

following section. 

Zhang et al. (82) were among the first to apply machine learning techniques to data from a 

wrist-worn monitor. Data were obtained from 60 adults (24 males) who wore GENEA 

accelerometers on both wrists and the hip. Participants performed 10-12 activities across a range 

of intensities, and several classification models (decision tree, naïve Bayes, logistic regression, 

SVM, and ANN) were fitted to predict engagement in four activity categories. Features were 
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calculated from the signal vector magnitude (12.8-s sliding windows) and included the mean and 

standard deviation, plus nine features drawn from fast Fourier transform and discrete wavelet 

transform. Classification accuracy was similar for all modeling structures, ranging from 95.3%-

97.0% for either wrist, compared to 98.2%-99.6% for the hip. Thus, the study provided strong 

evidence to support the use of frequency and time-frequency domain features, and it was one of 

the first to show that doing so can narrow the performance gap between hip-worn and wrist-worn 

monitors. 

Ellis et al. (213) developed one random forest for EE prediction and another for prediction of 

activity type. Data were obtained from 40 adults (21 females) who performed six activities each 

(from a list of nine) while wearing three ActiGraph accelerometers (left and right hip, plus non-

dominant wrist) and a portable indirect calorimeter. For the EE prediction model, root mean 

squared error (1.0 METs for both hip-worn monitors; 1.1 METs for the wrist) was lower than 

three comparison methods (1.1-1.5 METs), which included the ANN of Staudenmayer et al. 

(211). Additional improvements were shown when combining data from various combinations of 

the three accelerometers, plus heart rate data. For the activity type prediction model, 

classification accuracies were 70.2% (right hip), 72.5% (left hip), and 80.2% (wrist), with 

minimal improvements obtained by combining accelerometers and heart rate data (maximum 

classification accuracy of 83.6%). The study was one of the first to apply random forest 

modeling in sensor-based PA assessment. 

Staudenmayer et al. (16) collected data from 20 healthy adults (10 females) who wore an 

ActiGraph accelerometer on the dominant wrist while performing a range of activities. A 

portable indirect calorimeter was used as the criterion measure of EE. Multiple models were 

developed, including simple models for predicting EE (multiple linear regression) and 
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classification activity intensity and basic type (decision tree). They also developed more complex 

models, i.e., ANN, SVM, and random forest. Features were mean and standard deviation, plus 

acceleration angles and frequency domain features. The primary analyses were focused on EE 

predictions, wherein root mean squared error was lowest using the random forest model 

(approximately 1.2 METs) than other models (approximately 1.3 METs for SVM and 1.4 METs 

for ANN, up to > 1.7 METs for regression-based methods). A key contribution of the study 

involved dissemination of the new methods, which were able to be subsequently implemented in 

several studies (214, 215) unlike many other novel methods in sensor-based PA assessment 

(216). 

Chowdhury et al. (217) provided a novel demonstration of ensemble learning, in which 

predictions are drawn from several models and combined to obtain a final estimate. Wrist-worn 

accelerometer data were drawn from three data sets that included adult and youth participants. A 

total of 45 features were calculated (10-s windows) from the time and frequency domains. Four 

standard classification models were fitted (decision tree, KNN, SVM, and ANN), and six 

ensemble techniques were compared, of which three were conventional ensemble techniques 

(i.e., bagged decision tree, random forest, and boosted decision tree) and three were customized 

(i.e., weighted majority voting, naïve Bayes combination, and behavior knowledge space). The 

key classification metric was the F1 score, with overall accuracy being represented as an average 

across all activities. Of the conventional ensemble methods, random forest performed the best for 

all three data sets, reaching average F1 of 79.7-85.0. When using standard classifiers, SVM was 

generally the strongest, with average F1 of 73.5-83.2. For the customized ensemble methods, 

weighted majority voting was the most effective technique, with average F1 of 76.9-86.0. The 

study made a novel contribution to sensor-based PA assessment by demonstrating ensemble 
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learning as a potential way to combine the strengths of various classification models while 

counterbalancing their limitations. 

Trost et al. (218, 102, 219) have provided key extensions of previous work by examining 

youth-specific applications and the importance of attachment site for machine learning model 

performance. In an initial study (218), ANN models were developed to predict EE and activity 

type in youth, similar to the approach taken by Staudenmayer et al. (211) in adults (including the 

use of the same features, calculated in various window sizes). The study included 100 

participants who wore a uniaxial ActiGraph accelerometer on the right hip, along with a portable 

indirect calorimeter for criterion measurement of EE. The participants completed 12 activities, 

which were grouped into five categories. Overall classification accuracy was > 80%, regardless 

of window size, with greater agreement in 60-s windows (88.4%) than 10-s windows (81.3%). 

For EE prediction across window sizes, root mean squared error was 30%-40% lower for the 

ANN (0.9-1.1 METs) than two established regression equations (1.3-1.5 METs). 

A subsequent study (102) was devoted to addressing performance differences between hip 

and wrist data when classifying activity type. Data were obtained from 52 children and 

adolescents (28 males) who wore triaxial ActiGraph accelerometers on the hip and non-dominant 

wrist while performing 12 activities that were grouped into seven categories. Features were the 

same as Staudenmayer et al. (211), with the addition of several time domain features, e.g. 

skewness and zero crossings. Regularized logistic regression was used for the classification, and 

results showed 91.0% correct classification for the hip model, versus 88.4% for the wrist. Thus, 

the study provided youth-specific evidence that advanced modeling can lead to similar 

performance at both sites. 
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Trost et al. (219) presented additional data collected from preschoolers (N = 11, six females) 

who performed 12 activities while wearing triaxial ActiGraph accelerometers on the hip and 

non-dominant wrist. The activities were grouped into five categories, and two classification 

models (random forest and SVM) were developed using similar features (time and frequency 

domain) to previous work (15, 102). The mean percent correct classification was 78.1%-81.8% 

for the hip and wrist individually or combined. Similarly for the SVM, percent correct 

classification was 80.4%-85.2%. Weighted kappa scores ranged from 0.76-0.84, which was 

considerably higher than comparison methods (κ = 0.49-0.65) that were developed using 

traditional receiver operating characteristic analyses. 

Novel Methods 

Traditional analyses (e.g. regression equations and receiver operating characteristic cut-

points) took primitive approaches to segmentation, feature generation, and model application. 

Segmentation and feature extraction were accomplished by calculating epoch-by-epoch activity 

counts, and model application was accomplished by plugging the count values into the 

corresponding model. The previous sections have shown that sensor-based analyses have 

evolved in all three areas. The evolution has made it possible to address more outcomes beyond 

activity intensity and EE. Intille et al. (62) listed nine outcomes of interest in PA assessments, 

many of which have been approached from a sensor-based perspective. One key example is 

identification of individual activities, which can potentially lead to subsequent EE and intensity 

predictions (via activity-specific models) that are more effective than predictions from a catchall 

model. The latter paradigm has been referred to as “divide and conquer” (220, 221), and it is one 

of two major innovative categories, with the other being Sojourn methods. Both categories are 

discussed below. 
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“DIVIDE AND CONQUER” PARADIGM. Two-regression models (2RMs) are the best-known 

example of the divide and conquer paradigm. In a 2RM, there are two regression equations that 

correspond to different activity categories. Simple signal features are used to determine which 

equation to use on an epoch-by-epoch basis. Additionally, low-magnitude signal is assigned a 

static resting EE value. One of the earliest 2RMs was presented by Heil et al. (93), who 

calibrated 2RMs for Actical accelerometers worn on the hip, non-dominant wrist, and ankle 

(same side as wrist monitor). The calibration procedures involved 24 children (14 males) and 24 

adults (12 males) performing 10 activities (ranging from supine rest to treadmill jogging) while 

wearing the accelerometers and a portable indirect calorimeter. Their algorithms involved two 

count-based cut-points that were visually determined. Below the first cut-point, the static resting 

EE value was assigned. Between the two cut-points, a linear regression was invoked based on 

data from sitting and cleaning activities. Above the second cut-point, a linear regression was 

invoked based on data from locomotor activities. For youth, mean total activity EE estimates 

differed from the criterion by 12.0 kcal (10.0%) for the ankle and ≤ 2.8 kcal (2.3%) for the hip 

and wrist. For adults, the differences were 27.4 kcal (18.1%) for the ankle, 7.1 kcal for the hip 

(4.7%), and 31.1 kcal (20.5%) for the wrist. Crouter and Bassett (222) presented another 2RM 

for hip-worn Actical devices, which was subsequently refined and compared to the Heil models 

by Crouter et al. (223). In the latter study, a 6-h free-living protocol was used, wherein 29 adults 

(17 females) performed self-selected behaviors while wearing a hip-worn Actical and a portable 

indirect calorimeter (which was used as the criterion measure of EE). Mean EE was within 0.1-

0.2 METs of the criterion for both the refined Crouter 2RM and the Heil 2RM. However, activity 

time estimates were more favorable for the former model. Specifically, estimated time spent in 

SB and light PA was within 0.7%-5.3% of the criterion for the refined Crouter 2RM, versus 
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7.2%-29.7% for the Heil 2RM. Errors were larger for time spent in moderate or vigorous PA, but 

again the refined Crouter 2RM was substantially better (within 28.4%-86.4% of the criterion) 

than the Heil 2RM (within 100.0%-108.5%). 

Following the study of Heil et al. (93), Crouter et al. (17) presented the first of several 2RMs 

for hip-worn ActiGraph accelerometers. The key novelty of the Crouter 2RMs was that, instead 

of using count-based cut-points to select from different linear EE prediction equations, a 

variation-based cut-point (i.e., signal coefficient of variation) was used to determine whether a 

log-linear equation (for locomotion) or cubic equation (for lifestyle activities) should be used. 

Data were obtained from 48 adults (24 females) who wore a hip-worn uniaxial accelerometer and 

portable indirect calorimeter (the criterion measure of EE) while performing up to 17 tasks 

ranging from SB to MVPA. Across all activities (mean criterion EE of 4.2 ± 2.7 METs) except 

cycling, the 2RM predicted 4.2 ± 2.6 METs, which was substantially closer to the criterion 

measure than three standard regression equations (means of 3.5, 4.0, and 4.4 METs). The 2RM 

only examined the coefficient of variation at the start of each minute, meaning it could not detect 

changes in variability that occurred within the minute. To overcome the latter limitation, a 

refined 2RM was published by Crouter et al. (31), in which coefficient of variation was 

determined on a rolling basis, rather than the original approach that used non-overlapping 

windows. On the same data set, the refined 2RM estimated 4.1 ± 2.6 METs and had a root mean 

squared error of 0.6 METs (compared to 0.7 METs for the original 2RM). Crouter et al. (224) 

performed an independent validation in a free-living sample of 29 adults (17 females) who were 

observed in 1-2, 6-h sessions. Compared to the criterion measure (indirect calorimetry), the 

refined 2RM produced higher mean estimates of light, moderate, and vigorous PA (by 9.6%-
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63.6%) and a lower mean estimate of SB (by 20.8%). When considering baseline methods, there 

were equivocal findings concerning which performed the best. 

A youth-specific 2RM was also developed by Crouter et al. (225). Data were obtained from 

109 youth (57 males) who wore hip-mounted triaxial ActiGraph accelerometers and a portable 

indirect calorimeter while performing one of three activity routines, each of which involved six 

activities across a range of intensities. Two 2RMs were developed, one using vertical axis 

counts, and the other using vector magnitude counts. Both 2RMs were developed using the same 

approach as the refined 2RM (31), except the units of EE were youth metabolic equivalents 

(notated METRMR). For all activities combined, the mean criterion EE was 3.1 ± 2.0 METRMR. 

For both 2RMs, mean EE was within 0.2 METRMR of the criterion, whereas for four reference 

methods the means differed by 0.3-0.4 METRMR. Thus, the study showed that 2RMs could be 

similarly effective in youth as adults. Crouter et al. (226) performed an independent validation in 

a sample of 72 youth (40 males) who performed structured activities or an approximately 2-h 

free-living assessment. For the structured activities, both youth 2RMs had root mean squared 

error between 0.1 METy (supine rest for the vector magnitude 2RM) and 2.6 METy (running for 

both 2RMs). When averaged across all activities, root mean squared error was 1.3-1.4 METy for 

the youth 2RMs, and 1.3-1.6 METy for baseline methods. In the free-living investigation, root 

mean squared error was 1.5-1.7 METy for all methods. 

Dongwoo and Kim (227) presented data from one adult male who performed five activities 

while wearing a portable indirect calorimeter (used as a criterion measure of EE) and 

accelerometers on the hip, wrist, and ankle (sides not specified). Results were presented for 

regression equations developed under three conditions. For the first condition, four regression 

equations (one for each sensor, plus another for all sensors combined) were fitted across all 
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activities combined. For the second condition, two regression equations (both using data from all 

sensors combined) were fitted, one for arm-dominant activities and the other for leg-dominant 

activities. For the third condition, four regression equations (each using data from all sensors 

combined) were fitted, again for arm-dominant and leg-dominant activities, but with an 

additional layer of subdivision based on high versus low intensity. The authors did not present a 

method for classifying data into any of the categories, and thus the analysis was strictly focused 

on comparing error with and without the use of specific regression equations for activity and 

intensity subgroups. For the first condition, standard error of the estimate was much lower when 

using all sensors combined (1.2 kcal) than any of the individual sensors (1.6-2.2 kcal). Standard 

error of the estimate decreased even further in the second (0.8 kcal) and third conditions (0.7). 

Although the study had extremely limited scope, it is notable for being one of the first to show 

the potential benefits of the divide and conquer paradigm outside of the 2RM framework. 

Bonomi et al. (228) used a divide and conquer approach to evaluate EE estimates in 15 free 

living adults (nine males). Doubly labeled water was the criterion measure of EE, and 

participants wore a triaxial Tracmor accelerometer on the lower back for five days. A previously-

developed decision tree was used to classify accelerometer signal into one of six activity 

categories (lie, sit-stand, active standing, cycle, walk, run) based on primarily time domain 

features (means and standard deviations of different axes, peak-to-peak distance) and one time 

domain feature (peak frequency). The compendium of physical activities (180) was used to 

assign a MET value for each activity, and daily aggregates were compared to doubly labeled 

water in terms of physical activity level (PAL, i.e., the ratio of total EE to basal metabolic rate), 

total EE, and activity EE. For the PAL analysis, simple linear regression was used to examine 

variability accounted for by the accelerometer-derived daily MET estimates. Additionally, PAL 
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was regressed against total daily activity counts. For total EE and activity EE, multiple 

regression was used to fit models where the key predictors were total activity counts or 

accelerometer-derived METs. Additional covariates were added from three categories, namely 

basal metabolic rate, basic physical characteristics (e.g. body mass), or advanced physical 

characteristics (e.g. fat-free mass). Separate models were formed for covariates in each category, 

and stepwise variable selection was used to determine which variables had the greatest 

explanatory value. For the PAL analysis, accelerometer-derived MET estimates explained 51% 

of the variability, compared to 46% explained by total activity counts. For total EE and activity 

EE, the percentage of explained variability always increased when using the accelerometer-

derived MET estimates compared to using total activity counts, with increases of 9%-13% except 

when predicting total EE with basal metabolic rate as a covariate (increase of 2%). Although 

none of the models explained more than 76% of the variance for PAL, total EE, or activity EE, 

the study provided some free-living evidence in support of the divide and conquer paradigm. 

Albinali et al. (72) presented a method designed to extend the Crouter 2RM framework. Data 

were obtained from 24 adults (10 males) who performed up to 22 activities while wearing a 

portable indirect calorimeter (criterion measure of EE), a hip-mounted uniaxial ActiGraph 

accelerometer, and additional triaxial accelerometers (not made by ActiGraph) on the hip, thigh, 

and upper arm (all on the dominant side). The algorithm used a decision tree to initially classify 

activity type using features from the time domain (axis distances, variability, and correlations) 

and frequency domain (entropy and spectral peaks). Regression equations were then invoked, 

which were specifically fitted using data from the activity predicted by the decision tree. The 

authors also presented algorithms that used the compendium of physical activities (180) in 

different ways (rather than regression equations), but the latter approaches will not be reviewed 
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here. Assuming perfect classification of the activities, the regression equations had mean error of 

1.5% across participant sessions. When using the decision tree to classify activity, mean error 

increased to 3.9%. Four reference methods were also evaluated, having mean error of 29.2%-

38.5%. Thus, the study demonstrated the merit of using many activity-specific regression 

equations, thereby providing a key extension of the Crouter 2RM while also confirming the 

value of the divide and conquer paradigm. 

Ruch et al. (229) examined EE predictions from an ANN versus activity-specific regression 

equations. Data were obtained from 43 youth (22 females) who performed eight activities while 

wearing a portable indirect calorimeter (criterion measure of EE) and hip-mounted triaxial 

ActiGraph accelerometer. Features (1-s epochs) included individual axis counts, vector 

magnitude, steps, and posture (obtained from the inclinometer function). Demographic variables 

were also included in the models. The activity-specific regression equations were fitted using 

backward selection of individual variables. Additional models were also tested, including 

reference methods (e.g. 2 RMs) and a variant of the activity-specific equations in which a 

decision tree was first used to classify activity and thereby determine which equation to use. The 

classification accuracy of the decision tree was also compared to a classification focused ANN. 

For all activities except crawling, absolute mean bias was lower using the ANN than the activity-

specific equations, with the margins ranging from 0.1 METs to 4.2 METs. When combining the 

decision tree with the activity-specific equations, absolute mean bias was lower than the ANN 

(by 0.1-2.0 METs) for all activities except cycling and running. Similarly, the combination of 

decision tree and activity-specific equations led to lower absolute mean bias (by 0.3-24.1 METs) 

than the reference methods, except for during walking and crawling using the Crouter vertical 

axis 2RM. Activities were correctly classified 60.5% of the time for the decision tree, versus 



 

- 57 - 

63.8% for the ANN. The study provided evidence that the divide and conquer paradigm may 

enable better EE predictions than catchall models (even machine learning models), with the 

added benefits of greater transparency, simplicity, and ease of use. 

Mu et al. (230) presented an approach called Bipart, which was broadly similar to the method 

of Ruch et al. (229). The Bipart algorithm first clustered data using a distance-based and block 

structured approach. An activity classification was then assigned, which was subsequently used 

to determine which of several EE prediction equations should be used. Data were obtained from 

112 children who performed supine rest and a subset (n = 6) of 18 possible activities. 

Throughout the trials, the participants wore a triaxial ActiGraph accelerometer on the hip, plus a 

portable indirect calorimeter (which was used as the criterion measure of EE). For each activity, 

multiple linear regression was used to develop a prediction equation based on accelerometer 

percentiles and autocorrelative features. The Bipart method had root mean squared error of 1.4 

METs when using leave-one-participant-out cross-validation, whereas comparison methods (in 

which the initial classification was made using more common models such as KNN) had root 

mean squared error between 1.4 and 2.6 METs. The study had similar implications to that of 

Ruch et al. (229), namely that effective EE estimation can be achieved using simple regression if 

there are multiple activity-specific equations to choose from, and an adequate way of recognizing 

which activity is being performed. 

Hibbing et al. (25) used 2RMs as a way to provide proof of concept for sensor fusion in the 

estimation of EE. The study has already been summarized (see “Studies on Other Outcomes” 

under “Sensor Fusion” in the procedural factors section), but it bears mention here as one of the 

most recent examples of both 2RMs and the broader divide and conquer paradigm. 



 

- 58 - 

SOJOURN MODELS. Of the innovative methods in sensor-based PA assessments, Sojourn 

models represent a minority that have included a distinct focus on dynamic segmentation. The 

term “Sojourn” refers to the underlying segmentation algorithm, which attempts to identify 

transitions between periods of non-movement and sojourns of movement (i.e., sustained periods 

of elevated accelerometer signal). After identifying the sojourns and thereby segmenting the 

data, predictions are made for each segment using techniques that differ depending on which 

Sojourn variation is being used. Specifically, there are three variations (32–34), which will be 

described below. 

Lyden et al. (32) presented the original Sojourn model, including separate versions for 

uniaxial versus triaxial data. Detailed descriptions of the two algorithms are beyond the scope of 

this review, but in general they both employed an approach whereby bouts of homogenous 

movement data were first identified using a Sojourn algorithm. Next, a decision tree was used to 

classify each bout as either activity or one of several types of inactivity. Finally, EE values were 

assigned using static values for the inactivity categories and ANN predictions for activity bouts. 

The Staudenmayer et al. (211) neural network was used for the last step, meaning features were 

the same as previously described (i.e., percentiles and lag-1 autocorrelation). The study used data 

from 13 adults (eight females) who were each observed in free-living for approximately 10 h 

while wearing a hip-mounted triaxial ActiGraph accelerometer. Direct observation was used as a 

criterion measure of behavior and EE. Six participants were randomly selected for model 

development, and the remaining seven were used for cross-validation, wherein root mean 

squared error was lowest for the Sojourn models (1.0 METs for both uniaxial and triaxial), 

compared to reference models for which root mean squared error ranged from 1.4 METs 

(Crouter refined 2RM) to 5.4 METs (Staudenmayer et al. (211) neural network). 
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A novel aspect of Sojourn models is their ability to be iteratively refined over time. The 

study by Ellingson et al. (33) provided an example of such refinement, which was achieved by 

fusing the existing Sojourn model with activPAL data, enabling more effective discrimination 

between SB and other forms of low-acceleration activity. Data were obtained from 49 adults (31 

females) who wore a hip-mounted triaxial ActiGraph accelerometer, plus a thigh-mounted 

activPAL accelerometer and a portable indirect calorimeter (for criterion assessment of EE) 

while performing 15 activities in a laboratory setting. Activities ranged in intensity from SB to 

MVPA. The new algorithm used activPAL data to identify postural transitions and add them to 

the list of transitions detected by the Sojourn bout detection algorithm. Furthermore, the 

activPAL data were used to adjust EE estimates for inactive periods, such that standing activities 

would have EE ≥ 1.5 METs and seated activities would have EE < 1.5 METs. The EE estimates 

from the original and updated models were similar (within 0.2 METs of one another for nine of 

15 activities; within 0.8 METs of one another for all but one activity), but classification of 

activity intensities was greater for the new model (overall correct classification of 78.7%) than 

the original (56.0%). The latter trend was driven primarily by much greater detection of light PA 

by the new method than the original. 

Hibbing et al. (34) presented youth-specific adaptations of the Sojourn model, with a key 

focus being to provide methods for activity counts and raw acceleration, as well as for hip-worn 

and non-dominant wrist-worn monitors. Instead of predicting EE, the models predicted intensity, 

i.e., SB, light PA, or MVPA. Calibration data were obtained from 54 youth (33 females) who 

wore triaxial ActiGraph accelerometers on the hip and non-dominant wrist while performing 12 

activities that were randomly selected from a diverse pool of 24. A portable indirect calorimeter 

was also worn as a criterion measure of EE, which was then encoded to intensity. The calibration 
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data were used to develop algorithms wherein bouts were first identified using a modified 

Sojourn algorithm. Afterwards, a newly-developed ANN was used to make two intensity 

predictions, one drawn from features calculated across entire bouts, and one drawn from features 

calculated in 15-s windows. In the final step, the two intensity predictions were fed into a hand-

built decision tree along with accelerometer data (i.e., activity counts or raw acceleration, 

depending on the model being used) to obtain a final estimate. For the ANN, features were 

primarily the same as the original Sojourn model (i.e., percentiles and lag-1 autocorrelation) 

based on Staudenmayer et al. (211). However, sex, age, and body mass index were also added as 

features to account for greater individual differences among youth than adults. An independent 

validation was carried out in simulated free-living, wherein 27 youth (13 females) completed one 

hour of unstructured activity. Direct observation was used as the criterion measure of intensity, 

and performance was compared between the new models and numerous reference methods. In 

terms of overall accuracy, the new methods (maximum correct classification of 56.7% using 

activity counts on the hip) did not outperform the reference methods (maximum correct 

classification of 59.6% when using the Freedson (231) cut-points). However, in terms of MVPA 

classification the new methods had some strengths, particularly when using activity counts on the 

hip (MVPA sensitivity and specificity of 97.1% and 76.2%, respectively). 

Summary and Transition 

In this section, a detailed review has been given of different approaches to analysis and 

modeling in sensor-based PA assessment. A particular emphasis has been given to two areas of 

innovation (i.e., the divide and conquer paradigm and Sojourn methods) that have shown 

exceptional promise in recent years. The following section concludes this review by synthesizing 

the evidence and bringing out gaps in key areas that are relevant to this dissertation. 
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Recap and Synthesis: Gaps with Respect to Segmentation and Sensor Fusion 

There is a vast body of previous work related to sensor-based PA assessment, and there are 

ongoing efforts to develop improved methods. Innovation can be approached from many angles, 

some that are procedural, and others that are analytical. On the procedural side, sensor fusion is a 

promising pathway that warrants further investigation. On the analytical side, activity-defined 

segmentation may lead to improvements, particularly through change point detection. 

Several studies have examined either sensor fusion or activity-defined segmentation, but few 

have done so in youth, and most have had small sample sizes. Almost no studies have combined 

sensor fusion and activity-defined segmentation. One exception was the demonstration given by 

Gharghabi et al. (38), with its combined use of accelerometer and gyroscope data for transition 

detection in youth (see “Dynamic Segmentation” under “Segmentation” in the computational 

factors section). While the former study informally demonstrated the potential value of 

combining sensor fusion and activity-defined segmentation, its scope was limited, and thus there 

remains much room for investigation. 

Among sensor-based PA assessment methods, the youth Sojourn approach is unique in its 

ability to be refined over time (34). Furthermore, activity-defined segmentation is a core focus 

within each youth Sojourn model. Therefore, the youth Sojourn approach represents a logical 

starting point from which to examine how sensor fusion and activity-defined segmentation 

interact, and whether their combination can lead to improved model performance. The latter 

observation forms the basis for the research questions to be addressed in the following chapters.
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CHAPTER III 

DESCRIPTION OF LABORATORY DATA SET
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Data were drawn from a larger study that has been presented elsewhere (154, 232). The 

present investigation used only a subset of the data, specifically focusing on indirect calorimetry, 

direct observation (DO), and research-grade multi-sensor devices worn on the hip and both 

wrists, as described below. Participants also wore other devices on the wrists, ankles, thighs, and 

shoes, which will not be discussed. In this chapter, the focus is strictly on describing how the 

data set was generated, whereas subsequent chapters will describe how the data were analyzed. 

Specifically, the data presented in this chapter will be used in Chapter 4 (pages 81-101) to 

address the first research question, and in Chapter 5 (pages 102-119) to address the second. 

Participants 

One hundred youth (age 6-18 y) volunteered to participate in the study. Recruitment was 

accomplished through word of mouth and publicly posted flyers, and was specifically aimed at 

obtaining an even balance across sex (i.e., matching numbers of males and females) and age 

group (i.e., matching numbers of participants between 6-9, 9-12, 12-15, and 15-18 years old). 

Written parental informed consent and youth assent were obtained prior to data collection, and 

exclusion criteria (e.g. contraindications to exercise, or recent musculoskeletal injury) were 

screened based on a health history questionnaire filled out for the participants by a parent or 

guardian. The study was approved by the University of Tennessee, Knoxville Institutional 

Review Board. The key materials used for recruitment and enrollment are shown in Appendix A 

(see page 211). 

Protocol 

Participants came to the Applied Physiology Lab on two occasions. At the first visit, 

anthropometric measurements were taken, followed by a 30-min resting metabolic rate (RMR) 

assessment. Then eight activities were performed, from a list of 16 (see Table 2). At the second 
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Table 2. Activities performed by participants in the laboratory study. 

 Operational Definition 

Activities Performed in Applied Physiology Lab  

    Supine rest Lying still on back with no further activity (i.e., no 

conversation, screen time, etc) 

    Reading Reading a book (hard copy) while seated or reclining, 

optionally at a table or desk 

    Internet surfing Using a desktop computer to perform self-selected online 

activities (e.g. for leisure or educational purposes) 

    Online gaming Using a desktop computer to play online games (e.g. 

Tetris, Pacman) 

    Reclining Occupying an office chair in a seated or reclined posture 

with no further activity (i.e., no conversation, screen time, 

etc.) 

    Sweeping Cleaning debris off the floor using a broom and dustpan 

    Dusting Cleaning various surfaces (tables, counters, etc.) using 

spray cleaner and paper towels 

    Cycling Pedaling on an auto-braked cycle ergometer at a self-

selected cadence and resistance (minimum 25 W) 

Activities Performed in Nearby Recreation Areas  

    Basketball Playing basketball (dribbling, shooting, one-on-one, etc.) 

    Soccer Playing soccer (dribbling, passing, shooting, etc.) 

    Catch Playing catch with a football (self-selected distance) 

    Jumping jacks Performing jumping jacks continuously at a self-selected 

pace maintainable for 4-5 min 

    Stair walking Ascending and descending a flight of stairs at a self-

selected pace maintainable for 4-5 min 

    Overground slow walk# Walking at a self-selected slow pace 

    Overground brisk walk# Walking at a self-selected brisk pace 

    Overground run# Running at a self-selected pace maintainable for 4-5 min 

#Performed in repeated circuits around pre-defined paths, i.e., following the baseline of an indoor basketball court or outdoor tennis 

court in half laps or full laps. 
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visit, the other eight activities were performed. Throughout all activities, participants wore 

activity monitors (ActiGraph GT9X; ActiGraph, LLC, Pensacola, FL, USA), as well as a 

portable indirect calorimeter (Cosmed K4b2; Cosmed, Rome, Italy) for assessment of energy 

expenditure (EE). DO was performed throughout the protocol using tablet-based software 

(Pocket Observer; Noldus Information Technology bv, Wageningen, The Netherlands) for focal 

sampling, which served as a criterion measure of activity type and transition timing, as well as 

posture. The sessions were video recorded in most cases (depending on participant opt-in), which 

allowed review of the DO data when necessary. 

Participants performed two bouts of each activity, one short (60-90 s) and the other long (4-5 

min). The activities were performed in one of two general locations, namely the Applied 

Physiology Lab or a nearby recreation area (e.g. indoor gym or outdoor tennis court). Each day, 

there was an approximately equal split of activities performed in each location. The activity 

order was restricted such that 1) the research team determined which eight activities would be 

performed each day, with combinations varying widely by design; 2) the same activity could not 

be performed twice in a row; and 3) repeated location changes were avoided. Outside of those 

restrictions, the participants selected the activity order, and a random number generator was used 

to determine whether the first bout of each activity would be short or long. 

Equipment 

ActiGraph GT9X 

For each participant, data from three GT9X devices were used. One device was worn on the 

right hip along the anterior axillary line at the level of the iliac crest, and the other two were 

worn on the wrists (i.e., one each on the dominant and non-dominant sides) immediately superior 

to the ulnar and radial styloid processes. The GT9X contains a triaxial primary accelerometer 
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and an inertial measurement unit (IMU). The primary accelerometer has a dynamic range of ±8 g 

and is the same component used in ActiGraph GT3X+ models. It can be configured to sample at 

rates between 30 Hz and 100 Hz, and the data can be extracted in two formats, namely raw 

acceleration (in g; low pass filtered at a proprietary cutoff) or the integrated proprietary units 

known as “activity counts”, which are integrated over regular intervals of user-specified length 

between 1 s and 240 s. The IMU contains a device thermometer and three triaxial sensors, i.e., 

secondary accelerometer (dynamic range ± 16 g), gyroscope (dynamic range ± 2000°⋅s-1), and 

magnetometer (dynamic range ± 4800 μT). The IMU sensors can be selectively enabled, but the 

sampling rate (100 Hz) is not modifiable. Prior to each session, the GT9X devices were 

initialized to collect at 90 Hz (primary accelerometer) with all IMU sensors activated. 

Timestamps were automatically synced with the Windows system clock during initialization. 

Noldus Pocket Observer 

Noldus Pocket Observer is a mobile application driven by the Noldus Observer XT desktop 

application. Users define a coding scheme through the desktop application, and then transfer the 

coding scheme to a mobile device for real-time data collection. For the present study, Android 

tablets were used for data collection, and the interface is shown in Figure 1. At the start of the 

collection, a default behavior called “CommentStartTime” prompted the user to record the start 

time based on a Windows system clock, for future temporal alignment with other data sources. 

Afterwards, users tapped two boxes on the screen whenever activity or postural transitions 

occurred. The first box reflected the activity being performed, with options corresponding to the 

16 shown in Table 2, plus “Transition” and “UNKNOWN” (the latter being used for cases such 

as restroom breaks). The second box reflected the posture being assumed by the participant, with 

seven possibilities that were either non-weight-bearing (lying, sitting, and reclining) or weight- 
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Figure 1. Noldus Pocket Observer mobile interface for performing real-time direct observation. 

A) The activity log showed which activities and postures had been performed (see the 

“Behavior” and “Modifier” columns, respectively), as well as the timing for each. B) The first 

activity in each observation was “CommentStartTime”, which prompted users to manually enter 

the start time as a comment (“10:00:00” in the example) based on a Windows system clock. C) 

The input area allowed users to indicate that a new behavior had started by tapping the 

corresponding box, at which point a follow-up prompt (not shown) asked the user to specify the 

posture being assumed. 

 

B 

C 
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bearing, i.e., upright (standing, stepping, ascending stairs, and descending stairs). Simultaneous 

behaviors were not allowed in the coding scheme, and behaviors were coded continuously (i.e., 

gaps were not allowed in the observation). Thus, the Pocket Observer data allowed each moment 

of the data collection to be linked to a single activity and posture. User input was automatically 

timestamped, thereby establishing when activity and postural transitions occurred. The 

intervening periods (i.e., periods of continuous engagement in a single activity and posture) will 

be referred to hereafter as behavioral intervals, which are notably distinct from activity bouts 

(i.e., periods of continuous engagement in a single activity, which could include one or more 

postures). Researchers were also able to add comments throughout the observation, which were 

used to document any issues that occurred (e.g. a monitor came off, or a transition was missed). 

When necessary, the latter issues were cross-referenced with video data, which allowed the DO 

records to be corrected. 

Cosmed K4b2 

The K4b2 is a portable indirect calorimetry unit that has previously been validated against the 

Douglas bag method for assessment of oxygen consumption (VO2) and carbon dioxide 

production (VCO2) across a range of intensities (233). Participants wore a facemask that was 

connected to a chest-mounted unit containing analyzers for oxygen (O2) and carbon dioxide 

(CO2). Before each test, the K4b2 was calibrated using four modules, one for analyzer calibration 

to room air, one for analyzer calibration to a reference gas mixture (15.98% O2, 4.008% CO2, 

balance nitrogen), one for flowmeter calibration to a known volume (3 L, drawn from a Hans 

Rudolf syringe), and one for delay calibration (i.e., to account for the time lag between 

recognition of a breath by the flowmeter, and sampling of the same breath by the analyzers). At 
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the start of each data collection, the Windows system clock time was manually recorded for 

future alignment with other data sources. 

Initial Data Processing 

ActiGraph GT9X 

Binary data from the primary accelerometer (90 Hz) and gyroscope (100 Hz) were first read 

into R using the function `AGread::read_gt3x`, then averaged each second and merged together 

using the function `AGread::AG_merge` (234). The two commands generally followed the 

procedures of Hibbing et al. (25). Specifically, for primary accelerometer data (in g) two 

variables were computed for each sample. The first variable was the Euclidian norm minus one 

(ENMO, in milli-g), which was defined as [(√𝑋2 + 𝑌2 + 𝑍2 − 1) ⋅ 1000], with negative values 

rounded up to zero. The second variable was the vector magnitude (VM, in g), which was 

defined as √𝑋2 + 𝑌2 + 𝑍2. After computing ENMO and VM for each sample, second-by-second 

averages were calculated for both variables. For the 100-Hz gyroscope data (in °⋅s-1), each axis 

was low-pass filtered at 35 Hz, after which the gyroscope vector magnitude (GVM, defined as 

√𝑋2 + 𝑌2 + 𝑍2) was calculated and averaged each second. The second-by-second ENMO, VM, 

and GVM data were then merged. 

Noldus Pocket Observer 

Pocket Observer data were exported as Excel files in “event log” format, meaning each 

behavioral interval was represented with two rows of data, one reflecting the start of the interval 

and the other reflecting the end. When necessary, video recordings were used to manually correct 

the event logs for issues noted by the researchers, as discussed above on page 68. The finalized 

Excel files were then processed in R, wherein a sync procedure was first performed to align the 

data with the Windows system clock. Specifically, the offset was calculated between the initial 
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Android timestamp and the manually-recorded Windows start time (see Figure 1B), and the 

offset was then subtracted from all Android timestamps to convert them to Windows timestamps. 

The remaining R code then reformatted the data such that each behavioral interval was 

represented with one row of data rather than two. That is, after the R code was complete, each 

row of data reflected one behavioral interval with an activity label, a posture label, and two 

Windows timestamps denoting the start and end of the interval. 

Cosmed K4b2 

Breath-by-breath data were screened for invalid breaths by examining respiratory frequency 

(acceptable range of 5-80 breaths⋅min-1), ventilation rate (acceptable range of 0.2-10 L⋅min-1), 

fraction of expired O2 (acceptable range of 10%-20%), and fraction of expired CO2 (acceptable 

range of 1%-10%). Breaths were excluded if one or more values fell outside the acceptable 

range. Timestamps were calculated by adding the K4b2 relative timestamps (i.e., elapsed time 

since the start of the measurement) to the manually recorded Windows start time. 

Preview of Further Processing 

The previous sections have described how initial processing was carried out for individual 

data sources (i.e., for GT9X, DO, and K4b2 separately). After the individual data sources had 

been prepared, the ensuing procedures all used data from multiple sources. Specifically, there 

were three tasks, with the first being to determine RMR for each participant. The RMR values 

were then used to calculate youth metabolic equivalents (𝑀𝐸𝑇𝑦 =
𝑎𝑐𝑡𝑖𝑣𝑖𝑡𝑦 𝑉𝑂2

𝑅𝑀𝑅
) in the second and 

third tasks, which were focused on processing steady state data and continuous time course data 

(i.e., data collected throughout the whole protocol), respectively. Below, each task is described in 

a separate subsection. Notably, breath-by-breath VO2 data were converted to different epoch 

lengths depending on the task. All such conversions were performed using procedures given by 
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the manufacturer. Specifically, within each epoch, means were calculated across breaths for key 

variables (e.g. gas fractions), and then those means were used to calculate the VO2 value for the 

whole epoch. 

Further Processing: Resting Metabolic Rate Data 

DO data were used to identify when each 30-min RMR assessment began and ended. The 

corresponding breath-by-breath VO2 data were then extracted and processed. Data were 

discarded from the first 10 min of each assessment, along with data from the last minute. Using 

the remaining data, VO2 was calculated for all possible 5-min epochs (i.e., using a 5-min rolling 

window), and the lowest value was taken as RMR. 

Further Processing: Steady State Data 

The steady state data set was created in three broad steps, one for processing criterion data 

(i.e., data from DO and the K4b2), one for processing sensor data (i.e., data from the GT9X), and 

one for assembling the final data set. Below, the steps are described in separate subsections. 

Processing Criterion Data 

DO data were used to define when steady state periods began and ended for each participant 

and activity. Specifically, activity bouts lasting ≥ 220 s were examined. For all such bouts, the 

last 10 s were removed, and the steady state period was defined as the last 60 s of what remained. 

For each steady state period, the corresponding breath-by-breath data were extracted and 

averaged (i.e., converted to a 60-s epoch) to obtain a steady state VO2 value, which was 

subsequently divided by RMR to obtain METy. Each METy value was then merged with the 

corresponding DO data, such that all steady state periods had activity and posture labels (from 

DO) and a METy value (from the K4b2). Intensity classification was then determined using 

accepted definitions that included both posture and EE (73, 235). Specifically, each steady state 
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period was labeled as sedentary behavior (SB; ≤ 1.5 METy and lying, seated, or reclining 

posture), light physical activity (LPA; 1.51-2.99 METy, or ≤ 1.50 METy with upright posture), or 

moderate-to-vigorous physical activity (MVPA; ≥ 3.0 METy). After completing the prior steps, 

criterion values (activity, posture, METy, and intensity) were available for each steady state 

period. 

Processing Sensor Data 

The GT9X data were converted to summary features using the following three-step process 

for each steady state period: First, the corresponding 60 s of second-by-second GT9X data were 

extracted; second, those GT9X data were grouped into four 15-s sequences; and third, features 

were calculated for each sequence. The features were five percentiles (10th, 25th, 50th, 75th, and 

90th) and the lag-1 autocorrelation, each of which was calculated for ENMO, VM, and GVM. 

The features were selected in keeping with the neural network training procedures in the original 

youth Sojourn calibration (34). After completing the prior steps, there were four rows of GT9X 

data per steady state period, with each row containing features that were calculated over a 15-s 

period. 

Assembling the Final Data Set 

The GT9X features were used as the starting point for assembling the final data set. Each row 

of feature data was labeled with the criterion values (activity, posture, METy, and intensity) from 

the corresponding steady state period. Afterwards, participant characteristics (e.g. sex and age) 

were added to complete the data set. Table 3 shows how the data set was laid out. 
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Table 3. Layout of the steady state data, as used for model development in the present investigation. Each row of data corresponds to 

a 15-s window of steady state activity (with a total of 60 s per activity). 

   ENMO (milli-g) …# GVM (°⋅s-1) Criterion Labels# 

  Demographics Percentiles   Percentiles   
 

PID Attachment Sex Age …# 10th … 90th L1 … 10th … 90th L1 Activity Intensity 

000 Hip M 11.9 … 113.7 … 150.5 0.42 … 44.1 … 60.6 0.00 Sweep MVPA 

000 Hip M 11.9 … 89.2 … 130.2 0.52 … 42.5 … 67.4 0.57 Sweep MVPA 

000 Hip M 11.9 … 46.9 … 127.7 0.58 … 41.9 … 77.4 0.39 Sweep MVPA 

000 Hip M 11.9 … 61.2 … 124.2 0.03 … 42.2 … 88.0 0.56 Sweep MVPA 

000 Hip M 11.9 … 29.6 … 31.4 -0.35 … 0.9 … 1.7 -0.21 Reclining SB 

000 Hip M 11.9 … 29.7 … 31.1 -0.08 … 1.0 … 2.1 -0.01 Reclining SB 

… … … … … … … … … … … … … … … … 

ENMO- Euclidian norm minus one; GVM- gyroscope vector magnitude; PID- participant code; L1- lag-1 autocorrelation; M- male; 

MVPA- moderate-to-vigorous physical activity; SB- sedentary behavior. 
#To conserve space, some variables are not shown. Most notably, data are not shown for the accelerometer vector magnitude, which 

had the same features (i.e., percentiles and lag-1 autocorrelation) as ENMO and GVM. Additionally, criterion values for posture and 

metabolic equivalents are not shown, having already been combined to determine intensity (i.e., SB, LPA, or MVPA).
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Further Processing: Continuous Time Course Data 

The continuous time course data consisted of everything collected throughout the whole trial, 

including transition periods and non-steady-state activity. Prior to assembling the full data set, 

breath-by-breath VO2 data were converted to 15-s epochs. That epoch length was selected to  

allow granular examination of the VO2 trends while also smoothing the data enough to stabilize 

the values. VO2 was then divided by RMR to obtain METy. 

The data set was assembled by starting with the second-by-second GT9X data. First, each 

second was labeled with the METy value that was occurring at that time, based on the K4b2 data 

(15-s epochs). Next, DO data were added by labeling each second with the activity and posture 

values from the corresponding behavioral interval. After completing the prior steps, the data set 

included second-by-second data from the GT9X (ENMO, VM, GVM), K4b2 (METy), and DO 

(activity and posture). Data were then excluded from any periods with missing values for any of 

the variables (e.g. if the K4b2 mask was removed for a water break). 

For each second of data, posture and METy were examined to determine activity intensity 

(i.e., SB, LPA, or MVPA) using the same classification scheme described above for the steady 

state data. Additionally, the activity labels were examined to identify transition points, which 

were labeled using a binary variable (i.e., taking a value of 1.0 whenever a transition occurred 

and 0.0 otherwise). Finally, participant characteristics (e.g. sex and age) were added to complete 

the data set. Table 4 shows how the data set was laid out. 

Data Loss 

Data loss occurred for a variety of reasons, and partial data were used whenever possible. 

Figure 2 summarizes participant level data loss, and Table 5 summarizes activity level data loss. 

The causes of data loss were straightforward, with the exception of loss due to data cleaning.
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Table 4. Layout of the continuous time course data (second-by-second format), as used for model development in the present 

investigation. 

  Demographics Sensor Variables Criterion Labels# 

PID Attachment Sex Age …# 

ENMO 

(milli-g) 

VM 

(g) 

GVM 

(°⋅s-1) Activity Intensity Transition^ 

000 Hip M 11.9 … 8.5 1.004 31.173 Lying SB 0 

000 Hip M 11.9 … 23.3 1.023 18.472 Lying SB 0 

000 Hip M 11.9 … 27.6 1.027 15.328 Transition LPA 1 

000 Hip M 11.9 … 17.4 1.014 22.783 Transition LPA 0 

000 Hip M 11.9 … 25.1 1.024 35.127 Transition LPA 0 

… … … … … … … … … … … 

PID- participant code; ENMO- Euclidian norm minus one; VM- vector magnitude; GVM- gyroscope vector magnitude; M- male; SB- 

sedentary behavior 
#To conserve space, some variables are not shown. Most notably, criterion values for posture and metabolic equivalents are not shown, 

having already been combined to determine intensity (i.e., SB, LPA, or MVPA). 
 ^ Indicator of whether a transition occurred (1) or not (0) for each second. 

Note: VM does not always equal [(ENMO/1000)+1], which is a side effect of converting the raw data (90 Hz) to 1-s averages. 
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Figure 2. Summary of participant level data loss and retention for the laboratory data set. 

RMR- resting metabolic rate; IMU- inertial measurement unit.

Initial Sample 

(N = 100) 

Final Participant Sample 

(n = 86) 

Participants with lost data for both visits (n = 14) 

 

• Missing data 

oWithdrew both days (n = 1) 

oRefused K4b2 

▪ After completing RMR (n = 2) 

▪ Before completing RMR (n = 1) 

oDid not complete RMR (n = 3) 

• Data cleaning: RMR discarded 

oOutliers (n = 5) 

oManual inspection (n = 2) 

Participants with partial data loss (n = 14) 

 

• Withdrew after first visit (n = 6) 

• GT9X IMU not activated for one visit (n = 5) 

• GT9X storage error for one visit 

oAll devices (n = 2) 

oNon-dominant wrist only (n = 1)  

Hip and Dominant Wrist 

 

• Participants with data from both visits (n = 73) 

• Participants with data from only one visit (n = 13) 

 

Non-dominant Wrist 

 

• Participants with data from both visits (n = 72) 

• Participants with data from only one visit (n = 14) 
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Table 5. Summary of activity level data loss for steady state activities. 

SD- standard deviation. 
#Age groups were ≤ 12 years old and > 12 years old.

Description Activities lost (n) Remaining Activities (n) 

Expectation (86 participants times 16 activities) -- 1376 

K4b2 data cleaning   

    Activity duration < 3 min, 40 s 68 1308 

    Value > 2 SD's from mean for activity and age group# 55 1253 

K4b2 data missing or incomplete   

    Activity interrupted (e.g. monitor came off) 3 1250 

    Activity not completed 1 1249 

    Other missing data (e.g. battery died) 17 1232 

Miscellaneous data loss 
  

    Basketball court unavailable 8 1224 

    Failure/refusal to perform an activity 2 1222 

Partial data loss at participant level  
  

    Withdrawal after first visit 48 1174 

    GT9X initialization error (inertial measurement unit not activated) 34 1140 

    GT9X download or user error 15 1125 

Additional participant-level data loss by attachment site 
  

    Hip and dominant wrist 0 1125 

    Non-dominant wrist (download error) 8 1117 
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Therefore, the remainder of this section will focus on describing how data cleaning was carried 

out, specifically for RMR and steady state data. 

After obtaining RMR for each participant, the values were cleaned separately for two age 

groups (i.e., those ≤ 12 years old and > 12 years old), with individual values being removed if 

they were > 2.0 standard deviations from the mean. Upon manual inspection of the RMR data, 

two additional participants were excluded due to apparent malfunction of the K4b2. Without 

RMR values, it was impossible to calculate METy for steady state or continuous time course 

data, and thus there was complete loss of all data for participants (n = 7) whose RMR values 

were discarded. 

For the steady state data, a similar cleaning approach was taken. Specifically, mean EE was 

calculated for each activity and age group. Individual values were then removed if they were > 

2.0 standard deviations from the corresponding mean. 

Summary of Final Data Set 

After cleaning the data, participants were included in the final data sets if they had at least 

one day of activity data. There were 86 such participants, most of whom had data from both 

visits (n = 73 for hip and dominant wrist data; n = 72 for non-dominant wrist data). Steady state 

data were available for 4-16 activities per participant (1125 total activity bouts for the hip and 

dominant wrist; 1117 total activity bouts for the non-dominant wrist), and all participants had 

0.9-2.6 h of continuous time course data (mean ± SD 2.1 ± 0.4 h per participant for all 

attachment sites). The total volume of continuous time course data amounted to more than one 

week (182.5 h for the hip and dominant wrist; 181.7 h for the non-dominant wrist). Table 6 

shows participant characteristics for the final sample. The data presented in this chapter will 

serve as a starting point for analyses in the next two chapters. Specifically, the data will be used 
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Table 6. Participant characteristics for the laboratory study. Values are n (%), except for age 

(mean ± SD). 

 

Female 

(n = 45) 

Male 

(n = 41) 

Total 

(N = 86) 

Age (yr) 12.5 ± 3.6 12.8 ± 3.1 12.6 ± 3.4 

Weight Status#    

    Underweight (< 5th percentile) 2 (4%) 1 (2%) 3 (3%) 

    Normal Weight (5.0-84.9th percentile) 35 (78%) 34 (83%) 69 (80%) 

    Overweight (85.0-94.9th percentile) 6 (13%) 2 (5%) 8 (9%) 

    Obese (≥ 95th percentile) 2 (4%) 4 (10%) 6 (7%) 

Handedness    

    Left 3 (7%) 2 (5%) 5 (6%) 

    Right 42 (93%) 39 (95%) 81 (94%) 

Ethnicity    

    Hispanic 3 (7%) 1 (2%) 4 (5%) 

    Non-Hispanic 42 (93%) 40 (98%) 82 (95%) 

Race    

    African American 6 (13%) 2 (5%) 8 (9%) 

    White 39 (87%) 39 (95%) 78 (91%) 
#Percentiles determined from the Centers for Disease Control and Prevention body-mass-index-

for-age growth charts. 
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in Chapter 4 (pages 81-101) to address the first research question, and in Chapter 5 (pages 102-

119) to address the second.
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CHAPTER IV 

RESEARCH QUESTION 1: METHODS AND RESULTS
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Overview 

In a previous study, Hibbing et al. (34) developed youth Sojourn models that used 

accelerometer data to predict activity intensity, namely sedentary behavior (SB), light physical 

activity (LPA), or moderate-to-vigorous physical activity (MVPA). In that study, four models 

were developed, each corresponding to one of two attachment sites (hip or non-dominant wrist) 

and one of two data formats (raw acceleration or activity counts). All four models contained 

three components, namely a bout detection algorithm, a neural network, and a decision tree. The 

components were used to produce intensity estimates through the process shown in Figure 3. 

In this chapter, laboratory data (both steady state and continuous time course) were used to 

replicate the calibration methods of Hibbing et al. (34) using gyroscope data instead of 

accelerometer data. Holdout samples were then used for comparing the new gyroscope-based 

components to their accelerometer-based counterparts. The procedures were designed to address 

the first research question, which was formulated as follows: 

1.   Question: In a laboratory setting, do gyroscope-based youth Sojourn model components 

(bout detection algorithm, neural network, and decision tree) perform better than the 

existing accelerometer-based components? 

  Hypothesis: Gyroscope-based youth Sojourn model components will achieve better 

performance than the existing accelerometer-based components when applied to a 

laboratory data set. 

Scope 

For this investigation, the focus was strictly on comparing the performance of individual 

youth sojourn model components when using accelerometer versus gyroscope data. The focus 

was not on developing new models, which was a separate research question (see the next 
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Figure 3. Depiction of the process by which the original youth Sojourn models classify second-by-second data as sedentary behavior 

(SB), light physical activity (LPA), or moderate-to-vigorous physical activity (MVPA).
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chapter, pages 102-119). In this chapter, the new gyroscope-based components were only 

compared to their raw acceleration-based counterparts, not their activity count-based 

counterparts. There were four reasons for excluding the count-based components: 

1.  Sampling rate. In the original youth Sojourn calibration, the accelerometer sampling rate 

was 100 Hz, whereas it was 90 Hz for the present study. Activity counts are influenced 

by sampling rate (236), whereas raw acceleration data generally are not (237). Therefore, 

the original count-based components were not applicable to the present data, whereas the 

raw acceleration components were. 

2.  Consistency with best practices. There has recently been an explicit recommendation 

against using activity counts in new calibrations (85), which has spurred a broad shift 

towards raw acceleration data in recent calibration studies (51). 

3.  Formatting. In modeling terms, it was sensible to require that the accelerometer and 

gyroscope signals had similar format. 

4.  Simplicity. Including activity count data would add complexity to the analysis without 

commensurate benefits. 

Methods 

Data from the previous chapter (steady state and continuous time course; n = 86) served as a 

starting point for the methods in this chapter. In the original youth Sojourn calibration study (34), 

models were only presented for the hip and non-dominant wrist, not the dominant wrist. Thus, 

dominant wrist data are not used in this chapter. The methods described below were carried out 

twice each (i.e., separately for both attachment sites). 

Each youth Sojourn model component (i.e., bout detection algorithm, neural network, and 

decision tree) was assessed in two stages. The first stage (development) entailed creation of a 
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new gyroscope-based component, and the second stage (cross-validation) entailed a performance 

comparison between the latter component and its existing accelerometer-based counterpart. For 

development, grid search was used to test different settings for the tuning parameters associated 

with each component. Performance was evaluated for each grid (i.e., each combination of 

settings), and the grid yielding the best performance was selected for cross-validation, wherein a 

holdout sample was used for the accelerometer-versus-gyroscope performance comparison. 

Notably, performance metrics for all processes ranged from 0% (pessimal performance) to 100% 

(optimal performance), meaning the analyses were not influenced by whether participants had 

one day of data (e.g. due to withdrawal) or two. Therefore, all participants were included in all 

analyses. For participants with data from two visits (n = 73 for the hip; n = 72 for the non-

dominant wrist), the visits were pooled before analysis. Below, separate sub-sections are used to 

describe the component-specific methods by which development and cross-validation were 

carried out. 

Bout Detection Algorithm 

Table 7 outlines the development and cross-validation procedures for the bout detection 

algorithm. The continuous time course data were used, with data from 75% of participants being 

used for development, while data from the remaining 25% were held out for cross-validation. 

Participants were assigned to the development or cross-validation subsamples using a guided 

random process, such that participant characteristics were similar in both groups (see Table 8). 

Specifically, random selection was performed repeatedly until a manually specified frequency 

target was met. By pairing a frequency-based target with random selection, bias was avoided that 

could arise from hand-selecting specific participants for certain partitions.
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Table 7. Summary of development and cross-validation for gyroscope-based youth Sojourn bout 

detection algorithms (for data from the hip or non-dominant wrist).

 Summary 

Development 
 

    Data Used Continuous time course (75% of participants; n = 65; 139.0 total h 

of hip data and 138.2 total h of non-dominant wrist data) 

    Grid Search 125 permutations tested (3 parameters, 5 settings each) 

        Tuning Parameter 1 Description: Minimum decrease from previous GVM epoch for a 

 new Sojourn to be triggered 

Values tested: 5, 10, 15, 20, and 25°⋅s-1 

        Tuning Parameter 2 Description: Maximum GVM to trigger a new Sojourn  

Values tested: 0, 5, 10, 25, and 50°⋅s-1 

        Tuning Parameter 3 Description: Minimum Sojourn duration. 

Values tested: 5, 10, 15, 30, and 60 s. 

    Procedure For each data file: 

  - Segmentation algorithm iterated for all 125 tuning grids 

For each participant and tuning grid: 

  - If applicable, true/false positives and false negatives pooled 

    across visits 

  - Aggregated performance calculated (mean of recall, precision, 

    and relative root mean squared error) 

Analysis: 

  - Aggregated performance averaged across participants for each 

    tuning grid 

  - Grid with highest average selected for cross-validation 

Cross-Validation  

    Data Used Continuous time course (remaining 25% of participants; n = 21; 

43.5 total h of data for both the hip and non-dominant wrist) 

    Procedure For each data file: 

  - Original algorithm (accelerometer) applied 

  - New algorithm (gyroscope) applied 

For each participant and algorithm: 

  - If applicable, true/false positives and false negatives pooled 

    across visits 

  - Performance metrics calculated (recall, precision, relative root 

    mean squared error, and aggregated performance) 

Analysis: 

  - Metrics averaged across participants for both algorithms 

  - For each metric, means compared to evaluate which algorithm 

    performed better 

GVM- gyroscope vector magnitude.
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Table 8. Distribution of key participant characteristics within the subsamples used for 

development and cross-validation of gyroscope-based bout detection algorithms (for data from 

the hip or non-dominant wrist). Values are n(%). 

 

Development 

(75%; n = 65) 

Cross-Validation 

(25%; n = 21) 

Total 

(n = 86) 

Age Group (yr)    

    < 9.0 10 (15%) 3 (14%) 13 (15%) 

    9.0-11.9 20 (31%) 7 (33%) 27 (31%) 

    12.0-14.9 15 (23%) 4 (19%) 19 (22%) 

    ≥ 15 20 (31%) 7 (33%) 27 (31%) 

Weight Status    

    Underweight/Normal Weight 54 (83%) 18 (86%) 72 (84%) 

    Overweight/Obese 11 (17%) 3 (14%) 14 (16%) 

Handedness    

    Left 4 (6%) 1 (5%) 5 (6%) 

    Right 61 (94%) 20 (95%) 81 (94%) 

Note: The same subsamples were also used to develop and cross-validate gyroscope-based 

decision trees, as discussed beginning on page 93. For gyroscope-based neural networks, the 

same cross-validation subsample was used, but additional subdivision was applied when using 

the development subsample (as discussed beginning on page 90).
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DEVELOPMENT. For bout detection algorithm development, the candidate settings for the 

first and third tuning parameters (see Table 7) were designed to be the same as those used by 

Hibbing et al. (34), although the first parameter used different units (°⋅s-1, versus milli-g). For the 

second tuning parameter, the candidate settings were designed to mimic the method of graduated 

increase used in previous studies (34, 238, 239). The range (0-50°⋅s-1) was established with 

reference to the SB cut-points for gyroscope vector magnitude (GVM) in the two-regression 

models of Hibbing et al. (25), which fell between 11.9°⋅s-1 and 37.8°⋅s-1 depending on the 

attachment site. The latter study involved adult participants wearing monitors on the ankles (plus 

the hip and wrists), which is why the range of candidate settings for the second tuning parameter 

was widened to 0-50°⋅s-1 for the present investigation. 

For each data file and tuning grid, the bout detection algorithm was implemented, and 

performance was assessed by comparing the predictions to the criterion measure of direct 

observation (DO) using the transition pairing method (TPM) of Hibbing et al. (35). The TPM 

identifies true positive predictions by pairing them to criterion transitions using a variant of the 

Gale-Shapley algorithm (240). A user-specified spurious pairing threshold defines the maximum 

lag time for a prediction to be considered a true positive. For the present investigation, the 

spurious pairing threshold was set to 6 s, based on the point at which youth Sojourn algorithms 

achieved > 50% recall in the original TPM study (35). 

For participants with data from two visits, the true positives, false positives, and false 

negatives from both visits were pooled before further analysis. The outcome variable was 

aggregated performance, defined as the mean of recall, precision and relative root mean squared 

error (RMSE%). Recall and precision are commonly used in many classification settings, but 

RMSE% is unique to the TPM. Ordinarily, root mean squared error (RMSE) is used on an 



 

- 89 - 

absolute scale to represent timing error by a dynamic segmentation algorithm, and lower values 

reflect higher performance. Within the TPM, the maximum lag time is known (i.e., equal to the 

spurious pairing threshold value), as is the minimum lag time (i.e., 0 s). Therefore, it is possible 

to express RMSE on a relative scale (i.e., RMSE%) such that performance is reflected the same 

way as precision and recall, namely as a percentage between 0% and 100% where higher values 

reflect better performance. To calculate RMSE%, the following formula can be used: 𝑅𝑀𝑆𝐸% =

100% − (
𝑅𝑀𝑆𝐸

𝑆𝑃𝑇
 ∗  100%), where SPT is the spurious pairing threshold value. More information 

is available in the vignette for the R implementation of the TPM (see https://cran.r-

project.org/web/packages/PAutilities/vignettes/tpm.html). 

After implementing the TPM for each participant and tuning grid, all results were screened 

for missing values (e.g. due to no true positives forming). Listwise deletion was then performed 

across tuning grids, to ensure the same samples were used for comparing them. Mean aggregated 

performance was then calculated for each grid, and the grid with the highest mean was selected 

for cross-validation. 

CROSS-VALIDATION. For bout detection algorithm cross-validation, the new gyroscope 

algorithms (hip and non-dominant wrist) were compared to their accelerometer counterparts 

when applied to the 25% holdout sample. For each data file, the site-appropriate gyroscope 

algorithm was applied, and the R function `Sojourn::apply_youth_sojourn` was used to apply the 

site-appropriate accelerometer algorithm (241). Predictions from both algorithms were then 

compared to the criterion measure using the same methods described for development (i.e., using 

the TPM with a spurious pairing threshold setting of 6 s, pooling both visits where applicable, 

and handling missing values via listwise deletion), except that aggregated performance was not 
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the only metric that was examined. Instead, recall, precision, RMSE%, and aggregated 

performance were all averaged across participants to allow detailed descriptive comparisons. 

Neural Network 

The existing youth Sojourn neural networks are accelerometer-based classification models 

that predict activity intensity. The model inputs include participant characteristics (age, sex and 

body mass index) and accelerometer features, namely percentiles (10th, 25th, 50th, 75th, and 90th) 

and lag-1 autocorrelation. For the present investigation, gyroscope-based neural networks were 

created using steady state data. The development and cross-validation procedures are outlined in 

Table 9. Overfitting was avoided during development by using data from 50% of participants (n 

= 43) to train candidate models, then using data from 25% of participants (n = 22) to compare the 

performance of each candidate model. Hereafter, the 50% and 25% subsamples will be referred 

to as the training and validation subsamples, respectively. Altogether, development used data 

from 75% of participants (n = 65), with data for the remaining 25% (n = 21) being held out for 

cross-validation. Table 10 shows that participant characteristics were balanced across the 

training, validation, and cross-validation subsamples. The balance was achieved using the same 

guided random approach that was described for the bout detection algorithm. 

DEVELOPMENT. For neural network development (hip and non-dominant wrist), 15 neural 

networks were developed corresponding to all combinations of the candidate settings (two tuning 

parameters) shown in Table 9. The candidate settings were the same as originally used by 

Hibbing et al. (34). The training data were balanced before fitting the models. That is, equal 

numbers of sedentary behavior (SB), light physical activity (LPA), and moderate-to-vigorous 

physical activity (MVPA) observations were selected for training. The selection involved 

iterative removal of observations from the two largest categories, until they both had the same  
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Table 9. Summary of development and cross-validation for gyroscope-based youth Sojourn 

neural networks (for data from the hip or non-dominant wrist). 

 Summary 

Development 
 

    Data Used Steady state data 

        Model Training 50% of participants (n = 43; 584 total activity bouts for hip data 

and 576 total activity bouts for non-dominant wrist data) 

        Model Validation 25% of participants (n = 22; 272 total activity bouts for both hip 

and non-dominant wrist data) 

    Grid Search 15 permutations tested (2 parameters with 5 and 3 settings, 

respectively) 

        Tuning Parameter 1 Description: Number of nodes in hidden layer 

Values tested: 5, 10, 15, 20, and 25 

        Tuning Parameter 2 Description: Rate at which coefficients were penalized 

 toward 0 with continued training 

Values tested: 0, 0.1, and 0.001 

    Procedure Training: 

  - Data set balanced to include equal frequencies for SB, 

    LPA, and MVPA 

  - Models fitted for each tuning grid 

Analysis: 

  - All models applied to the validation subsample 

  - Model with the highest percent correct classification 

    selected for cross-validation 

Cross-Validation  

    Data Used Steady state data (remaining 25% of participants; n = 21; 269 total 

activity bouts for both the hip and non-dominant wrist) 

    Procedure - Original model (accelerometer) applied 

- New model (gyroscope) applied 

- Performance metrics calculated for both models 

    Overall agreement: Percent correct classification, kappa 

    Category-specific agreement: sensitivity, specificity 

- For each metric, values compared to evaluate 

  which model performed better 

SB- sedentary behavior; LPA- light physical activity; MVPA- moderate-to-vigorous physical 

activity.
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Table 10. Distribution of key participant characteristics within the subsamples used for training, validation, and cross-validation of 

gyroscope-based neural networks (for data from the hip or non-dominant wrist). Values are n(%). 

 Development (75%; n = 65)   

 

Training 

(50%; n = 43) 

Validation 

(25%; n = 22) 

Cross-Validation 

(25%; n = 21) 

Total 

(n = 86) 

Age Group (yr)     

    < 9.0 6 (14%) 4 (18%) 3 (14%) 13 (15%) 

    9.0-11.9 14 (33%) 6 (27%) 7 (33%) 27 (31%) 

    12.0-14.9 9 (21%) 6 (27%) 4 (19%) 19 (22%) 

    ≥ 15 14 (33%) 6 (27%) 7 (33%) 27 (31%) 

Weight Status     

    Underweight/Normal Weight 36 (84%) 18 (82%) 18 (86%) 72 (84%) 

    Overweight/Obese 7 (16%) 4 (18%) 3 (14%) 14 (16%) 

Handedness     

    Left 2 (5%) 2 (9%) 1 (5%) 5 (6%) 

    Right 41 (95%) 20 (91%) 20 (95%) 81 (94%) 

Note: The overall 75% development subsample contains the same participants as the development subsample shown in Table 8, and 

the cross-validation subsamples are the same in both cases.
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number of observations as the third (i.e., smallest) category. To prevent changes in the total 

number of participants at each intensity, a repeated two-step process was used to determine 

which observations to remove: First, the participant was identified who had the most 

observations for the category in question; and second, an observation was randomly selected and 

removed for that participant before repeating the process (or terminating if no further removals 

were necessary). 

After fitting the neural networks, they were all applied to the validation subsample (25% of 

participants; n = 22). The performance metric was percent correct classification, and the model 

achieving the highest percent correct classification was selected for cross-validation. 

CROSS-VALIDATION. For neural network cross-validation, the new gyroscope neural 

networks were applied to the 25% holdout sample, as were the original accelerometer neural 

networks. Accelerometer-versus-gyroscope comparisons were then made descriptively in terms 

of overall agreement (percent correct classification, kappa statistics) and category-specific 

agreement (sensitivity and specificity). 

Decision Tree 

The decision trees in youth Sojourn models take three inputs that are illustrated in Figure 3. 

The inputs are obtained through a complex process that depends on both the bout detection 

algorithm and the neural network. Thus, gyroscope-based decision trees could not be developed 

or cross-validated until appropriate data preparation had been performed to obtain all three 

inputs. Accordingly, the preparation steps will be described below, before moving on to the 

development and cross-validation procedures. 

DATA PREPARATION. All three decision tree inputs were second-by-second variables. The 

first input was GVM drawn directly from the continuous time course data without additional 
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processing. The second and third inputs were each intensity estimates generated by a neural 

network (i.e., the gyroscope-based neural network described in the previous section; see pages 

90-93), with the difference being how the features were calculated. For the second input (referred 

to hereafter as Intensity15), the second-by-second GVM data were grouped into 15-s sequences, 

and features were calculated for each sequence. Predictions were then made by the neural 

network, resulting in one prediction per 15-s sequence. Each prediction was then used to label 

the corresponding individual seconds. For the third input (referred to hereafter as IntensitySoj), 

the second-by-second GVM data were grouped into bouts by the gyroscope-based bout detection 

algorithm (see pages 85-90), and features were calculated for each bout. Predictions were then 

made by the neural network, resulting in one prediction per bout. Each prediction was then used 

to label the corresponding individual seconds, at which point preparation was complete for all 

three decision tree inputs (i.e., GVM, Intensity15, and IntensitySoj). 

DEVELOPMENT. Data were used from 75% of participants (n = 65). As shown in Table 11, 

the decision tree had only one tuning parameter, which was tested at five values that were 

selected with reference to the GVM cut-points for SB in the two-regression models of Hibbing et 

al. (25), as discussed previously for the bout detection algorithm. The decision tree was 

implemented according to the following pseudocode, where SB_Threshold refers to the decision 

tree tuning parameter: 

•  if (Intensity15 = MVPA & Intensitysoj = MVPA) 

    predict MVPA 

•  else if (GVM < SB_Threshold & SB ∈ {Intensity15, Intensitysoj}) 

    predict SB
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Table 11. Summary of development and cross-validation for gyroscope-based youth Sojourn 

decision trees (for data from the hip or non-dominant wrist). 

 Summary 

Development 
 

    Data Used Continuous time course (75% of participants; n = 65; 139.0 total h 

of hip data and 138.2 total h of non-dominant wrist data) 

    Grid Search 5 permutations tested (1 parameter, 5 settings) 

        Tuning Parameter 1 Description: Sedentary threshold 

Values tested: 10, 20, 30, 40, and 50°⋅s-1. 

    Procedure For each data file: 

  - Decision tree iterated for all 5 tuning grids 

For each participant and tuning grid: 

  - Data pooled across visits (if applicable) 

  - Percent correct classification calculated 

Analysis: 

  - Percent correct classification averaged across participants for 

    each tuning grid 

  - Grid with highest average selected for cross-validation 

Cross-Validation  

    Data Used Continuous time course (remaining 25% of participants; n = 21; 

43.5 total h of data for both the hip and non-dominant wrist) 

    Procedure For each data file: 

  - Original decision tree (accelerometer) applied 

  - New decision tree (gyroscope) applied 

For each participant and algorithm: 

  - Data pooled across visits (if applicable) 

  - Performance metrics calculated for both models 

    Overall agreement: percent correct classification, kappa 

    Category-specific agreement: sensitivity, specificity 

Analysis: 

  - Metrics averaged across participants for both algorithms 

  - For each metric, values compared to evaluate which model 

    performed better 
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•  else if (60+ consecutive upstream/downstream GVM ≤ SB_Threshold) 

    predict SB 

•  else if (60+ consecutive upstream/downstream MVPA ∈ {Intensity15, Intensitysoj}) 

    predict MVPA 

•  else 

    predict LPA 

From the three inputs, the decision tree produced second-by-second intensity estimates, which 

were compared to the criterion labels in terms of percent correct classification. For participants 

with data from both visits, the visits were pooled prior to assessing performance, resulting in one 

percent correct classification value per participant and tuning grid. The grid-wise means were 

compared, and the best-performing grid was selected for cross-validation. 

CROSS-VALIDATION. The gyroscope decision tree was applied to the testing partition, along 

with the existing accelerometer decision tree, which was invoked using the R function 

`Sojourn:::youth_sojourn_tree`. Notably, gyroscope-based values for Intensity15 and IntensitySoj 

were used when testing both decision trees. That is, the gyroscope-based bout detection 

algorithm and neural network were used to obtain Intensity15 and IntensitySoj for both the 

accelerometer-based and gyroscope-based decision trees. Doing so ensured that performance 

differences would exclusively reflect differences between the decision trees, not the other 

components.  

For participants with data from two visits, the data were pooled prior to analysis. Then for 

each participant, the decision tree estimates were compared to the criterion measure using tests 

of overall agreement (percent correct classification and kappa statistics) and category-specific 
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agreement (sensitivity and specificity). The metrics were averaged across participants for each 

decision tree, then used to make descriptive comparisons. 

Results 

Development and cross-validation results are presented in separate subsections for each 

component, with Table 12 showing a combined summary of cross-validation results for all three 

components. Results are presented as mean ± SD, except where otherwise noted. 

Bout Detection Algorithm 

DEVELOPMENT. For both the hip and non-dominant wrist, 25 tuning grids were removed 

because aggregated performance was missing for all participants (e.g. due to no true positives 

forming). The affected grids were the same for both sites. Thus, development results are 

presented for the 100 remaining grids. There were 16 participants (hip) and 45 participants (non-

dominant wrist) with complete data across the tuning grids. For the hip, the highest aggregated  

performance (51.5% ± 2.9%) was achieved using settings of 5°⋅s-1, 50°⋅s-1, and five s for the first, 

second, and third tuning parameters, respectively. For the non-dominant wrist, the highest 

aggregated performance (41.7% ± 3.7%) was achieved by the same grid as for the hip. 

CROSS-VALIDATION. There were no cases of missing performance metric values for either 

attachment site, meaning participants always had at least one true positive prediction. For the 

hip, aggregated performance was higher for the gyroscope algorithm (51.2% ± 2.7%) than the 

original accelerometer algorithm (42.3% ± 5.0%), which was attributable to 30.6% higher mean 

recall and 8.9% higher mean RMSE%. Mean precision for the gyroscope algorithm was less than 

half as high as the gyroscope algorithm, but both were < 25%. 

For the non-dominant wrist, aggregated performance was marginally higher for the 

gyroscope algorithm (43.3% ± 4.5%) than the accelerometer algorithm (41.6% ± 3.9%), which  
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Table 12. Cross-validation results for each of the accelerometer-based and gyroscope-based 

youth Sojourn model components. Values are mean ± SD, except for the neural network results, 

which were calculated for all steady state samples at once (i.e., not on a per-participant basis). 

 Hip Non-Dominant Wrist 

 ENMO GVM ENMO GVM 

Bout Detection Alg.     

  Recall  56.9% ± 6.8% 87.5% ± 6.6% 61.0% ± 7.2% 68.5% ± 10.5% 

  Precision 24.7% ± 5.4% 11.7% ± 2.3% 18.2% ± 4.1% 12.1% ± 3.1% 

  RMSE%  45.5% ± 6.8% 54.4% ± 3.8% 45.6% ± 6.5% 49.4 ± 5.1% 

  AP 42.3% ± 5.0% 51.2% ± 2.7% 41.6% ± 3.9% 43.3% ± 4.5% 

Neural Network     

  Overall Agreement     

    CC 53.8% 79.6% 70.0% 74.4% 

    Kappa 0.19 0.68 0.48 0.61 

  SB     

    Sensitivity 19.8% 94.0% 69.8% 89.1% 

    Specificity 96.7% 98.9% 96.7% 97.8% 

  LPA     

    Sensitivity 8.2% 68.4% 7.1% 63.3% 

    Specificity 82.2% 82.2% 88.4% 78.2% 

  MVPA     

    Sensitivity 92.9% 74.2% 93.2% 69.0% 

    Specificity 41.9% 89.9% 63.8% 87.7% 

Decision Tree     

  Overall Agreement     

    CC 71.8% ± 5.5% 73.3% ± 6.1% 70.3% ± 7.3% 71.2% ± 6.5% 

    Kappa 0.56 ± 0.08 0.59 ± 0.09 0.55 ± 0.11 0.56 ± 0.10 

  SB     

    Sensitivity 99.3% ± 1.1% 92.3% ± 7.0% 82.5% ± 17.4% 86.8% ± 10.8% 

    Specificity 80.1% ± 7.1% 88.6% ± 4.5% 89.2% ± 5.3% 88.9% ± 4.7% 

  LPA     

    Sensitivity 40.2% ± 12.1% 54.2% ± 12.9% 57.3% ± 13.2% 54.1% ± 13.2% 

    Specificity 85.8% ± 7.4% 80.5% ± 6.7% 76.2% ± 12.2% 77.8% ± 9.8% 

  MVPA     

    Sensitivity 68.6% ± 14.4% 68.6% ± 14.3% 68.8% ± 13.3% 68.7% ± 13.3% 

    Specificity 92.0% ± 6.5% 92.0% ± 6.5% 91.4% ± 5.7% 91.4% ± 5.6% 

ENMO- Euclidian norm minus one; GVM- gyroscope vector magnitude; Alg.- algorithm; 

RMSE%- relative root mean squared error; AP- aggregated performance (mean of recall, 

precision, and RMSE%); CC- correct classification; SB- sedentary behavior; LPA- light physical 

activity; MVPA- moderate-to-vigorous physical activity.
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was attributable to 7.5% higher mean recall and 3.8% higher mean RMSE%. Mean precision was 

lower for the gyroscope algorithm than the accelerometer algorithm by a factor of 1.5, but both 

were < 20%. 

Neural Network 

For both development and cross-validation, metrics were calculated after pooling all steady 

state data across participants, rather than on a per-participant basis. Therefore, metrics are given 

as single values rather than participant means and standard deviations. 

DEVELOPMENT. For the hip, percent correct classification was highest (80.3%) when using 

five nodes in the hidden layer and a decay setting of 0.0. For the non-dominant wrist, percent 

correct classification was highest (74.6%) when using 20 nodes in the hidden layer and a decay 

setting of 0.1. 

CROSS-VALIDATION. For the hip, overall agreement was higher for the new gyroscope 

model (79.6% correct classification, κ = 0.68) than the existing accelerometer model (53.8% 

correct classification, κ = 0.19), and the same was generally true for category-specific agreement. 

Specifically, the gyroscope model had 60.2%-74.1% higher sensitivity than the accelerometer 

model for SB and LPA, but 18.6% lower sensitivity for MVPA. Both models had specificity 

within 2.2% of one another for SB and LPA, whereas for MVPA the gyroscope model had 

considerably higher specificity than the accelerometer model (89.9% versus 41.9%). 

For the non-dominant wrist, overall agreement was higher for the new gyroscope model 

(74.4% correct classification, κ = 0.60) than the existing accelerometer model (70.0% correct 

classification, κ = 0.48), and the same was generally true for category-specific agreement. 

Specifically, the gyroscope model had 19.3%-56.1% higher sensitivity than the accelerometer 

model for SB and LPA, but 24.2% lower sensitivity for MVPA. Both models had specificity 
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within 10.2% of one another for SB and LPA, whereas for MVPA the gyroscope model had 

considerably higher specificity than the accelerometer model (87.7% versus 63.8%). 

Decision Tree 

DEVELOPMENT. For the hip, the highest percent correct classification (76.9% ± 5.3%) was 

achieved using a threshold of 10 °⋅s-1. For the non-dominant wrist, the same threshold yielded the 

highest percent correct classification (75.1% ± 6.2%). 

CROSS-VALIDATION. For the hip, overall agreement was marginally higher for the new 

gyroscope model (73.3% ± 6.1% correct classification, κ = 0.59 ± 0.09) than the existing 

accelerometer model (71.8% ± 5.5% correct classification, κ = 0.56 ± 0.08). For the individual 

intensity categories, both models had mean sensitivity and specificity within 8.5% of one another 

in all cases except sensitivity for LPA, wherein the mean was 14.0% higher for the gyroscope 

model than the accelerometer model. 

For the non-dominant wrist, overall agreement was marginally higher for the new gyroscope 

model (71.2% ± 6.5% correct classification, κ = 0.56 ± 0.10) than the existing accelerometer 

model (70.3% ± 7.3% correct classification, κ = 0.55 ± 0.11). For the individual intensity 

categories, both models had mean sensitivity and specificity within 4.3% of one another in all 

cases.  

Summary and Transition 

In this chapter, the original youth Sojourn calibration methods were replicated using 

gyroscope data instead of accelerometer data. The gyroscope-based and accelerometer-based 

model components were then compared to one another, as a preliminary way of assessing the 

potential merits of gyroscope data within the youth Sojourn framework. In terms of 

segmentation, the findings showed that aggregated performance was higher for gyroscope-based 
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bout detection algorithms than their accelerometer-based counterparts. In terms of intensity 

classification, the findings were similar, with gyroscope-based neural networks and decision 

trees showing higher percent correct classification than their accelerometer-based counterparts, 

although the differences were small in some cases. For specific intensities, the findings showed 

that gyroscope data were more effective than accelerometer data for detecting SB and LPA, 

while accelerometer data were more effective for detecting MVPA. Altogether, there was clear 

evidence in favor of using gyroscope data within the youth Sojourn framework. Thus, the next 

chapter will focus on exploratory development of gyroscope inclusive youth Sojourn models.
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CHAPTER V 

RESEARCH QUESTION 2: METHODS AND RESULTS
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Overview 

In this chapter, new youth Sojourn models were developed using the continuous time course 

data that were presented in Chapter 3 (see pages 62-80). The new models were developed 

without a decision tree component, meaning they included only a segmentation algorithm and 

neural network. The segmentation algorithms combined sensor fusion and change point 

detection, and the gyroscope-based neural networks from Chapter 4 (see pages 81-101) were 

used for the classification. For each attachment site, two models were developed having different 

segmentation properties. One model (Sojrecall) was designed to favor recall over precision by 

erring on the side of over-predicting transitions, and the other algorithm (Sojprecision) was 

designed to favor precision over recall by erring on the side of under-predicting transitions. The 

contrasts were designed to elucidate the relative importance of recall and precision in terms of 

eventual model performance (i.e., intensity classification accuracy). Furthermore, Sojprecision was 

designed to run more quickly than Sojrecall, to examine the potential tradeoff between runtime and 

performance. 

In the following section, the change point detection method is described, followed by 

descriptions of Sojrecall and Sojprecision. Afterwards, the analyses are presented, in which the 

continuous time course data set was used to conduct performance comparisons between the new 

youth Sojourn models and the original raw acceleration-based models that were developed by 

Hibbing et al. (34). The analyses were designed to address the second research question, which 

was formulated as follows: 

2.  Question: In a laboratory setting, does the performance of youth Sojourn models 

improve when using sensor fusion and change point detection for segmentation, and 

gyroscope-based neural networks for intensity classification? 
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  Hypothesis: When applied to laboratory data, youth Sojourn models that use sensor 

fusion and change point detection for segmentation, and gyroscope-based neural 

networks for intensity classification will have improved performance, compared to 

existing youth Sojourn models. 

Methods 

Change Point Detection Method 

The pruned exact linear time (PELT) method was developed by Killick et al. (196), and it is 

an extension of a dynamic programming method called optimal partitioning (242). Both methods 

identify change points in such a way that a cost function is minimized. A global minimum is 

reached, meaning both algorithms are exact (as opposed to approximate methods like binary 

segmentation). The distinction between the two is that PELT adds a pruning step to each iteration 

of the underlying algorithm, whereby data points are flagged if they cannot contribute to 

minimizing the cost function. The flagged data points are then excluded from subsequent 

iterations, which can dramatically reduce the algorithm runtime, in some cases achieving a linear 

time complexity that contrasts sharply with the polynomial or exponential complexities of other 

algorithms. In their original work, Killick et al. (196) showed that PELT was able to achieve 

better performance than binary segmentation, and similar performance (with substantially faster 

runtime) to optimal partitioning. PELT is available in the R package changepoint (243), and it 

can be run for detection of changes in the signal mean, variance, or both. Each of the new youth 

Sojourn algorithms draw on PELT for identifying variance change points in accelerometer data. 
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Sojrecall Algorithm 

The Sojrecall algorithm takes two inputs, namely second-by-second vector magnitude (VM) 

and gyroscope vector magnitude (GVM) data (see Figure 4A and Figure 4B, respectively). From 

the inputs, two main features are calculated, namely point-to-point changes in the VM data (i.e, 

lag-1 differences; see Figure 4C) and intensity estimates (see Figure 4D) obtained using a rolling 

5-s window (GVM neural network).  

There are two main procedures in Sojrecall. In the first procedure, the standard PELT method 

is used to detect variance change points in the lag-1 VM differences (see Figure 4E). The  

default PELT settings are used, except that the minimum segment length is set to 5 s. In the 

second procedure, the intensity predictions are searched for prolonged (> 60 s) periods of 

continuous SB (see Figure 4F). A change point is predicted at the start and end of all such 

periods, and the change points from both processes are then pooled (see Figure 4G). 

After both main processes are complete, a final screening process is executed. Two steps are 

used to screen the change points. First, change points are rejected if they occur at the first or last 

data points in the time series. Second, PELT change points are rejected if they occur within ±5 s 

of the start or end of a bout of SB.  

Sojprecision Algorithm 

The Sojprecision algorithm is different from the Sojrecall algorithm in two ways. First, it is 

stricter in terms of rejecting PELT change points that coincide with bouts of SB. Second, it uses 

data smoothing to reduce the number of data points prior to implementing PELT, thereby 

accelerating the segmentation process. Both features of Sojprecision favor precision over recall, the 

first by suppressing all predicted transitions that occur during a bout of SB (as opposed to 

suppressing only those that occur within ±5 s of the start or end of the bout), and the second by 
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Figure 4. Visual depiction of the Sojrecall algorithm, where vertical dashed lines represent 

transitions detected by the algorithm. Inputs are: A) second-by-second vector magnitude (VM) 

from the primary accelerometer, and B) second-by-second gyroscope vector magnitude (GVM). 

Features are: C) lag-1 differences of the VM data, and D) second-by-second GVM neural 

network output (SB- sedentary behavior; LPA- light physical activity; MVPA- moderate-to-

vigorous physical activity), obtained via a rolling window. Procedures are: E) standard PELT 

algorithm is applied to lag-1 differences; F) prolonged bouts (> 60 s) of SB are identified, and 

additional change points are predicted at the start and end of each bout; G) all change points are 

pooled; H) change points are rejected if they occur at the first or last data point, and if PELT 

change points occur within ±5 s of the start or end of a bout of SB. 
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limiting the number of change points that can be predicted. Outside of those two differences, the 

algorithms are mostly similar. Sojprecision takes the same inputs as Sojrecall (i.e., second-by-second 

VM and GVM; see Figure 5A and Figure 5B, respectively). From the inputs, three main features 

are calculated. The first feature is a vector of absolute lag-1 differences (see Figure 5C). The 

second feature is a series of signed lag-1 differences obtained after smoothing the VM data (i.e., 

averaging every 5 s in non-overlapping windows; see Figure 5D). The third feature is a series of 

intensity predictions from a GVM neural network, where one prediction is made every 5 s (see 

Figure 5E). 

There are two main procedures in the Sojprecision algorithm. In the first procedure, the standard 

PELT method is used to identify variance change points in the smoothed VM data (see Figure 

5F). The default PELT settings are used, except that the minimum segment length is set to 5 s. 

By using smoothed VM data, the PELT method is prevented from treating aberrant changes in  

second-by-second VM as change points. However, a correction is necessary to account for the 

loss in data resolution. To perform the correction, second-by-second VM changes are examined 

within ±5 s of each change point (see Figure 5G), and the change point is assigned at whichever 

point the largest change occurs (see Figure 5H). In the second procedure, the neural network 

predictions are used to identify prolonged periods (> 60 s) of continuous SB. A change point is 

predicted at the start and end of all such periods (see Figure 5I). 

After both main procedures are complete, a final screening process is executed (see Figure 

5J). Three steps are used to screen the change points. First, change points are rejected if they 

occur at the first or last data points in the time series. Second, PELT change points are rejected if 

they occur during a bout of SB, as determined by the neural network. Third, a refractory period is 

instituted, whereby 5 s must elapse after a change point before another change point can occur.
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Figure 5. Visual depiction of the Sojprecision algorithm, where vertical dashed lines represent 

transitions detected by the algorithm. Inputs are: A) second-by-second vector magnitude (VM) 

from the primary accelerometer, and B) second-by-second gyroscope vector magnitude (GVM). 

Features are: C) absolute lag-1 differences of VM, D) signed lag-1 differences of smoothed VM 

data, and E) GVM neural network output (SB- sedentary behavior; LPA- light physical activity; 

MVPA- moderate-to-vigorous physical activity) in 5-s epochs. Procedures are: F) standard PELT 

algorithm is applied to signed 5-s VM differences to detect variance change points; G) second-

by-second magnitude changes are examined within ± 5 s of each predicted change point; H) 

change points are assigned to the highest magnitude change in each range; I) prolonged bouts (> 

60 s) of SB are identified, and additional change points are predicted at the start and end of each 

bout; J) change points are rejected if they occur at the first or last data point, or if a PELT change 

point occurs during a prolonged bout of SB. A refractory period also prohibits predictions from 

occurring within 5 s of one another.
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Analysis 

Versions of Sojrecall and Sojprecision were developed for the hip, non-dominant wrist, and 

dominant wrist. For each attachment site, performance comparisons were made between Sojrecall, 

Sojprecision, and the original youth Sojourn models (34). Notably, there was no original model for 

dominant wrist data, and thus the original non-dominant wrist model was used for both wrists. 

The same approach was taken in the free-living portion of the original calibration study (34), 

wherein the findings showed marginal performance differences between the wrists. 

For all analyses in the present study, data were excluded from files in which there were 

missing sensor values (e.g. a monitor came off during the test), since the segmentation 

algorithms were designed for application to uninterrupted data. There were two main analyses, 

one focused on segmentation and the other focused on activity intensity classification. Below, 

the two analyses are described separately. 

ANALYSIS OF SEGMENTATION. The segmentation components of Sojrecall and Sojprecision were 

developed using an exploratory process that involved data from 75% of participants (n = 65). 

The analyses described below were then carried out using data from the remaining 25% of 

participants (n = 21). As shown in Table 13, participant characteristics were similar for the 

development and analysis subsets. The similarity was achieved using a guided random process. 

Specifically, random assignments were made repeatedly until a manually specified frequency 

target was met. By pairing a frequency-based target with random selection, bias was avoided that 

could arise from hand-selecting specific participants for certain subsets. 

For the analyses (using 25% of participants), the transition pairing method (TPM) of Hibbing 

et al. (35) was used to make site-specific comparisons of segmentation correctness for Sojrecall, 

Sojprecision, and the original youth Sojourn model. Comparisons were made for various settings of  
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Table 13. Distribution of key participant characteristics within the subsamples used for 

developing and testing the segmentation components in Sojrecall and Sojprecision. Values are n(%). 

 

Exploratory Development 

(75%; n = 65) 

Analysis 

(25%; n = 21) 

Total 

(n = 86) 

Age Group (yr)    

    < 9.0 10 (15%) 3 (14%) 13 (15%) 

    9.0-11.9 20 (31%) 7 (33%) 27 (31%) 

    12.0-14.9 15 (23%) 4 (19%) 19 (22%) 

    ≥ 15 20 (31%) 7 (33%) 27 (31%) 

Weight Status    

    Underweight/Normal Weight 54 (83%) 18 (86%) 72 (84%) 

    Overweight/Obese 11 (17%) 3 (14%) 14 (16%) 

Handedness    

    Left 4 (6%) 1 (5%) 5 (6%) 

    Right 61 (94%) 20 (95%) 81 (94%) 
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the spurious pairing threshold, namely 1-20 s in 1-s increments. Predicted and criterion 

transitions were first obtained for each participant and visit. For those with data from two visits 

(n = 17), the values were then pooled across visits. For each participant, performance metrics 

were then calculated, namely recall, precision, relative root mean squared error (RMSE%), and  

aggregated performance. Recall and precision are commonly used in many classification 

settings, but RMSE% and aggregated performance are unique to the TPM. Ordinarily, root mean 

squared error (RMSE) is used on an absolute scale to represent timing error by a dynamic 

segmentation algorithm, and lower values reflect higher performance. Within the TPM, the 

maximum lag time is known (i.e., equal to the spurious pairing threshold value), as is the 

minimum lag time (i.e., 0 s). Therefore, it is possible to express RMSE on a relative scale (i.e., 

RMSE%) such that performance is reflected the same way as precision and recall, namely as a 

percentage between 0% and 100% where higher values reflect better performance. To calculate 

RMSE%, the following formula can be used: 𝑅𝑀𝑆𝐸% = 100% − (
𝑅𝑀𝑆𝐸

𝑆𝑃𝑇
 ∗  100%), where SPT 

is the spurious pairing threshold value. Aggregated performance is defined as the mean of recall, 

precision, and RMSE%. More information is available in the vignette for the R implementation of 

the TPM (see https://cran.r-project.org/web/packages/PAutilities/vignettes/tpm.html). 

After calculating performance metrics for each participant, the values were averaged for 

analysis. Listwise deletion was used to ensure that the same cases were used when making 

comparisons among models for a given metric, attachment site, and spurious pairing threshold 

setting. Statistical significance was examined using the overlapping confidence interval method. 

That is, for a given metric there was a statistically significant difference between two methods 

whenever there was no overlap between their 95% confidence intervals. The latter approach was 

chosen for simplicity (given the large number of comparisons), and in accord with the secondary 
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importance of the segmentation analysis, behind the analysis of intensity classification 

agreement. 

ANALYSIS OF ACTIVITY INTENSITY CLASSIFICATION. Tests of classification agreement were 

used for evaluating the second-by-second intensity classifications from each method. All 

participants (n = 86) were included in the analyses. Predicted and criterion intensities were first 

obtained for individual visits, and then for participants with data from both visits (n = 73 for hip 

and dominant wrist data; n = 72 for non-dominant wrist data) the values were pooled before 

analysis. 

The predictions were compared to the criterion measure using a total of 11 metrics. Two 

metrics (percent correct classification and kappa statistic) reflected overall agreement, while the 

remaining nine reflected agreement for individual intensity categories. Specifically, for each of 

the three intensities (SB, LPA, and MVPA), agreement was assessed with sensitivity, specificity, 

and F1 (i.e., the harmonic mean of recall and precision). In the event of missing values for a 

given metric (e.g. undefined F1 due to recall or precision of zero), the values were discarded for 

all three methods to ensure the same samples were used for group level comparisons. 

After obtaining the metrics for each participant, the values were averaged across participants 

and compared statistically. Specifically, 33 tests were run (11 metrics times three attachment 

sites) using repeated measures analysis of variance (ANOVA). Pairwise post hoc tests were then 

used to compare Sojrecall, Sojprecision, and the original youth Sojourn model. The false discovery 

rate correction (244) was applied to account for multiple comparisons. 
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Results 

Analysis of Segmentation 

MISSING PARTICIPANT DATA. Missing data led to exclusion of data from eight visits, 

including both visits from two participants. Thus, the holdout sample included data from 19 

participants, of whom 18 had data for both visits. For the 1-s spurious pairing threshold, RMSE% 

and aggregated performance data were excluded from one additional participant (hip and non-

dominant wrist only) due to one or more methods predicting no true positives. For spurious 

pairing thresholds ≥ 2-s, all analyses used the same 19-person sample. 

REJECTION OF INDIVIDUAL TRANSITION PAIRINGS. Non-sequential pairings were rare for 

any of the segmentation methods (i.e., original youth Sojourn, Sojrecall, and Sojprecision), meaning 

few pairings were rejected by the TPM. Specifically, there were no rejected pairings for devices 

worn on the hip or non-dominant wrist. For the dominant wrist, there were no rejections for 

spurious pairing threshold settings ≤ 13 s, whereas for higher settings 1-2 participants had a 

rejected pairing (never more than one per participant). 

OUTCOMES. Figure 6 shows results of the segmentation analysis. Aggregated performance 

(see Figure 6D, Figure 6H, and Figure 6L) was similar for all three methods across attachment 

sites, with no differences exceeding 5.3%. The same was true for RMSE%, (see Figure 6C, 

Figure 6G, and Figure 6K) with the vast majority of values falling within 5-6% of one another. 

In contrast, recall and precision were dramatically different for the three segmentation 

algorithms, as discussed below. 

The original youth Sojourn algorithm had the highest mean recall for all wear locations, 

regardless of the spurious pairing threshold (see Figure 6A, Figure 6E, and Figure 6I). Mean 

recall for the original youth Sojourn algorithm exceeded 50% for threshold values of 4-5 s, and  
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Figure 6. Performance of segmentation algorithms when applied to the testing subset. Results are shown for recall, precision, 

RMSE%, and aggregated performance on the hip (A-D, respectively), non-dominant wrist (E-H, respectively), and dominant wrist (I-

L, respectively). Values are means, and error bars are 95% confidence intervals. The spurious pairing threshold (x-axis) reflects the 

longest-allowable lag time for true positives.
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exceeded 75% for threshold values of 9-12 s. Mean recall was greater for Sojrecall than Sojprecision 

(regardless of wear location and spurious pairing threshold), by 4.7%-20.9%. For Sojrecall, recall 

exceeded 50% when the spurious pairing threshold was 7-9 s, and recall > 75% was never 

achieved (maximum of 66.9% for the dominant wrist, spurious pairing threshold of 20 s). For 

Sojprecision, mean recall did not exceed 50% for any setting of the spurious pairing threshold 

(maximum of 47.7% for the hip, spurious pairing threshold of 20 s). 

The original youth Sojourn algorithm had the lowest mean precision for all wear locations, 

regardless of the spurious pairing threshold (see Figure 6B, Figure 6F, and Figure 6J). 

Specifically, mean precision for the original youth Sojourn algorithm never exceeded 36.6% 

(hip, spurious pairing threshold of 20 s). For the PELT-based algorithms, mean precision was 

greater for Sojprecision than Sojrecall (for all but spurious pairing thresholds of 1-2 s on the hip 

only), by 1.1%-21.0%. For Sojrecall, precision only exceeded 50% for the hip (spurious pairing 

threshold ≥ 8 s; maximum mean precision of 60.3%), whereas it was always ≤ 46.1% for the 

wrists. For Sojprecision, mean precision exceeded 50% when the spurious pairing threshold was 6-9 

s, but it never exceeded 69.8% (hip, spurious pairing threshold of 20 s). 

Analysis of Activity Intensity Classification 

Missing data led to exclusion of 31 visits, after which there were 78 participants left for 

analysis. Most of the participants had data from both visits (n = 49 for the hip and dominant 

wrist; n = 48 for the non-dominant wrist). No additional exclusion occurred for monitors worn 

on either wrist. For the hip, participants were excluded for the analyses of F1 for SB (n = 7 

participants excluded; n = 71 remaining, 45 with data for both visits) and LPA (n = 4 participants 

excluded; n = 74 remaining, 48 with data for both visits). 
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A total of 33 ANOVAs were performed (11 metrics times three attachment sites), and main 

effects were significant for 31 of the 33 (p < 0.03) The exceptions were SB F1 on the non-

dominant wrist, and LPA specificity on the dominant wrist (p = 0.11-0.12). Figure 7 shows the 

results of the entire classification analysis. Below, results are presented sequentially for overall 

agreement (percent correct classification and kappa), SB, LPA, and MVPA. Summary statistics 

are presented as mean ± standard deviation. 

OVERALL AGREEMENT. For the hip, mean percent correct classification was 19.6%-20.7% 

higher for Sojrecall (76.5% ± 7.1%) and Sojprecision (77.6% ± 6.9%) than the original model (56.9% 

± 15.4%; both p < 0.001). The differences were more modest at the wrists, where the greatest 

difference occurred on the dominant side, between Sojrecall (71.7% ± 7.5%) and the original 

model (68.6% ± 7.9%; p = 0.02). Kappa statistics followed similar trends to percent correct 

classification, with means ranging from 0.55-0.65 (for Sojrecall and Sojprecision) versus 0.34-0.53 

(for the original models; all p < 0.05). Overall agreement was extremely similar between Sojrecall 

and Sojprecision, with non-significant differences (p > 0.12) for all but the hip. 

SEDENTARY BEHAVIOR. For the hip, mean sensitivity was approximately twice as high for 

Sojrecall (96.7% ± 4.3%) and Sojprecision (94.8% ± 5.7%) than the original model (48.5% ± 31.1%; 

both p < 0.001), whereas mean specificity for all three methods was between 87.5% and 94.7%. 

Mean F1 scores were 25.9%-26.3% higher for the new models than the original (both p < 0.001). 

For the wrists, mean sensitivity was > 90% for Sojrecall and Sojprecision, whereas it was 

significantly lower (82.4%-84.9%; all p < 0.04) for the original model. Mean specificities for all 

three models were between 84.3% and 87.3%, and F1 scores were higher for the new models 

than the original by 2.0%-7.9% (p = 0.27 for both comparisons on the non-dominant wrist; p < 

0.001 for both comparisons on the dominant wrist). When comparing Sojrecall and Sojprecision in  
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Figure 7. Classification agreement of the original youth Sojourn models and the newly 

developed, gyroscope inclusive Sojrecall and Sojprecision models when applied to the laboratory data 

set. Assessments include overall agreement and intensity-specific agreement for sedentary 

behavior (SB), light physical activity (LPA), and moderate-to-vigorous physical activity 

(MVPA). Attachment sites are (A) hip, (B) non-dominant wrist, and (C) dominant wrist. Error 

bars are standard deviation. 

CC- correct classification 
#Non-significant difference (p ≥ 0.05) between original youth Sojourn and Sojrecall 
^Non-significant difference (p ≥ 0.05) between original youth Sojourn and Sojprecision 
*Significant difference (p < 0.05) between Sojrecall and Sojprecision 

All other comparisons involving the original youth Sojourn model were significant (p < 0.05).



 

- 118 - 

terms of sensitivity, specificity, and F1, means differed by ≤ 3.1% regardless of attachment site 

(p = 0.00-0.70). 

LIGHT PHYSICAL ACTIVITY. For the hip, mean sensitivity was more than twice as high for 

Sojrecall (51.2% ± 19.5%) and Sojprecision (54.1% ± 19.1%) than the original model (23.3% ± 

21.2%; both p < 0.001), and mean specificity was between 83.4% and 87.4% for all three 

models. F1 scores were 27.7%-30.2% higher for the new models than the original (both p < 

0.001). For the wrists, the findings differed. On the non-dominant wrist, the patterns were largely 

the same as for the hip, with mean sensitivity of 44.0%-45.4% (for Sojrecall and Sojprecision) versus 

25.7% (original model; both p < 0.001), and mean specificity between 83.4% and 90.8% for all 

three models. F1 scores were 14.7%-15.1% higher for the new models than the original (both p < 

0.001). On the dominant wrist, the three methods were much more similar to each other (mean 

sensitivity of 30.9%-36.0%; mean specificity of 87.2%-89.9%; mean F1 of 36.3%-41.5%; 

pairwise p = 0.01-0.49). When comparing Sojrecall and Sojprecision in terms of sensitivity, 

specificity, and F1, means differed by ≤ 3.7% regardless of attachment site (p = 0.00-0.74). 

MODERATE-TO-VIGOROUS PHYSICAL ACTIVITY. For the hip, mean sensitivity was 

significantly lower for Sojrecall (76.4% ± 14.6%) and Sojprecision (78.7% ± 14.7%) than the original 

model (93.3% ± 14.5%; both p < 0.001), whereas mean specificity was significantly higher 

(90.0%-90.4% for Sojrecall and Sojprecision, versus 57.4% for the original model; both p < 0.001). 

F1 scores were 8.9%-10.1% higher for the new models than the original (both p < 0.001). For the 

wrists, mean sensitivity was 72.3%-77.6% for Sojrecall and Sojprecision, whereas it was significantly 

higher for the original model (86.9%-91.0%; all p < 0.001). In contrast, mean specificity was 

86.6%-89.8% for Sojrecall and Sojprecision, whereas it was significantly lower for the original model 

(76.4%-81.0%; all p < 0.001). F1 scores were 0.3%-2.9% lower for the new models than the 



 

- 119 - 

original (p = 0.02-0.82). When comparing Sojrecall and Sojprecision in terms of sensitivity, 

specificity, and F1, means differed by ≤ 3.0% regardless of attachment site (p = 0.00-0.81). 

Summary and Transition 

In this chapter, two gyroscope inclusive youth Sojourn models (i.e., Sojrecall and Sojprecision) 

were developed, with versions of both models being developed for the hip, non-dominant wrist, 

and dominant wrist. The models used both accelerometer and gyroscope data for segmentation, 

and then intensity classifications were obtained from gyroscope data alone. The main finding 

was that the new models demonstrated higher overall performance than the existing youth 

Sojourn models, with a greater margin for hip data than for data from either wrist. Although the 

findings were promising, it is important to note that the data were collected in a semi-structured 

laboratory setting. Independent validations in free-living settings are essential for understanding 

the generalizability of model performance. Thus, the ensuing chapters will be focused on an 

independent validation conducted in free-living settings. In the next chapter, a free-living data set 

is introduced, and in the following chapter, the independent free-living validation is performed.
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CHAPTER VI 

DESCRIPTION OF FREE-LIVING DATA SET
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Data were drawn from a larger study that was conducted in free-living environments. Similar 

to the laboratory study (see Chapter 3), the present investigation used only data from indirect 

calorimetry, direct observation (DO), and research-grade multi-sensor devices worn on the hip 

and both wrists. Data from other monitors worn by the participants (e.g. on the thighs and 

ankles) will not be discussed. In this chapter, the focus is strictly on describing how the data set 

was generated, whereas the next chapter (pages 136-153) will describe how the data were 

analyzed to address the third research question. 

Participants 

At the time of this investigation, data were still being collected and processed for the parent 

study. Thus, data were only available from a subset of the participants (n = 42, age 6-18 y), of 

whom 10 also participated in the laboratory study that was presented in Chapter 3 (pages 62-80). 

Recruitment was accomplished through word of mouth and publicly posted flyers, and was 

specifically aimed at obtaining an even balance across sex (i.e., matching numbers of males and 

females) and age group (i.e., matching numbers of participants between 6-9, 9-12, 12-15, and 15-

18 years old). Written parental informed consent and youth assent were obtained prior to data 

collection, and exclusion criteria (e.g. contraindications to exercise, or recent musculoskeletal 

injury) were screened based on a health history questionnaire that was filled out for the 

participants by a parent or guardian. The study was approved by the University of Tennessee, 

Knoxville Institutional Review Board. The key materials used for recruitment and enrollment are 

shown in Appendix B (see page 219). Notably, the health history questionnaire matched the 

questionnaire used for the laboratory study (see page 212), and thus is not shown in Appendix B. 
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Protocol 

Participants were seen on two occasions. The first was conducted in a home setting, and the 

second was conducted in a location selected by the participant (e.g. a park or gym), with an 

emphasis on choosing a setting conducive to distinct behaviors from the first visit. 

At the first visit, height and weight were assessed using a portable stadiometer and scale, 

respectively. Participants were then fitted with activity monitors (ActiGraph GT9X; ActiGraph 

LLC, Pensacola, FL, USA), as well as a portable metabolic unit (Cosmed K4b2 or Cosmed K5; 

Cosmed, Rome, Italy). A resting metabolic rate (RMR) assessment was then conducted, 

consisting of 30 min of supine rest. The remainder of the visit involved a free-living assessment 

lasting approximately 2 h, in which participants were allowed to self-select their behaviors while 

the research team observed. 

For the second visit, participants were fitted with the same equipment worn during the first 

visit. Another free-living assessment was then conducted, again lasting approximately 2 h, and 

again performed while the research team observed. 

All 42 of the participants opted into having the trials video recorded. At the start of each 

recording, the Windows system clock was briefly filmed for future calculation of Windows 

timestamps. Video DO was then performed post-hoc using desktop software (Noldus Observer 

XT; Noldus Information Technology bv, Wageningen, The Netherlands) to document activity 

type and transition timing, as well as posture. 

Equipment 

ActiGraph GT9X 

For each participant, data from three GT9X devices were used. One device was worn on the 

right hip along the anterior axillary line at the level of the iliac crest, and the other two were 
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worn on the wrists (i.e., one each on the dominant and non-dominant sides) immediately superior 

to the ulnar and radial styloid processes. The GT9X contains a triaxial primary accelerometer 

and an inertial measurement unit (IMU). The primary accelerometer has a dynamic range of ±8 g 

and is the same component used in ActiGraph GT3X+ models. It can be configured to sample at 

rates between 30 Hz and 100 Hz, and the data can be extracted in two formats, namely raw 

acceleration (in g; low pass filtered at a proprietary cutoff) or the integrated proprietary units 

known as “activity counts”, which are integrated over regular intervals of user-specified length 

between 1 s and 240 s. The IMU contains a device thermometer and three triaxial sensors, i.e., 

secondary accelerometer (dynamic range ± 16 g), gyroscope (dynamic range ± 2000°⋅s-1), and 

magnetometer (dynamic range ± 4800 μT). The IMU sensors can be selectively enabled, but the 

sampling rate (100 Hz) is not modifiable. Prior to each session, the GT9X devices were 

initialized to collect at 90 Hz (primary accelerometer) with all IMU sensors activated. 

Timestamps were automatically synced with the Windows system clock during initialization. 

Noldus Observer XT 

Video DO was performed using the Noldus Observer XT desktop application. Specifically, 

videos were imported to the software and annotated using a specialized coding scheme. At the 

start of each coding session, a default behavior called “CommentStartTime” prompted the user to 

enter a comment indicating the Windows system clock time that was filmed on the camera. 

Doing so allowed future temporal alignment with other data sources. Afterwards, users clicked a 

series of buttons whenever a participant transitioned to a new activity or posture. The first button 

indicated the activity being performed (see Table 14 for common examples), and the second 

indicated the posture being assumed, with eight options (lying, sitting, reclining, standing, 

stepping, squatting/kneeling, mixed posture, or unknown). Simultaneous behaviors were not  
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Table 14. Activity selections in the coding scheme for video direct observation. To aid interpretability, activities are grouped under 

common headings, which were not per se part of the coding scheme. 

Activity Operational Definition 

Ambulatory Activities  

    Running (overground) Running continuously in an overground manner (e.g. on a sidewalk) 

    Running (treadmill) Running continuously on a treadmill 

    Stair climbing Traversing stairs (ascending or descending) in a continuous manner (i.e., excluding transitional use 

of stairs) 

    Walking (overground) Walking continuously in an overground manner (e.g. on a sidewalk) 

    Walking (treadmill) Walking continuously on a treadmill 

Baseball and Softball  

    Drills Performing baseball- or softball-related tasks (e.g. batting, pitching, fielding) outside of a gameplay 

scenario 

    Gameplay Performing baseball- or softball-related tasks (e.g. batting, pitching, fielding) in a gameplay scenario 

Basketball  

    Drills Performing basketball-related tasks (e.g. dribbling, shooting) outside of a gameplay scenario 

    Gameplay Performing basketball-related tasks (e.g. dribbling, shooting) in a gameplay scenario 

Football  

    Drills Performing football-related tasks (e.g. passing, catching, kicking) outside of a gameplay scenario 

    Gameplay Performing football-related tasks (e.g. passing, catching, kicking) in a gameplay scenario 

Golf  

    Drills Performing golf-related tasks (e.g. driving, putting) outside of a gameplay scenario 

    Gameplay Performing golf-related tasks (e.g. driving, putting) in a gameplay scenario 

Homework  

    Non-screen-based Performing homework-related tasks not involving a screen (e.g. written assignments) 

    Screen-based Performing homework-related tasks involving a screen, including mixed media tasks (e.g. involving 

hand-written portions with digital prompts or feedback) 

Household Chores  

    Cleaning or wiping Clearing grime or debris from a surface (e.g. counter, tabletop) using a cloth, rag, sponge, etc. 

    Cooking Performing food production tasks (e.g. chopping, mixing, pouring) 
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Table 14. (Continued)  

Activity Operational Definition 

Household Chores 

(Continued) 

 

    Dishes Cleaning flatware or silverware by hand or using a dishwasher 

    Laundry Performing wardrobe management tasks (e.g. washing, drying, folding or hanging clothes) 

    Sweeping or mopping Cleaning the floor using a handled implement (e.g. broom, Swiffer mop) 

Leisure Activities 

(non-screen-based) 

 

    Arts and crafts Producing fine or functional art using various tools (e.g. pencil, crayon, scissors, glue) 

    Blocks Building structures or models using various materials (e.g. Legos, Lincoln logs) 

    Book reading Reading a book (hard copy) 

    Catch Throwing a ball or disc back and forth in a manner unlike drills or gameplay for a specific sport 

    Dog walking Walking continuously while holding a leash being used to guide a dog 

    Games Playing non-screen-based games of various forms (e.g. card games, board games) 

    Gardening Performing garden-related tasks (e.g. tilling, planting, weeding) 

    Tag or hide-and-seek Engaging in one of two specific games for children, namely tag or hide-and-seek 

Leisure Activities 

(screen-based) 

 

    Cell phone Cell usage encompassing various purposes (e.g. communication, entertainment) 

    Computer Desktop computer usage encompassing various purposes (e.g. communication, entertainment) 

    Laptop Laptop computer usage encompassing various purposes (e.g. communication, entertainment) 

    Tablet Tablet usage encompassing various purposes (e.g. communication, entertainment) 

    Video gaming Playing a screen-based game through the use of a handheld controller 

    Watching television Viewing television programming on a traditional television (i.e., excluding other devices such as 

tablets) 

Outdoor Chores  

    Mowing (push) Using a push lawnmower to mow the lawn 

    Mowing (riding) Using a riding lawnmower to mow the lawn 

    Raking Using a rake for outdoor tasks (e.g. gathering leaves) 

Playground Activities  

    Climbing Engaging with playground equipment through climbing motions 



 

- 126 - 

Table 14. (Continued)  

Activity Operational Definition 

Playground Activities 

(Continued) 

 

    Slide Engaging with a playground slide in the intended manner (i.e., sliding from top to bottom) 

    Swing Engaging with a swing of any type (e.g. including tree swings) in the intended manner 

    Other Playground activity that cannot be described as climbing, sliding, or swinging 

Soccer  

    Drills Performing soccer-related tasks (e.g. dribbling, shooting) outside of a gameplay scenario 

    Gameplay Performing soccer-related tasks (e.g. dribbling, shooting) in a gameplay scenario 

Stationary Activities  

    Lying Lying still with no additional activity (e.g. screen time) 

    Sitting Sitting still with no additional activity (e.g. screen time) 

Tennis  

    Drills Performing tennis-related tasks (e.g. serving, returning) outside of a gameplay scenario 

    Gameplay Performing tennis-related tasks (e.g. serving, returning) in a gameplay scenario 

Volleyball  

    Drills Performing volleyball-related tasks (e.g. bumping, setting, spiking) outside of a gameplay scenario 

    Gameplay Performing volleyball-related tasks (e.g. bumping, setting, spiking) in a gameplay scenario 

Wheeled Activities  

    Cycling (overground) Bicycling continuously in an overground manner (e.g. on a bike path) 

    Cycling (ergometer) Pedaling continuously on a stationary bicycle 

    Roller skating Moving about while wearing wheeled footwear (e.g. inline skates, roller skates) 

    Scooter Continuous use of a scooter for transportation or sport (e.g. tricks) 

    Skateboarding Continuous use of a skateboard for transportation or sport (e.g. tricks) 

Other Activities  

    Transition Any activity that occurs as a linkage between two other activities, rather than a standalone activity 

    Unknown activity Any activity that is not adequately described by the preceding options 
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allowed in the coding scheme, and behaviors were coded continuously (i.e., gaps were not 

allowed in the observation). Thus, the Observer XT data allowed each moment of the data 

collection to be linked to a single activity and posture. User input was automatically timestamped 

using relative timestamps (i.e., elapsed time since the start of the observation), thereby  

establishing when activity and postural transitions occurred. The intervening periods (i.e., 

periods of continuous engagement in a single activity and posture) will be referred to hereafter as 

behavioral intervals, which are notably distinct from activity bouts (i.e., periods of continuous 

engagement in a single activity, which could include one or more postures). 

Cosmed K4b2 and K5 

The K4b2 (233) and K5 (245) are both portable indirect calorimeters that have previously 

been validated against the Douglas bag method for assessment of oxygen consumption (VO2) 

and carbon dioxide production (VCO2) across a range of intensities. Each participant wore a 

facemask connected to a chest-mounted (K4b2) or back-mounted (K5) unit that housed the 

oxygen (O2) and carbon dioxide (CO2) analyzers. The facemasks were interchangeable between 

the K4b2 and the K5, and both systems collected data in breath-by-breath format. Prior to each 

test, the systems were calibrated in 4-5 steps. First, the analyzers were calibrated to room air. 

Second, the analyzers were calibrated to a reference gas (16.0% O2, 5.0% CO2, balance 

nitrogen). Third, the flowmeter was calibrated to a known volume (3 L, drawn from a Hans 

Rudolf syringe). And fourth, a delay calibration was conducted for ensuring temporal alignment 

between data collected by the flowmeter and the analyzers. The fifth procedure applied only to 

the K5 during indoor testing, and it was a scrubber calibration that zeroed the CO2 analyzer to 

the indoor room air. At the start of each data collection (K4b2 and K5), the Windows system 

clock time was manually recorded for future alignment with other data sources. 
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Initial Data Processing 

ActiGraph GT9X 

Binary data from the primary accelerometer (90 Hz) and gyroscope (100 Hz) were first read 

into R using the function `AGread::read_gt3x`, then averaged each second and merged together 

using the function `AGread::AG_merge` (234). The two commands generally followed the 

procedures of Hibbing et al. (25). Specifically, for primary accelerometer data (in g) two 

variables were computed for each sample. The first variable was the Euclidian norm minus one 

(ENMO, in milli-g), which was defined as [(√𝑋2 + 𝑌2 + 𝑍2 − 1) ⋅ 1000], with negative values 

rounded up to zero. The second variable was the vector magnitude (VM, in g), which was 

defined as √𝑋2 + 𝑌2 + 𝑍2. After computing ENMO and VM for each sample, second-by-second 

averages were calculated for both variables. For the 100-Hz gyroscope data (in °⋅s-1), each axis 

was low-pass filtered at 35 Hz, after which the gyroscope vector magnitude (GVM, defined as 

√𝑋2 + 𝑌2 + 𝑍2) was calculated and averaged each second. The second-by-second ENMO, VM, 

and GVM data were then merged. 

Noldus Observer XT 

Two reviewers coded each video, and their codes were compared using built-in functionality 

of the Noldus software. Disagreements were resolved by a senior reviewer, at which point the 

observation was exported as an Excel file. Each Excel file was in “event log” format, meaning 

separate rows of data were used to represent the beginning and end of each behavioral interval 

(i.e., each period of continuous engagement in a single activity and posture). Timestamps were 

given in relative format (i.e., elapsed time since the start of the observations), and the first line of 

every file indicated what the filmed Windows timestamp was. 
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The Excel files were then processed in R, wherein a sync procedure was first run to obtain 

Windows timestamps for each behavioral interval. Specifically, for each file the Windows 

timestamps were calculated by adding the relative timestamps (outputted from the Observer 

software) to the Windows time indicated in the first row. After completing the sync procedure, 

the R code reformatted the data such that each behavioral interval was represented with a single 

row of data containing activity and posture labels, plus Windows-formatted start and stop times. 

Cosmed K4b2 and K5 

Breath-by-breath data were first screened by excluding any breaths for which one or more of 

the following four conditions were met: 1) respiratory frequency outside the range 5-80 

breaths⋅min-1; 2) ventilation rate outside the range 0.2-10 L⋅min-1; 3) fraction of expired O2 

outside the range 10%-20%; or 4) fraction of expired CO2 outside the range 1%-10%. After 

excluding invalid breaths, Windows timestamps were calculated. The K4b2 and K5 systems each 

gave timestamps in relative format (i.e., elapsed time since the start of data collection). Thus, 

Windows timestamps were calculated by adding the relative timestamps to the manually 

recorded Windows starting time. 

Further processing occurred in two broad steps. The first step involved determining RMR for 

each participant. Those values were then used to calculate youth metabolic equivalents (𝑀𝐸𝑇𝑦 =

𝑎𝑐𝑡𝑖𝑣𝑖𝑡𝑦 𝑉𝑂2

𝑅𝑀𝑅
) in the second step, which involved creating a second-by-second time course of METy 

values throughout each trial. Below, the procedures are described separately for the RMR data 

and the continuous time course data. Notably, breath-by-breath VO2 data were converted to 

different epoch lengths for RMR versus continuous time course data. All such conversions were 

performed using procedures given by the manufacturer. Specifically, within each epoch, means 
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were calculated across breaths for key variables (e.g. gas fractions), and then those means were 

used to calculate the VO2 value for the whole epoch. 

RESTING METABOLIC RATE DATA. Start and stop times were manually recorded for the 

RMR assessments. The corresponding breath-by-breath VO2 data were then extracted and 

processed. Data were discarded from the first 10 min of each assessment, along with data from 

the last minute. Using the remaining data, VO2 was calculated for all possible 5-min epochs (i.e., 

using a 5-min rolling window), and the lowest value was taken as RMR. 

Outlier screening was performed by determining the mean RMR for participants ≤ 12 years 

old, and those > 12 years old. Within each age group, values were removed if they differed from 

the mean by more than 2.0 standard deviations. Notably, the outlier screening was performed 

using available RMR data from 73 participants, rather than only the 42 who also had DO and 

GT9X data. By using as large a sample as possible, there was reduced potential for identifying 

spurious outliers due to small sample size in either age group. Thus, it was important to use data 

from all 73 participants, even though 31 of them were not eligible for inclusion in any other 

aspects of this investigation. 

CONTINUOUS TIME COURSE. For each participant, VO2 data were first converted to 15-s 

epochs. The averages were then converted to METy via division by RMR. Lastly, each second of 

the data collection was labeled with the METy value from the corresponding 15-s epoch. Thus, 

second-by-second METy values were available after completing the prior steps. 

Assembling the Final Data Set 

The data set was assembled by starting with the second-by-second GT9X data. First, the 

GT9X data were merged with the K4b2 and K5 data by labeling each second with the METy 

value from the corresponding 15-s epoch. Next, DO data were added by labeling each second 
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with the activity and posture values from the corresponding behavioral interval. After completing 

the prior steps, the data set included second-by-second data from the GT9X (ENMO, VM, 

GVM), K4b2 (METy), and DO (activity and posture). 

For each second of data, posture and METy were examined to determine activity intensity 

based on accepted definitions that included both posture and EE (73, 235). Specifically, each 

second was classified as sedentary behavior (SB; ≤ 1.5 METy and lying, seated, or reclining 

posture), light physical activity (LPA; 1.51-2.99 METy, or ≤ 1.5 METy with upright posture), or 

moderate-to-vigorous physical activity (MVPA; ≥ 3.0 METy, regardless of posture). Activity 

labels were then examined to identify transition points, which were labeled using a binary 

variable (i.e., taking a value of 1.0 whenever a transition occurred and 0.0 otherwise). 

Afterwards, participant characteristics (e.g. sex and age) were added to complete the data set. 

Table 15 shows how the data set was laid out. After completing the prior steps, there were 

separate data files for each participant and visit. Pooling of data from both visits will be 

discussed in the following chapter, since the pooling was specifically related to data analysis. 

Data Loss 

Figure 8 summarizes participant level data loss. Seven participants were excluded for not 

having data from two days, and four additional participants were excluded due to various 

metabolic data issues that affected both days. Attachment site-specific exclusion was also 

performed since two participants had partially missing GT9X data for one of their visits. 

Specifically, one participant was missing hip data for one visit (due to researcher error) and 

another participant was missing dominant wrist data for one visit (due to download error). The 

affected participants were excluded from analyses that involved the affected attachment site, but 

they were not excluded from analyses involving the other attachment sites. Thus, the analytical 
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Table 15. Layout of the free-living data (second-by-second format). 

  Demographics Sensor Variables Criterion Labels# 

PID Attachment Sex Age …# 

ENMO 

(milli-g) 

VM 

(g) 

GVM 

(°⋅s-1) Activity Intensity Transition^ 

000 Hip M 12.8 … 108.9 0.975 71.171 Basketball (drills) MVPA 0 

000 Hip M 12.8 … 44.8 1.016 28.532 Basketball (drills) MVPA 0 

000 Hip M 12.8 … 32.0 1.028 18.207 Transition MVPA 1 

000 Hip M 12.8 … 22.1 1.022 22.550 Transition MVPA 0 

000 Hip M 12.8 … 18.9 1.018 14.000 Transition MVPA 0 

… … … … … … … … … … … 

PID- participant code; ENMO- Euclidian norm minus one; VM- vector magnitude; GVM- gyroscope vector magnitude; M- male; 

MVPA- moderate-to-vigorous physical activity 
#To conserve space, some variables are not shown. Most notably, criterion values for posture and metabolic equivalents are not shown, 

having already been combined to determine intensity (i.e., SB, LPA, or MVPA).  
^Indicator of whether a transition occurred (1) or not (0) for each second. 

Note: VM does not always equal [(ENMO/1000)+1], which is a side effect of converting the raw data (90 Hz) to 1-s averages.
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Figure 8. Summary of participant level data loss and retention for the free-living data set. 

RMR- resting metabolic rate. 
#The term “Cosmed” is used generically to refer to the K4b2 or the K5, whereas the specific 

system is indicated where appropriate. 
^Different participants were lost for the hip and dominant wrist.

Initial Sample 

(n = 42) 

Final Participant Sample 

(n = 31) 

Participants lost due to issues affecting one visit (n = 7) 

 

• Withdrew after first visit (n = 1) 

• Video not yet coded from second visit (n = 3) 

• Cosmed# issues affecting one visit (n = 3) 

Participants lost due to issues affecting both visits (n = 4) 

 

• Refused to wear Cosmed# (n = 2) 

• RMR outlier (n = 1) 

• K5# device error (n = 1) 

Partial loss due to issues affecting only one attachment site (n = 2)^ 

  

• Hip GT9X not worn for one visit (n = 1) 

• Dominant wrist GT9X device error for one visit (n = 1)  

Hip^ 

(n = 30) 

  

Non-dominant Wrist 

(n = 31) 

 

Dominant Wrist^ 

(n = 30) 
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samples differed for each attachment site, with 30 total participants for the hip (four of whom 

also participated in the previously-discussed laboratory study), 31 for the non-dominant wrist 

(five of whom also participated in the laboratory study), and 30 for the dominant wrist (five of 

whom also participated in the laboratory study). Within trials, there was sometimes partial loss of 

criterion data (e.g. when the participant was off camera or took the Cosmed mask off for a water 

break), but such loss was rare, accounting for mean ± SD 21.3 ± 24.7 min (or 9.5% ± 11.3% of 

total measurement time) per participant. The affected data were not removed until analysis (see 

the following chapter), to allow sensor segmentation algorithms to run on continuously-collected 

GT9X data. 

Summary of Final Data Set 

Participants had mean ± SD 3.8 ± 0.4 h of data that were usable for at least one attachment 

site. The total volume of data amounted to more than four days (103.7 h for the hip, 107.0 h for 

the non-dominant wrist, and 103.0 h for the dominant wrist). Table 16 shows participant 

characteristics for the final sample. The data presented in this chapter will serve as a starting 

point for analyses in the next chapter, wherein the third research question will be addressed. 
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Table 16. Participant demographics for the free-living study. Values are n (%), except for age 

(mean ± SD). 

 

Female 

(n = 11) 

Male 

(n = 20) 

Total 

(N = 31) 

Age (yr) 11.2 ± 3.5 12.6 ± 3.0 12.1 ± 3.2 

Weight Status#    

    Underweight (< 5th percentile) 0 (0%) 2 (10%) 2 (6%) 

    Normal Weight (5.0-84.9th percentile) 10 (91%) 13 (65%) 23 (74%) 

    Overweight (85.0-94.9th percentile) 0 (0%) 2 (10%) 2 (6%) 

    Obese (≥ 95th percentile) 1 (9%) 3 (15%) 4 (13%) 

Handedness    

    Left 0 (0%) 1 (5%) 1 (3%) 

    Right 11 (100%) 19 (95%) 30 (97%) 

Ethnicity    

    Hispanic 0 (0%) 1 (5%) 1 (3%) 

    Non-Hispanic 11 (100%) 19 (95%) 30 (97%) 

Race    

    Asian 0 (0%) 2 (10%) 2 (6%) 

    Hawaiian/Pacific Islander 0 (0%) 1 (5%) 1 (3%) 

    White 11 (100%) 17 (85%) 28 (90%) 
#Percentiles determined from the Centers for Disease Control and Prevention body-mass-index-

for-age growth charts.
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CHAPTER VII 

RESEARCH QUESTION 3: METHODS AND RESULTS
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Overview 

In Chapter 5, versions of two gyroscope inclusive youth Sojourn models (i.e., Sojrecall and 

Sojprecision) were developed for the hip, non-dominant wrist, and dominant wrist. Laboratory data 

were used for the development, and also for making performance comparisons between Sojrecall, 

Sojprecision, and the original raw acceleration-based youth Sojourn models (34). Notably, there 

was no original model for dominant wrist data, and thus the original non-dominant wrist model 

was used for both wrists.  

In this chapter, the free-living data set from Chapter 6 (pages 120-135) was used to perform 

an independent validation of Sojrecall and Sojprecision. The original raw acceleration-focused youth 

Sojourn models (34) were again included for comparison, using the non-dominant wrist model to 

obtain estimates for both wrists. Below, four analyses are presented. The analyses were designed 

to address the third research question, which was formulated as follows: 

3.   Question: In free-living settings, does the performance of youth Sojourn models improve 

when using sensor fusion and change point detection for segmentation, and gyroscope-

based neural networks for intensity classification? 

  Hypothesis: When applied to free-living data, youth Sojourn models that use sensor 

fusion and change point detection for segmentation, and gyroscope-based neural 

networks for intensity classification will have improved performance, compared to 

existing youth Sojourn models. 

Methods 

Analysis of Model Runtime 

Each data file contained pre-processed data that were obtained from a single participant, 

visit, and attachment site. The analysis was focused exclusively on algorithm runtime, meaning it 
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was not necessary to distinguish between participants, visits, or attachment sites. Thus, all files 

were treated as independent cases, and analysis was performed on a file-by-file basis. Each data 

file was read into R, at which point three youth Sojourn models were applied (i.e., the site-

appropriate versions of Sojrecall, Sojprecision, and the original youth Sojourn model). The models 

were timed as they ran, and after processing all files, the model-wise runtimes were compared 

using repeated measures analysis of variance (ANOVA). Individual models were compared 

using pairwise paired t-tests were, and the false discovery rate correction (244) was used to 

account for multiple comparisons. 

Analysis of Segmentation 

The transition pairing method (TPM) of Hibbing et al. (35) was used to make site-specific 

comparisons of segmentation correctness for Sojrecall, Sojprecision, and the original youth Sojourn 

model. Comparisons were made for various settings of the spurious pairing threshold, namely 1-

20 s in 1-s increments. Predicted and criterion transitions were first obtained for each participant 

and visit. The values were then pooled across visits. For each participant, performance metrics 

were then calculated, namely recall, precision, relative root mean squared error (RMSE%), and 

aggregated performance. Recall and precision are commonly used in many classification 

settings, but RMSE% and aggregated performance are unique to the TPM. Ordinarily, root mean 

squared error (RMSE) is used on an absolute scale to represent timing error by a dynamic 

segmentation algorithm, and lower values reflect higher performance. Within the TPM, the 

maximum lag time is known (i.e., equal to the spurious pairing threshold value), as is the 

minimum lag time (i.e., 0 s). Therefore, it is possible to express RMSE on a relative scale (i.e., 

RMSE%) such that performance is reflected the same way as precision and recall, namely as a 

percentage between 0% and 100% where higher values reflect better performance. To calculate 
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RMSE%, the following formula can be used: 𝑅𝑀𝑆𝐸% = 100% − (
𝑅𝑀𝑆𝐸

𝑆𝑃𝑇
 ∗  100%), where SPT 

is the spurious pairing threshold value. Aggregated performance is defined as the mean of recall, 

precision, and RMSE%. More information is available in the vignette for the R implementation of 

the TPM (see https://cran.r-project.org/web/packages/PAutilities/vignettes/tpm.html). 

After calculating metrics for each participant and attachment site, the metrics were then 

compared across participants using the overlapping confidence interval method. Specifically, in 

each analysis 95% confidence intervals were calculated for each of the three youth Sojourn 

models, and non-overlapping confidence intervals were defined as being significantly different 

with α = 0.05. For each analysis, missing data (e.g. due to a model predicting no true positives) 

were handled via listwise deletion to ensure the same cases were used for comparing each model. 

Analysis of Activity Intensity Classification 

The youth Sojourn models produced second-by-second predictions of activity intensity, 

namely sedentary behavior (SB), light physical activity (LPA), or moderate-to-vigorous physical 

activity (MVPA). At the participant level (pooling data across visits), 11 total metrics were used 

to assess classification agreement compared to the criterion measure. Two of the metrics 

reflected overall agreement (i.e., percent correct classification and kappa statistics), while the 

other nine reflected agreement for individual intensity categories. Specifically, for each of the 

three intensities (SB, LPA, and MVPA), agreement was assessed with sensitivity, specificity, 

and F1 (i.e., the harmonic mean of recall and precision). 

After obtaining the metrics for each participant and model, the values were averaged across 

participants and compared statistically. Specifically, 33 tests were run (11 metrics times three 

attachment sites) using repeated measures analysis of variance (ANOVA). Pairwise post hoc 

tests were then used to compare Sojrecall, Sojprecision, and the original youth Sojourn model. The 
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false discovery rate correction (244) was applied to account for multiple comparisons. For each 

analysis, data were screened for missing values that occurred due to divide-by-zero errors (e.g. if 

F1 was undefined due to recall or precision of 0.0%). In such cases, listwise deletion was 

performed to ensure the same cases were used for comparing each model. 

Analysis of Activity Time 

For each participant (separately for each attachment site), data were pooled across visits to 

obtain total time spent in SB, LPA, and MVPA for the criterion method and the various youth 

Sojourn models. The values were then compared descriptively and statistically. For the 

descriptive analysis, methods were compared in terms of mean and standard deviation. Statistical 

analyses were carried out after converting SB, LPA, and MVPA estimates to percent of total 

time spent in each category. The latter transformation was applied to normalize the scale across 

participants prior to analysis. The predictions from the youth Sojourn models were then 

compared to the criterion values using a total of nine repeated measures ANOVAs (one for each 

intensity category and attachment site). Planned contrasts were used to perform post hoc tests (α 

= 0.05). Specifically, paired t-tests were used to compare each model to the criterion measure, 

with multiple comparisons being addressed using the false discovery rate correction (244). 

Results 

Results for the four analyses are presented in separate subsections. Summary statistics are 

presented as mean ± standard deviation. Notably, the samples differed slightly for each 

attachment site (see Figure 8), and thus direct comparisons have been avoided across sites. 

Analysis of Model Runtime 

Across all attachment sites, there were 182 files processed, corresponding to 60 visits each 

for the hip and dominant wrist, and 62 visits for the non-dominant wrist. The individual files had 
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durations of 114.3 ± 18.3 min. Algorithm runtimes were 1.2 ± 0.3 s (original youth Sojourn), 

16.3 ± 3.0 s (Sojrecall), and 5.2 ± 1.1 s (Sojprecision). There was a significant main effect of model 

choice on runtime (F(2) = 5053.2, p < 0.001), and all pairwise comparisons were significant with 

p < 0.001. 

Analysis of Segmentation 

MISSING PARTICIPANT DATA. Table 17 summarizes participant level data loss by attachment 

site and performance metric. There were no missing data for recall and precision. For RMSE% 

and aggregated performance, missing data occurred whenever a model yielded no true positive 

predictions. The latter issue occurred only when the spurious pairing threshold was ≤ 4 s, 

resulting in loss of data from 1-5 participants (depending on the attachment site and the specific 

threshold setting). 

REJECTION OF INDIVIDUAL TRANSITION PAIRINGS. For the original youth Sojourn 

algorithm, the TPM rejected a total of 14 non-sequential pairings (never more than one per 

participant) across all combinations of attachment site and spurious pairing threshold. For 

Sojrecall, there were 188 rejected pairings, 53.7% of which came from the hip (1-3 rejected 

pairings per participant, for up to 11 participants depending on the spurious pairing threshold). 

For the other 46.3% of cases (i.e., on the wrists) there were 1-2 rejected pairings per participant, 

for up to eight participants (depending on the specific wrist and spurious pairing threshold 

setting). For Sojprecision, there were 59 rejected pairings, 91.5% of which occurred for the hip 

(maximum of one rejected pairing per participant, for up to eight participants depending on the 

spurious pairing threshold). On the non-dominant wrist, there were no rejected pairings for 

Sojprecision, whereas on the dominant wrist there was one rejected pairing for one participant 

(spurious pairing threshold ≥ 16 s).
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Table 17. Summary of data loss (participant level) for each analysis of segmentation using the free-living data set.

 Spurious Pairing Threshold (s) Participants Removed (n) Final Sample (n) 

Hip (starting N = 30)    

  Recall and precision 1-20 0 30 

  RMSE% and aggregated performance 1 3 27 

 2-20 0 30 

Non-Dominant Wrist (starting N = 31)    

  Recall and precision 1-20 0 31 

  RMSE% and aggregated performance 1 5 26 

 2 3 28 

 3 1 30 

 4-20 0 31 

Dominant Wrist (starting N = 30)    

  Recall and precision 1-20 0 30 

  RMSE% and aggregated performance 1 5 25 

 2 3 27 

 3 1 29 

 4-20 0 30 

RMSE%- relative root mean squared error. 

Note: For a given metric and attachment site, participants were excluded whenever one or more models gave a missing value. All 

missing values occurred due to a model predicting no true positives.
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OUTCOMES. Figure 9 shows results of the segmentation analysis. In terms of aggregated 

performance (Figure 9D, Figure 9H, and Figure 9L), the original youth Sojourn models 

performed the best for all attachment sites and spurious pairing threshold settings. Sojrecall had the 

next highest performance for all but spurious pairing threshold settings of 2 s (non-dominant 

wrist) and 1 s (dominant wrist), meaning Sojprecision generally had the lowest aggregated 

performance. For the original youth Sojourn algorithm, mean aggregated performance exceeded 

50% at spurious pairing threshold values of 16 s (all attachment sites) and never exceeded 53.6% 

(dominant wrist, spurious pairing threshold of 20 s). Sojrecall and Sojprecision never differed from 

one another by more than 7.6%, and neither model achieved mean aggregated performance > 

50%, with the maximum being 46.3% (Sojrecall on the hip, spurious pairing threshold of 20 s). 

For recall (Figure 9A, Figure 9E, and Figure 9I), the original Sojourn algorithm had the 

highest mean for all wear locations (regardless of the spurious pairing threshold), followed by 

Sojrecall and Sojprecision. For the original youth Sojourn algorithm, mean recall exceeded 50% for 

threshold values of 7-8 s (depending on attachment site), and exceeded 75% for threshold values 

of 13-14 s (wrists only; maximum hip recall 72.4%, for spurious pairing threshold of 20 s). For 

Sojrecall and Sojprecision, mean recall differed by 4.0%-26.1%. For Sojrecall, mean recall exceeded 

50% when the spurious pairing threshold was 17-19 s (hip and non-dominant wrist only; 

maximum of 48.6% for the dominant wrist, spurious pairing threshold of 20 s), and mean recall 

> 75% was never achieved (maximum of 53.3% for the hip, spurious pairing threshold of 20 s). 

For Sojprecision, mean recall did not exceed 50% for any setting of the spurious pairing threshold 

(maximum of 28.1% for the hip, spurious pairing threshold of 20 s). 

For precision (Figure 9B, Figure 9F, and Figure 9J), the original youth Sojourn algorithm and 

Sojrecall performed similarly, never differing by more than 2.1% across attachment sites and 
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Figure 9. Performance of segmentation algorithms when applied to the free-living data set. Results are shown for recall, precision, 

RMSE%, and aggregated performance on the hip (A-D, respectively), non-dominant wrist (E-H, respectively), and dominant wrist (I-

L, respectively). Values are means, and error bars are 95% confidence intervals. The spurious pairing threshold (x-axis) reflects the 

longest-allowable lag time for true positives.
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spurious pairing threshold settings, and never exceeding 25.6% (Sojrecall for the hip, spurious 

pairing threshold of 20 s). Sojprecision had the highest mean precision for all attachment sites and 

spurious pairing threshold settings. However, the margins were small, ranging from 0.7%-4.0% 

(hip), 1.8%-8.6% (non-dominant wrist), and 1.0%-10.4% (dominant wrist).Mean precision for 

Sojprecision did not exceed 50% for any attachment site or threshold setting (maximum of 29.4% 

for the hip, spurious pairing threshold of 20 s). 

For RMSE%, (Figure 9C, Figure 9G, and Figure 9K) the original youth Sojourn models had 

the highest mean when the spurious pairing threshold was ≥ 17 s (hip), ≥ 15 s (non-dominant 

wrist), and ≥ 12 s (dominant wrist). For lower threshold settings, no single model consistently 

had the highest or lowest mean RMSE%. No differences exceeded 9.3% (regardless of 

attachment site or spurious pairing threshold), and for spurious pairing threshold settings ≤ 17 s, 

differences were all < 7.2%. 

Analysis of Activity Intensity Classification 

Table 18 summarizes participant level data loss by attachment site and performance metric. 

Apart from one missing SB F1 score (due to precision of 0.0% for the original youth Sojourn 

model), there was no data loss for analyses of overall agreement, SB, or LPA. For MVPA, up to 

eight participants (depending on attachment site) lacked true positive data for one or more 

models, resulting in undefined F1 scores. In three of those cases, F1 and sensitivity were both 

missing because the participants did not perform any MVPA at either visit. 

A total of 33 ANOVAs were performed (11 metrics times three attachment sites), and main 

effects were significant for 29 of the 33 (p < 0.03). Two of the exceptions occurred for the non-

dominant wrist (LPA specificity with p = 0.08, and MVPA F1 with p = 0.29), and the other two 

occurred for the dominant wrist (percent correct classification with p = 0.05, and MVPA F1 with 
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Table 18. Summary of data loss (participant level) for each analysis of classification agreement using the free-living data set. 

 Overall Agreement SB LPA MVPA 

 CC Kappa Se Sp F1 Se Sp F1 Se Sp F1 

Hip (starting N = 30)            

  Participants removed (n) 0 0 0 0 1# 0 0 0 3^ 0 8^* 

  Final sample (n) 30 30 30 30 29 30 30 30 27 0 22 

Non-Dominant Wrist (starting N = 31)            

  Participants removed (n) 0 0 0 0 0 0 0 0 3^ 0 8^* 

  Final sample (n) 31 31 31 31 31 31 31 31 28 0 23 

Dominant Wrist (starting N = 30)            

  Participants removed (n) 0 0 0 0 0 0 0 0 3^ 0 6^* 

  Final sample (n) 30 30 30 30 30 30 30 30 27 0 24 

SB- sedentary behavior; LPA- light physical activity; MVPA- moderate-to-vigorous physical activity; CC- correct classification; 

Se- sensitivity; sp- specificity. 
#F1 undefined because original youth Sojourn model predicted no SB (n = 1) 
^Sensitivity and F1 undefined because participants did not perform any MVPA (n = 3) 
*F1 undefined because one or more models predicted no true positive MVPA (n = 3-5)
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p = 0.96). Figure 10 shows the results of the entire classification analysis. Below, results are 

presented sequentially for overall agreement, SB, LPA, and MVPA. 

OVERALL AGREEMENT. For the hip, mean percent correct classification was 39.6%-42.9% 

higher when using Sojrecall (68.0% ± 14.6%) or Sojprecision (71.3% ± 14.4%) than when using the 

original model (28.4% ± 16.1%; both p < 0.001). The differences were more modest for the non-

dominant wrist (13.1%-15.0%; both p < 0.001), and the differences were non-significant for the 

dominant wrist (4.2%-4.8%; both p = 0.16). Kappa statistics followed similar trends to percent 

correct classification, with means ranging from 0.26-0.47 (for Sojrecall and Sojprecision) versus 0.08-

0.23 (for the original models; p = 0.00-0.25). When comparing Sojrecall and Sojprecision to one 

another across attachment sites, both models had similar means for percent correct classification 

(differences ≤ 3.3%) and kappa (differences ≤ 0.05), with mixed significance (p = 0.00-0.61). 

SEDENTARY BEHAVIOR. For the hip, mean sensitivity was more than three times as high for 

Sojrecall (91.6% ± 8.9%) and Sojprecision (89.0 ± 11.0%) as for the original model (24.2% ± 22.2%; 

both p < 0.001), whereas specificity was lower (means of 63.8%-70.1% for Sojrecall and 

Sojprecision, versus 92.1% for the original model; both p < 0.001). Mean F1 scores were 45.0%-

47.0% higher for the new models than the original (both p < 0.001). For the wrists, mean 

sensitivity was 83.3%-95.1% for Sojrecall and Sojprecision, whereas it was significantly lower 

(63.6%-63.8%; all p < 0.01) for the original model. The trends were reversed for specificity, with 

means of 50.2%-65.7% for Sojrecall and Sojprecision, versus significantly higher means (76.2%-

78.3%; all p < 0.01) for the original model. F1 means for the wrists were higher for the new 

models than the original by 9.3%-11.0% (all p < 0.01). When comparing Sojrecall and Sojprecision to 

one another across attachment sites, both models had similar mean values for sensitivity and F1  
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Figure 10. Classification agreement of the original youth Sojourn models and the newly 

developed, gyroscope inclusive Sojrecall and Sojprecision models when applied to the free-living data 

set. Assessments include overall agreement and intensity-specific agreement for sedentary 

behavior (SB), light physical activity (LPA), and moderate-to-vigorous physical activity 

(MVPA). Attachment sites are (A) hip, (B) non-dominant wrist, and (C) dominant wrist. Error 

bars are standard deviation. For the dominant wrist, the original youth Sojourn results were 

obtained using the model calibrated for the non-dominant wrist. 

CC- correct classification 
#Significant difference (p < 0.05) between original youth Sojourn and Sojrecall 
^Significant difference (p < 0.05) between original youth Sojourn and Sojprecision

  

*Significant difference (p < 0.05) between Sojrecall and Sojprecision
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(differences ≤ 3.4%; p = 0.00-0.93), whereas differences for specificity ranged from 1.5%-8.6% 

(p = 0.00-0.20). 

LIGHT PHYSICAL ACTIVITY. For the hip, mean sensitivity was 17.5%-26.1% higher for 

Sojrecall (44.6% ± 22.1%) and Sojprecision (53.2% ± 24.2%) than the original model (27.1% ± 

27.0%; both p < 0.01). Similarly, mean specificity was 13.3%-15.7% higher for Sojrecall (88.1% ± 

8.8%) and Sojprecision (85.7% ± 10.0%) than the original model (72.4% ± 26.6%; both p = 0.02). 

F1 means were approximately twice as high for Sojrecall and Sojprecision (means of 52.8%-59.3%) 

than the original model (mean of 26.3%; both p < 0.001). In terms of how Sojrecall and Sojprecision 

compared to one another for the hip, mean sensitivity and F1 differed by 6.4%-8.7% (both p < 

0.001), while mean specificity differed by 2.4% (p = 0.02). 

On the non-dominant wrist, the patterns were largely the same as for the hip, with mean 

sensitivity of 46.4%-49.7% (for Sojrecall and Sojprecision) versus 35.6% (original model; both p = 

0.09), and mean specificity of 73.4%-80.1% for all three models. F1 scores were 13.8%-15.8% 

higher for the new models than the original (both p = 0.01). In terms of how Sojrecall and 

Sojprecision compared to one another for the non-dominant wrist, mean sensitivity, specificity, and 

F1 all differed by ≤ 3.3% (p = 0.09-0.86). 

On the dominant wrist, sensitivity was lower for Sojrecall and Sojprecision (means of 20.5%-

25.8%) than the original model (mean of 39.9%; both p ≤ 0.01), whereas the opposite was true 

for specificity (means of 91.0%-93.4% for Sojrecall and Sojprecision, versus 71.5% for the original 

model; both p < 0.001). F1 means were 7.3%-13.3% lower for Sojrecall and Sojprecision than the 

original model (p = 0.03-0.10). In terms of how Sojrecall and Sojprecision compared to one another 

for the dominant wrist, mean sensitivity and F1 differed by 5.3%-6.1% (p = 0.02-0.03), while 

mean specificity differed by 2.5% (p = 0.01). 
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MODERATE-TO-VIGOROUS PHYSICAL ACTIVITY. For the hip, sensitivity was significantly 

lower for Sojrecall (54.4% ± 27.6%) and Sojprecision (51.7% ± 31.6%) than the original model 

(83.8% ± 23.0%; both p < 0.001), whereas the opposite was true for specificity (means of 91.2%-

92.1% for Sojrecall and Sojprecision, versus 43.3% for the original model; both p < 0.001). Mean F1 

was 17.0%-17.3% higher for the new models than the original (both p < 0.001). In terms of how 

Sojrecall and Sojprecision compared to one another for the hip, mean sensitivity, specificity, and F1 

all differed by ≤ 2.7% (p = 0.00-0.89). 

On the non-dominant wrist, Sojrecall and Sojprecision had significantly lower mean sensitivity 

(41.5%-45.6%) than the original model (74.9%; both p < 0.001). In contrast, mean specificities 

were 91.5%-94.1% for Sojrecall and Sojprecision, versus 74.3% for the original models (both p < 

0.001). Mean F1 was 3.7%-5.1% higher for the new models than the original (both p = 0.38). In 

terms of how Sojrecall and Sojprecision compared to one another for the non-dominant wrist, mean 

sensitivity, specificity, and F1 all differed by ≤ 4.2% (p = 0.00-0.58). 

On the dominant wrist, mean sensitivity was significantly lower for Sojrecall and Sojprecision 

(55.4%-60.2%) than the original model (71.3%; both p < 0.01). The three models all had similar 

mean values for specificity (78.1%-84.9%) and F1 (35.1%-35.6%), and significance was mixed 

(p = 0.03-0.91). In terms of how Sojrecall and Sojprecision compared to one another for the dominant 

wrist, mean sensitivity, specificity, and F1 all differed by ≤ 4.8% (p = 0.04-0.91). 

Analysis of Activity Time 

Figure 11 summarizes the results of the activity time analyses. A total of nine ANOVAs were 

performed (three intensities times three attachment sites), and all main effects were significant 

with p < 0.001. Below, results are presented sequentially for time spent in SB, LPA, and MVPA. 

In each section, the descriptive emphasis is on raw minutes, whereas p values are reported from  
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Figure 11. Measured and predicted percent of free-living time spent in sedentary behavior (SB), 

light physical activity (LPA), and moderate-to-vigorous physical activity (MVPA) for the hip 

(A-C, respectively), non-dominant wrist (D-F, respectively), and dominant wrist (G-I, 

respectively). 
#Significant difference from the criterion measure (p < 0.05)
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the percentage-based analyses (i.e., based on percent of total time spent in each category; see 

Figure 11). Summary values are given as mean ± SD. 

SEDENTARY BEHAVIOR. At each attachment site, Sojrecall and Sojprecision had higher mean SB 

than the criterion, whereas the original youth Sojourn model had lower mean SB than the 

criterion. On the hip (91.1 ± 41.7 min of criterion SB), the means for Sojrecall and Sojprecision 

differed from the criterion by 23.2-32.9 min (both p < 0.01), while the mean for the original 

model differed by more (63.6 min; p < 0.001). On the non-dominant wrist (90.5 ± 41.1 min of 

criterion SB), the means for Sojrecall and Sojprecision differed from the criterion by 24.6-26.1 min 

(both p < 0.001), while the mean for the original model differed by less (8.6 min; p = 0.21). 

Similarly on the dominant wrist (87.6 ± 38.7 min of criterion SB), the means for Sojrecall and 

Sojprecision differed from the criterion by 39.4-51.3 min (both p < 0.001), while the mean for the 

original model differed by less (6.0 min; p = 0.42). 

LIGHT PHYSICAL ACTIVITY. At each attachment site, all three models had lower mean LPA 

than the criterion. On the hip (97.6 ± 38.0 min of criterion LPA), all three models had similar 

mean differences from the criterion measure (30.3-41.7 min; all p < 0.01), and the same was true 

for the non-dominant wrist (98.1 ± 37.4 min of criterion LPA; mean differences of 27.1-34.7 

min; all p < 0.01). On the dominant wrist (99.9 ± 36.7 min of criterion LPA), the means for 

Sojrecall and Sojprecision differed from the criterion by 64.3-71.5 min (both p < 0.001), whereas the 

mean for the original model differed by considerably less (30.6 min; p < 0.01). 

MODERATE-TO-VIGOROUS PHYSICAL ACTIVITY. At each attachment site, all three models 

had higher mean MVPA than the criterion. On the hip (18.7 ± 17.1 min of criterion MVPA), the 

means for Sojrecall and Sojprecision differed from the criterion by 7.2-9.0 min (both p = 0.05), 

whereas the mean for the original model differed by more (103.8 min; p < 0.001). The patterns 
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were similar for the non-dominant wrist (18.5 ± 16.8 min of criterion MVPA), with means for 

Sojrecall and Sojprecision differing from the criterion by a smaller amount (1.0-6.4 min; p = 

0.10=0.82) than the original model (43.3 min; p < 0.001). On the dominant wrist (18.4 ± 17.1 

min of criterion MVPA), mean differences from the criterion were large for all three methods, 

though still smaller for Sojrecall and Sojprecision (20.3-25.0 min; both p < 0.01) than the original 

model (36.6 min; p < 0.001). 

Summary and Transition 

In this chapter, performance was assessed for Sojrecall and Sojprecision when applied to data 

collected from an independent sample assessed in free-living settings. In terms of runtime, 

Sojrecall and Sojprecision each ran more slowly than the original youth Sojourn models (34). In terms 

of segmentation, the change point detection-based approaches of Sojrecall and Sojprecision did not 

perform as well as the original models, particularly because the change point detection methods 

failed to retain the precision advantage that was shown in Chapter 5 (see Figure 6). In terms of 

second-by-second activity intensity classification, Sojrecall and Sojprecision generally performed 

better than the original models, while also performing similarly to one another. In terms of total 

time spent in SB, LPA, and MVPA, Sojrecall and Sojprecision tended to overpredict SB and MVPA 

time (which was compensated by underprediction of LPA time), whereas the original youth 

Sojourn models tended to underpredict SB and LPA time (which was compensated by 

overprediction of MVPA time). The following chapter will provide an integrated discussion in 

which the implications are discussed from Chapters 1-7.



 

- 154 - 

CHAPTER VIII 

DISCUSSION AND CONCLUSION
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In this dissertation, two gyroscope inclusive youth Sojourn models were developed for 

objectively assessing activity intensity in youth. One model (Sojrecall) was designed to favor 

recall over precision by erring on the side of over-predicting transitions, and the other algorithm 

(Sojprecision) was designed to favor precision over recall by erring on the side of under-predicting 

transitions. Three research questions were investigated, which were related to the general merit 

of gyroscope-based modeling within the youth Sojourn framework (Chapter 4; see pages 81-

101), and the performance of Sojrecall and Sojprecision in laboratory (Chapter 5; see pages 102-119) 

and free-living (Chapter 7; see pages 136-153) settings. In this chapter, the implications are 

discussed by integrating the evidence from all three research questions, and by contextualizing 

the evidence with respect to both past and future research. The next three sections (Summary of 

Findings, Implications of Model Design, and Implications of Study Design) are focused on 

presenting the key findings and addressing issues that affect how those findings are interpreted. 

The ensuing section (Core Implications) is focused on addressing at length the implications of 

this dissertation in key concept areas, namely sensor fusion and change point detection 

(separately and combined), as well as model generalizability. The final major section (Technical 

and Practical Implications) addresses the impact of Sojrecall and Sojprecision on continued practice 

in sensor-based physical activity (PA) assessment. Afterwards, the strengths and limitations of 

this dissertation are discussed, followed by a brief conclusion. 

Summary of Findings 

In terms of segmentation, the original youth Sojourn models (34) had high recall and low 

precision for both the laboratory and free-living data sets, indicating dramatic overprediction of 

transitions. In comparison, Sojrecall and Sojprecision each had a better balance of recall and precision 
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when applied to the laboratory data set. However, those advantages did not translate to the free-

living data set, wherein Sojrecall and Sojprecision each had low values for both recall and precision. 

In terms of intensity classification, there was evidence in all three research questions to 

suggest that gyroscope data had unique value for detecting sedentary behavior (SB) and light 

physical activity (LPA), whereas for moderate-to-vigorous physical activity (MVPA) there were 

clear strengths and weaknesses for both accelerometer data (high sensitivity and low specificity) 

and gyroscope data (low sensitivity and high specificity). Overall classification agreement was 

generally higher for Sojrecall and Sojprecision than the original youth Sojourn models, regardless of 

setting (laboratory or free-living) and attachment site (hip, non-dominant wrist, or dominant 

wrist). However, the distinctions were greater for the hip than the wrists. Compared to one 

another, Sojrecall and Sojprecision had remarkably similar performance for most performance metrics 

(including those related to individual intensity categories). 

In terms of free-living time spent in SB, LPA, and MVPA, a key finding was that Sojrecall and 

Sojprecision yielded mean MVPA estimates that were much closer to the criterion than the 

estimates from the original models were. The latter finding was especially pronounced for the 

hip and non-dominant wrist. For SB and LPA, trends differed by attachment site, with Sojrecall 

and Sojprecision outperforming the original models across the board on the hip, but not the wrists.  

Altogether, Sojrecall and Sojprecision demonstrated several distinct advantages compared to the 

original youth Sojourn models. However, there were also clear areas for improvement, as the 

next sections will discuss. 

Implications of Model Design 

The design characteristics of Sojrecall and Sojprecision are important to consider when 

interpreting the present findings. Furthermore, the design process itself yielded insights that may 
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benefit future research (including continued refinement of Sojrecall and Sojprecision). Thus, the focus 

in this section will be on the implications of how Sojrecall and Sojprecision were designed. 

For both Sojrecall and Sojprecision, segmentation was accomplished partly using accelerometer 

data and partly using gyroscope data. Accelerometer data were used to apply a change point 

detection method called pruned exact linear time (PELT), which was developed by Killick et al. 

(196). Gyroscope data were used to perform the remaining segmentation, which was based on 

identification of prolonged periods of SB, as discussed on page 105 (for Sojrecall) and page 107 

(for Sojprecision). After segmentation was complete, activity intensity was determined for each 

segment using gyroscope-based neural networks. 

Since Sojrecall and Sojprecision were among the first models of their kind, simplicity was 

emphasized when invoking PELT. Thus, the default settings were used, with the exception of the 

5-s minimum segment length, which was implemented for consistency with the grid search 

results in Chapter 4 (see page 97). Notably, 5-s time spans were also used elsewhere in the 

segmentation algorithms for the same reason. Other window lengths were tested, but did not lead 

to improved performance. 

Lagged differences (i.e., the time series derivative of the accelerometer data) were used as 

input to PELT, since that is how data were treated in the original demonstration of PELT (196). 

Notably, the latter demonstration was not focused on PA. For Sojrecall and Sojprecision, 

accelerometer data were used as input for PELT instead of gyroscope data, based on testing that 

showed better performance for the accelerometer. The latter finding is interesting to consider in 

light of the intensity classification analyses, wherein gyroscope data showed unique value for 

classifying low-movement activity (high SB sensitivity, but low MVPA sensitivity), while 

accelerometer data showed the opposite (low SB sensitivity, but high MVPA sensitivity). 
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Transitions generally involve movement rather than non-movement, which may explain why 

accelerometer data were more effective than gyroscope data for segmentation via the PELT 

method. 

There were two purposes for identifying prolonged SB bouts as part of segmentation within 

Sojrecall and Sojprecision. First, the gyroscope-based neural networks showed excellent performance 

for classifying SB in Chapter 4 (see Table 12), making the bout search a logical way of 

identifying change points while preventing PELT from treating aberrant accelerometer values as 

change points. Second, the foundational approach in Sojourn models (32–34) has been to 

identify segments based on the start and end of low-movement sequences. The latter approach is 

intuitive, and also beneficial because the statistical properties of low-movement data are much 

different (and thus may warrant different treatment) than those of movement data. By targeting 

bouts of SB, Sojrecall and Sojprecision mirrored the original rationale while adding a layer of 

sophistication. 

Thus far, Sojrecall and Sojprecision have been primarily discussed in tandem, with little emphasis 

on their distinctions. For Sojrecall, the defining features were limited rejection of PELT change 

points (only if they occurred within ± 5 s of the start or end of a bout of SB) and thorough 

determination of SB bouts using a 5-s rolling window. In contrast, Sojprecision was designed to 

favor precision by rejecting all PELT change points that occurred during SB bouts. Sojprecision 

was also designed to run faster than Sojrecall by determining bouts of SB via non-overlapping 5-s 

windows rather than rolling 5-s windows (thereby reducing computations by a factor of five). 

The differences between Sojrecall and Sojprecision were specifically engineered to address potential 

associations between segmentation algorithm characteristics (especially tendencies to predict 

many versus few transitions) and eventual performance of intensity classification models. In 
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terms of classification performance, the findings from both the laboratory and free-living studies 

suggested that it makes little difference which model is used. Thus, it is appropriate to choose 

between them based on practical differences such as runtime. From that perspective, Sojprecision is 

preferable, since its mean runtime was more than three times faster than the mean for Sojrecall. 

Implications of Study Design 

Powerful study designs were used to generate both the laboratory and free-living data sets, as 

discussed in Chapter 3 (pages 62-80) and Chapter 6 (pages 120-135), respectively. For the 

laboratory data set, an exceptionally large sample size was used, and diverse activities were 

performed with minimal structure. For the free-living data set, the sample size was smaller, but a 

large amount of data was available for each participant (3.8 h on average). Furthermore, the free-

living study was conducted in a mostly independent sample. Overall, the data were far richer 

than the majority of previous studies (cf. Table 1). However, it is also important to consider the 

potential implications of collecting data from two separate visits, and the manner in which data 

were subsequently handled. 

For the laboratory study, multiple visits did not pose a major concern. Under normal 

conditions, the protocol eventually led to all participants performing the same 16 activities (twice 

each), and missing data were rare, as shown in Figure 2 and Table 5. Data were pooled across 

visits, and all performance metrics were percentage-based, meaning the scale was identical 

regardless of whether data were available from one or both visits. 

For the free-living data set, the small sample size and unstructured protocol led to greater 

potential for the findings to be influenced by whether or not participants had two days of data. It 

was still possible to calculate performance metrics on a standardized (i.e., percentage-based) 

scale, which was an important part of preventing analyses from being skewed by time scale 
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differences. However, an irresolvable issue was that those with two days of data had more 

opportunities than those with one day to engage in a variety of behavior, since the visits ideally 

took place in different contexts (e.g. one in the home and one at a park). Thus, performance 

metrics would not necessarily reflect the same thing for those with one versus two days of data. 

To address the latter issue in Chapter 7 (see page 136-153), the analyses were restricted to 

include only those with two days of data. However, there were 7-8 participants (depending on 

attachment site) who had only one day of data, and thus an important question was whether there 

were major performance changes when including versus excluding those participants from 

analyses. 

Supplemental analyses were conducted to address the latter question. There were 38 

participants included for the analyses at each attachment site. The intensity classification and 

activity time analyses from Chapter 7 (pages 139-140) were replicated, and performance metrics 

were compared between the original and supplemental analyses. In terms of overall classification 

agreement across attachment sites, percent correct classification means were always close to the 

original values (within ± 1.5% for Sojrecall and Sojprecision, and within ± 4.8% for the original 

youth Sojourn models). Similarly, kappa means were always within ± 0.04 of the original values 

for all three models. In terms of intensity-specific classification agreement (i.e., sensitivity, 

specificity, and F1), means for Sojrecall and Sojprecision were always within ± 3.6% of the original 

values. For the original youth Sojourn models, there were similar differences for SB (within ± 

3.0% of the original values), but larger differences for LPA and MVPA (within ± 15.7% of the 

original values). In terms of mean percent of time spent in SB, LPA, and MVPA, criterion values 

were all within ± 1.6% of their original values. For Sojrecall and Sojprecision, there were similar 

changes (within ± 2.0% of the original values), whereas for the original models the changes were 
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similar for SB (within ± 2.5% of the original values) but not LPA or MVPA (within ± 14.9% of 

the original values). 

As a whole, the supplemental analyses showed that there were marginal differences between 

analyses that included versus excluded those with only one day of data. Specifically, criterion 

data changed very little (on a percentage basis) at the group level, and the same was true for the 

performance of Sojrecall and Sojprecision. There were notable changes in performance for the 

original youth Sojourn models, but those changes most likely reflected inconsistent performance 

of the models from person to person rather than issues with study design. The latter findings 

underscore an important advantage of Sojrecall and Sojprecision compared to the original models, 

namely more consistent performance from person to person.  

Core Implications 

Sensor fusion and change point detection were core concepts for this dissertation. Previous 

research has examined the two concepts separately, with studies focusing on either sensor fusion 

or change point detection. However, almost no studies have explored using them simultaneously. 

This dissertation was specifically geared toward addressing the latter gap, as the segmentation 

algorithms of Sojrecall and Sojprecision used accelerometer and gyroscope data (i.e., cooperative 

fusion), as well as the PELT method for change point detection. Furthermore, although sensor 

fusion was not directly used for the intensity classification neural networks, the comparisons of 

accelerometer and gyroscope neural networks yielded insights that may have relevance for future 

applications of sensor fusion. Thus, it is crucial to interpret the findings in light of sensor fusion, 

change point detection, and their combined usage. It is also important to consider the 

implications from a generalizability perspective, which was addressed in this dissertation through 
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the independent free-living validation. The preceding factors are discussed below in separate 

subsections. 

Sensor Fusion 

Sensor fusion has been used in many previous studies (20, 22–25, 41, 147, 151, 156–172), 

with accelerometers and gyroscopes being the most frequently used sensors. Almost all studies 

have focused on activity recognition (20, 22, 23, 41, 147, 156–168), providing consistent 

evidence that accelerometer and gyroscope data have a complementary relationship. However, 

there is considerably less evidence to suggest how accelerometer and gyroscope data may 

complement one another for other tasks besides activity recognition. 

A few studies have examined energy expenditure (EE) or oxygen consumption (VO2) when 

using accelerometer data, gyroscope data, or both combined. Pärkkä et al. (170) compared the 

performance of linear models that were developed to predict EE using either accelerometer or 

gyroscope data obtained from hip-worn, non-dominant wrist-worn, or ankle-worn (same side as 

wrist) devices. They showed that accelerometer-based models tended to have better performance 

than gyroscope-based models, although there were certain activities (notably stair walking for all 

three attachment sites) for which the reverse was true. Vathsangam et al. (24) combined 

accelerometer and gyroscope data to predict VO2 during walking. Their findings showed that 

prediction error decreased by up to 58.8% when combining accelerometer and gyroscope data, 

compared to using either alone. Taken together, the studies of Pärkkä et al. (170) and 

Vathsangam et al. (24) provided evidence that accelerometer and gyroscope data can 

complement one another for assessing EE and VO2. However, neither study protocol involved 

any SB, which was shown by Hibbing et al. (25) to be a key area of strength for gyroscope data. 

Specifically, in their study receiver operating characteristic curve analyses were used to develop 
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SB classifiers based on gyroscope or accelerometer data collected from one of five attachment 

sites (hip, either wrist, or either ankle). All gyroscope classifiers achieved 100% correct 

classification of SB, whereas the accelerometer classifiers achieved 76.7%-96.7% correct 

classification (depending on the attachment site). Hibbing et al. (25) also showed that combining 

accelerometer and gyroscope data led to mean absolute percent error reductions up to 6.0%, 

when predicting EE. 

The present study is among the first to examine accelerometer and gyroscope data within 

models that predicted activity intensity. For Sojrecall and Sojprecision, segmentation algorithms were 

developed that used cooperative fusion to detect transitions from both accelerometer and 

gyroscope data. As discussed previously, the laboratory findings (Chapter 5) showed that the 

fusion-based segmentation algorithms had a stronger balance of recall and precision than the 

existing accelerometer-based algorithms. However, that advantage was not maintained in free 

living (Chapter 7). Thus, sensor fusion showed limited utility for enhancing segmentation. 

Apart from segmentation, sensor fusion was not directly addressed in this study. Specifically, 

intensity classification was examined for accelerometer and gyroscope data separately, but not 

both combined. Nevertheless, the findings are still informative for future work that may involve 

calibration of fusion-based classifiers. In Chapter 4, it was shown that neural networks (hip and 

non-dominant wrist) had higher sensitivity for SB and LPA prediction when using gyroscope 

data than accelerometer data, by margins of 19.3%-74.2%. The latter finding accords with what 

was shown for the SB classifiers in the study by Hibbing et al. (25). For MVPA, sensitivity was 

higher when using accelerometer data than gyroscope data (by margins of 18.7%-24.2%), which 

may indicate that accelerometer data are particularly useful for MVPA classification. In Chapter 

5 and Chapter 7, mean percent correct classification was higher for Sojrecall and Sojprecision 
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(gyroscope-based classification) than the original youth Sojourn models (raw acceleration-based 

classification), by margins of 2.3%-20.7% (Chapter 5) and 4.2%-42.9% (Chapter 7). Taken 

together, the present findings demonstrate the value of gyroscope data within the youth Sojourn 

framework, while also suggesting that there may be key areas in which fusion of accelerometer 

and gyroscope data could enhance classification by leveraging the different strengths of each 

sensor. 

Only one other study (158) has examined accelerometer and gyroscope data in the context of 

activity intensity classification. The study was conducted in a small sample of adults (N = 9) who 

performed up to 18 structured activities. The authors used accelerometer and gyroscope data to 

classify LPA, moderate PA (MPA), or vigorous PA (VPA), with the models being trained 

against labels obtained from the compendium of physical activities (180). Using both 

accelerometer and gyroscope data, a k nearest neighbors model was able to achieve 96.7% 

correct classification, providing evidence that accelerometer and gyroscope data have 

complementary value for activity intensity classification. Although Sojrecall and Sojprecision did not 

achieve such a high percent correct classification in the present study (maximum of 77.6% ± 

6.9%, for Sojprecision on the hip in Chapter 5), there are notable differences between the present 

study and the study by Reiss and Stricker (158). First, the populations differed, with Reiss and 

Stricker (158) assessing adults while youth were assessed for the present study. Youth can be 

more challenging to assess than adults, due to their erratic behavior patterns (231, 246), which 

may partially explain the lower performance seen in this study. Additionally, the models of Reiss 

and Stricker (158) predicted different intensities than the models in the present study. 

Specifically, their models classified LPA, MPA, and VPA, whereas the present models classified 

SB, LPA, and MVPA. Differences between the categories may have influenced the findings, but 
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the biggest difference was between the criterion measures in both studies. Reiss and Stricker 

(158) used the compendium as a criterion measure, whereas the present study used a 

combination of indirect calorimetry (for EE) and direct observation (for posture). The 

compendium values assume no individual differences in EE for a given activity, which simplifies 

the classification task compared to the approach used for the present study. Specifically, indirect 

calorimetry and direct observation account for the fact that the same activity may have differing 

intensity for two individuals (e.g. LPA for one and MVPA for the other), whereas the 

compendium contains only one intensity per activity. The latter distinction makes modeling 

much easier when using the compendium than when using indirect calorimetry and direct 

observation, especially considering the unique challenges of assessing EE in youth (232, 247). 

Despite the differences between the present study and the study by Reiss and Stricker (158), both 

studies provided strong evidence that accelerometer and gyroscope data have value for activity 

intensity classification. 

It was previously noted that gyroscope data showed unique value for classifying SB. That 

utility has favorable implications for several modeling approaches. Naturally, the Sojourn 

method is a key example due to its emphasis on detecting low-movement periods as part of 

segmentation. However, the benefits of gyroscope-based SB detection are not limited to Sojourn 

modeling. “Divide-and-conquer” modeling (220, 221) could also benefit from incorporating 

gyroscope data for SB recognition. In divide-and-conquer models, an initial classification step is 

used to identify the type of activity being performed, and that information is then used to select 

which of several EE models should be used. By using gyroscope data to identify SB, divide-and-

conquer models would likely show improved EE estimations for both SB and non-SB, since 
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gyroscope data showed strong performance in terms of both sensitivity and specificity (89.1%-

98.9% in Chapter 4) when classifying SB. 

Apart from SB classification, a key finding in the present study was that neither 

accelerometer data nor gyroscope data showed strong performance for MVPA classification. As 

discussed previously, the two sensors had contrasting classification characteristics, with the 

accelerometer showing high sensitivity and low specificity, and the gyroscope showing the 

opposite. The latter finding may indicate that the accelerometer and gyroscope are especially 

complementary for MVPA detection. If so, future studies should aim to harmonize the two in 

ways that leverage their individual strengths. An obvious approach would be to develop models 

that use data from both sensors, which has shown promise in several studies discussed previously 

(24, 25). Alternatively, there may be value in taking an ensemble approach, in which a 

metamodel is trained to make a final intensity classification based on initial classifications made 

separately from accelerometer and gyroscope data. 

Change Point Detection 

Change point detection differs from other unique segmentation approaches (including the 

original youth Sojourn segmentation algorithms) in its focus on data distributions. That is, rather 

than identifying changes in signal magnitude (36) or shape (38), change point detection methods 

identify changes in statistical distribution. Several studies have explored change point detection 

for PA applications, and the present study is the first to do so using the PELT method. 

Feuz et al. (42) used a method called relative unconstrained least squares importance fitting 

(RuLSIF) (195) to identify activity transitions using smart home data from both structured (N = 

15 adults, nine females) and unstructured (N = 8 older adults, six females) activity protocols, 

with the former involving a total of 12 activities. For both data sets, RuLSIF had true positive 



 

- 167 - 

rate > 80% and false positive rate < 15%, both of which were better than baseline segmentation 

methods. For the present study, RuLSIF was examined as a potential approach during 

development, but it showed neither stronger performance nor reasonable runtime compared to 

PELT. There are several reasons RuLSIF may have been effective in the study by Feuz et al. 

(42), but not in the present study. A key reason is that the smart home data were much more 

robust (30 total sensors) than data from the devices worn in this study. However, a more subtle 

reason has to do with analysis. In the present study, the transition pairing method (TPM) of 

Hibbing et al. (35) was used to evaluate segmentation correctness, whereas Feuz et al. (42) used 

the common approach of simply looking within ± 20 s of each criterion transition to see if a 

prediction occurred. If multiple predictions occurred, the best-timed prediction was considered a 

true positive, and the others were ignored. The choice to ignore certain transitions may have 

caused spurious increases in the performance metrics that would not occur when using the TPM. 

Thus, the different findings for this study versus the study by Feuz et al. (42) may have been 

explained in part by differences in the analytical approach taken. 

The issue of analytical methodology also affects comparisons between this study and others 

that have used change point detection. Ni et al. (44) used the multivariate online change 

detection algorithm (198, 199) in a laboratory-based activity recognition framework. Participants 

(N = 10) wore an accelerometer on the wrist while performing 12 activities, including three 

stationary activities (e.g. sitting), three dynamic activities (e.g. walking), and six transitional 

activities (e.g. sit-to-stand). After applying the segmentation algorithm, various classification 

models were applied, of which random forest performed the best (95.5% correct classification). 

Agreement decreased when using standard segmentation methods, namely sliding windows with 

50% overlap (94.7% correct classification) and no overlap (93.6% correct classification). Thus, 
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the study by Ni et al. (44) provided some evidence in favor of change point detection. However, 

the key performance metric was a classification-focused metric (i.e., percent correct 

classification), rather than a segmentation-focused metric such as recall or root mean squared 

error. Hibbing et al. (35) demonstrated that classification-focused metrics can take on high 

values even if segmentation-focused metrics take on low values. Thus, it is possible that the 

change point detection method presented by Ni et al. (44) did not actually perform as well as the 

classification-focused analysis made it seem. The latter issue requires especially careful 

consideration in light of the fact that performance increases from change point detection were 

only 0.8%-1.9% compared to sliding windows, which is likely not meaningful in practice. 

Altogether, it is difficult to make segmentation-specific comparisons between the present study 

and the study by Ni et al. (44), due to the different analytical approaches taken in each study. 

For the present study, the PELT method was used, in part due to its speed-related scalability 

for future applications. That is, many change point detection methods run slowly when applied to 

high volumes of data, which are typical in sensor-based PA assessment. Thus, the speed of PELT 

played a considerable role in its use. Compared to previous studies, the PELT method showed 

weak performance, but as discussed above, much of that difference may be attributable to the 

nature of the TPM versus other analytical methods. 

In the laboratory study, PELT showed stronger performance than the youth Sojourn 

segmentation algorithms, which was reflected in a stronger balance of recall and precision. 

However, PELT performed poorly in the free-living cross-validation. Furthermore, classification 

agreement was similar for Sojrecall and Sojprecision in both the laboratory and free-living studies, 

which could potentially call into question whether segmentation plays a large role in intensity 

classification to begin with. The latter notion was explored in a supplemental analysis by 
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applying the gyroscope neural networks with features calculated in 5-s rolling windows (i.e., 

without using a specialized segmentation algorithm). 

In the supplemental analysis, data from 38 participants were used for all attachment sites. 

Participants were included in the analysis whether or not they had data from both visits. When 

using the rolling windows, mean percent correct classification decreased (compared to both 

Sojrecall and Sojprecision) by 3.4%-5.9% for the hip and non-dominant wrist, whereas there were 

smaller decreases (0.7%-1.5%) on the dominant wrist. Similarly, mean kappa decreased by 0.05-

0.10 for the hip and non-dominant wrist, whereas the changes were -0.02-0.02 for the dominant 

wrist. In terms of intensity-specific agreement (i.e., sensitivity, specificity, and F1), most means 

were lower for the rolling windows than Sojrecall and Sojprecision, by margins of 0.6%-18.9%. 

When that was not the case, the differences were typically small (0.3%-3.6%), with the 

exceptions of SB specificity on the wrists (differences of 6.5%-21.5% for the wrists) and LPA 

sensitivity and F1 on the dominant wrist (differences of 11.0%-19.7%). In terms of mean percent 

of time spent in SB, LPA, and MVPA, the findings differed by attachment site. For the hip, 

rolling windows yielded mean SB and LPA estimates that were further from the criterion than 

the means for Sojrecall and Sojprecision, by 0.7%-7.6%. For MVPA, all three methods yielded means 

within 1.1% of one another. For the non-dominant wrist, SB estimates were closer to the 

criterion using rolling windows than Sojrecall or Sojprecision, by margins of 6.7%-7.4%. The 

opposite was true for MVPA, with Sojrecall and Sojprecision being closer to the criterion by 5.2%-

7.8%. For LPA, all three methods yielded means within 3.3% of one another. For the dominant 

wrist, means for SB and LPA were closer to the criterion when using rolling windows than 

Sojrecall or Sojprecision, by 13.7%-18.8%. For MVPA, all three methods yielded means within 2.2% 

of one another. 
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As a whole, the supplemental analysis yielded equivocal evidence. That is, rolling windows 

outperformed Sojrecall and Sojprecision in some areas, but not in others. While it seems unclear 

whether change point detection ultimately enhances the prediction of activity intensity, it is 

difficult to judge given the poor performance of the PELT-based segmentation algorithms to 

begin with. A future study could address the issue more directly by comparing rolling window 

predictions to those generated under a condition of perfect segmentation (i.e., by using criterion 

data to assign the segments), similar to the approach taken by Albinali et al. (72). Such a study 

would provide a litmus test to assess whether continued innovation in change point detection is 

worthwhile. That is, if rolling windows were to perform as well or better than predictions under 

ideal segmentation, there would be evidence to suggest that change point detection is not an area 

worthy of continued innovation. Given the ostensibly high volume of work it would take to make 

change point detection effective, such a study would potentially spare a great deal of needless 

effort and wasted resources in the field. 

Combining Sensor Fusion and Change Point Detection 

The present study was one of the first to approach segmentation by combining sensor fusion 

and change point detection. The findings suggested that sensor fusion may be more promising 

than change point detection, in terms of developing improved models for predicting activity 

intensity. However, ongoing research may shed new light on ways the two can be effectively 

combined. Recently, Twaites et al. (40) presented an adaptation of online Bayesian change point 

detection (OBCPD) (200), which they used for identifying postural transitions. Although 

postural transitions are not highly relevant to the focus in this study (i.e., activity intensity 

classification), it is nevertheless notable that OBCPD has the ability to process multivariate data. 

The latter capability may allow OBCPD to leverage the advantages of accelerometer and 
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gyroscope data simultaneously when detecting activity transitions. Furthermore, OBCPD runs 

quickly, meaning it is scalable for PA research. Altogether, OBCPD seems to be a promising 

avenue for combining sensor fusion and change point detection in future research. However, 

there is currently not a robust infrastructure for applying OBCPD, meaning further development 

is needed before it becomes fully viable for further calibration, validation, and deployment. 

Only one other study (38) has combined sensor fusion with a specialized segmentation 

algorithm. Although the segmentation algorithm was not truly a change point detection method, 

the study still warrants mention here. Gharghabi et al. (38) presented a multi-purpose algorithm 

called fast low-cost online semantic segmentation (FLOSS), which identified transition points 

when the shape of the time series changed. Several demonstrations of FLOSS were given, 

including one focused on detecting activity transitions. In that analysis, an informal graphical 

approach was taken, wherein visualizations showed strong alignment between the occurrence of 

actual transitions (annotated using direct observation) and predictions by FLOSS, which were 

based on accelerometer and gyroscope data from a hip-worn device. Similar to OBCPD, FLOSS 

holds promise for future studies, but currently lacks a suitable infrastructure for widespread use. 

Model Generalizability 

A notable finding in this dissertation was that some aspects of model performance were 

similar in laboratory and free-living settings (with independent samples), while other aspects 

were much lower in the latter than the former. Reduced performance in free living is a well-

documented problem (248, 249), and thus it is crucial to examine any factors that can contribute 

to improved model generalizability. In that regard, gyroscope data showed some promise, which 

warrants further comment. 
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As noted previously, Sojrecall and Sojprecision each exhibited poor segmentation performance in 

the free-living study, compared to what was shown in the laboratory study. Similarly, mean 

percent correct classification decreased by 6.3%-14.2% across attachment sites. Thus, 

generalizability was not a major strength of the models overall. However, for LPA classification 

specifically, generalizability was outstanding, with half of the metrics increasing (by 0.8%-

6.0%), and most others decreasing by small amounts (≤ 3.3%). For SB classification, all metrics 

decreased, but the decreases for sensitivity and F1 were 5.0%-10.4% for all attachment sites. 

Given the unique value of gyroscope data for detecting SB and LPA, it is likely that gyroscope 

data played a driving role in the promising level of generalizability that was seen for those 

intensity categories. 

Although it is well-known that free-living studies are essential, such studies have rarely been 

conducted, especially on the scale used for this dissertation. With a free-living data set like the 

one presented in Chapter 6 (see pages 120-135), it becomes possible to explore the novel concept 

of using free-living data to train models, which has been demonstrated by Ermes et al. (23). The 

latter approach could potentially increase model generalizability even further, and thus it 

warrants attention in future research. 

Technical and Practical Implications 

To date, sensor fusion and change point detection models have had limited impact on general 

practice in sensor-based PA assessments. The few existing models have generally been 

developed for devices that are not commercially available, which is a major limitation addressed 

by Sojrecall and Sojprecision (through development for ActiGraph GT9X devices). Beyond the 

commercial availability of devices, another limitation in recent PA assessment research has been 

poor distribution of new models (216). Sojrecall and Sojprecision also offer improvements in the 
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latter area, due to the existing infrastructure for handling ActiGraph data through open source 

channels (234, 241). Specifically, the models can be readily added to the Sojourn R package 

(241) for easy dissemination and implementation. 

Although Sojrecall and Sojprecision represent considerable advances in sensor-based PA 

assessment, battery life currently poses a challenge for free-living applications. That is, 

gyroscopes use inordinate amounts of battery (161), which makes extended assessments 

challenging. For the GT9X, battery life is < 48 h when the gyroscope is enabled, which is not 

suitable for many applications. Although limited battery life is a concern, the issue can likely be 

resolved through ongoing hardware innovation, as has already been seen with accelerometer 

technology (10). Furthermore, there is already precedent (from studies involving global 

positioning systems) for asking participants to charge devices throughout extended wear 

protocols (250, 251). Thus, solutions exist in both the short and long term. 

When considering applications for Sojrecall and Sojprecision, attachment site is an important 

factor. Performance was reasonably similar between the hip and wrists, and thus Sojrecall and 

Sojprecision are compatible with the increasingly widespread use of wrist-worn monitors for free-

living assessments (see page 12-13). However, an interesting outcome was that Sojrecall and 

Sojprecision performed better on the non-dominant wrist than the dominant wrist, while the 

opposite was true for the original models (see Figure 11). The latter finding was especially 

interesting in light of the fact that the original models were calibrated for the non-dominant wrist, 

not the dominant wrist. Several previous studies have shown that performance differs very little 

when using the non-dominant versus dominant wrist (34, 252), and it has also been noted in the 

past that there is not definitive evidence of one wrist being better (10, 76). However, the existing 

evidence is based on accelerometer data. Given the wrist differences that were seen in this 
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dissertation when using gyroscope data, it may be possible that gyroscope data are more 

influenced than accelerometer data by the issue of dominance. In particular, non-PA-related 

motions of the dominant limb (e.g. writing and eating) may have contributed to the lower 

performance on the dominant side. The latter concerns have been commonly posed with respect 

to accelerometer data (253, 254), but new investigations may be warranted for gyroscope data. 

Notably, the laboratory and free-living studies both included limited numbers of left-handed 

participants, which may affect the evidence presented in this dissertation. Left-handed 

individuals are also rare in the population (255), which is important to consider. A compounding 

issue is that switching a monitor from one wrist to the other results in inversion of one axis 

(256). While the latter issue is largely resolvable through the use of vector magnitudes, there 

may be cause for advocating wrist attachments by side rather than by dominance. Since the left 

wrist is non-dominant for the majority of individuals, that may be the preferred attachment site 

(97). However, more research is needed, particularly as sensor fusion becomes more 

commonplace. 

Strengths & Limitations 

This dissertation had notable strengths and limitations. The sample size of the laboratory 

study was a major strength compared to previous sensor fusion studies that have often used 

samples of 10-20 (see Table 1). Furthermore, most previous studies have not included free-living 

data. Thus, the independent validation in this dissertation was a major strength. Although the 

free-living sample size was small, it also had strengths including a primarily independent sample 

(all but 4-5 of the 30-31 participants, depending on the attachment site) and a high volume of 

data (mean of 3.8 h per participant). In both the laboratory and free-living studies, the participant 

ages ranged from 6-18 years old, which was both a strength and a limitation. Specifically, the 
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age range increased the diversity of the sample, but the findings may also have been influenced 

by differences (e.g. in metabolism, movement mechanics, or free-living activity selection) 

among participants of different ages.  

The use of both energy expenditure and posture to classify intensity was a strength of this 

study, as many studies have only used energy expenditure or posture (via direct observation) 

despite consensus that SB requires both low energy expenditure and seated or lying posture 

(235). Despite the strengths of intensity classification in this dissertation, the use of indirect 

calorimetry may have also posed a limitation for the continuous time course data that were 

examined in both the laboratory and free-living data sets. Specifically, aerobic metabolism 

responds slowly to changes in activity, and that lag may have adversely influenced the 

classification analyses. 

Conclusion 

Sensor-based PA assessment is an evolving field driven by innovation in many disciplines, 

such as engineering, computer science, statistics, and exercise physiology. In this dissertation, 

key innovations were explored within the youth Sojourn model framework (34). Specifically, 

sensor fusion, change point detection, and gyroscope-based neural networks were examined as 

potential pathways for improving objective estimates of activity intensity. Two models (i.e., 

Sojrecall and Sojprecision) were developed and tested in both laboratory and free-living settings. 

Compared to existing models, Sojrecall and Sojprecision had better overall agreement (percent correct 

classification and kappa) and greater generalizability from the laboratory study to the 

independent free-living validation. However, there were also areas in which Sojrecall and 

Sojprecision could benefit from continued refinement. Altogether, the work presented in this 
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dissertation represents a step forward in sensor-based PA assessment, and future work can build 

on several of the findings that have been presented. 
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